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Abstract 

We derive necessary and sufcient conditions for short-term weather fuc-
tuations to systematically identify the marginal long-run efect of climate on 
an economic outcome. Under these conditions, empirical estimates of local 
marginal efects fexibly trace out a common long-run response function that 
can be used for non-marginal climate counterfactual analysis. Our empirical ap-
plication considers the efect of temperature and precipitation on county-level 
agricultural GDP in the United States. Overall, agricultural GDP is predicted to 
decrease by 6–10% under a 2°C warming scenario. 

JEL codes: C23, Q16, Q54 
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Since the seminal work of Mendelsohn et al. (1994), economists have sought ways 
to predict the impacts of climate change on economic outcomes using observational 
data. One of the main empirical challenges in exploiting historical patterns of 
climate or weather and economic outcomes is attribution. In an ideal but unrealistic 
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situation, one could observe two otherwise identical economies subject to diferent 
climates, and track relevant outcomes. 

By necessity, empirical work has departed from this ideal comparison in two 
main directions. Keeping with the core idea that the relevant counterfactual com-
parison should involve diferent climates, Mendelsohn et al. (1994) and the ensuing 
“Ricardian” literature have compared outcomes across locations exposed to difer-
ent climates while attempting to control for plausible cross-sectional confounders 
(Schlenker et al., 2005; Ortiz-Bobea, 2020). The belief that no amount of care would 
allay concerns about omitted variable bias has led another branch of literature to 
favor panel approaches with fxed efects, which exploit assumedly random weather 
fuctuations as a source of identifying variation (Deschênes and Greenstone, 2007).1 
A weakness of that approach is that the efect of weather is conceptually diferent 
from the efect of climate due to plausible adaptation (Hsiang, 2016; Aufhammer, 
2018b).2 Thus, econometric identifcation has come at an arguably steep price: the 
fact that the identifed efect no longer coincides with that of primary interest. 

The present paper proposes a novel theoretical and empirical framework intended 
to make the best out of both worlds and “bridge the gap between what is identifed 
and what is desired” (Donaldson, 2022). Our main empirical objects are a collection 
of local marginal efects identifed from random weather fuctuations using historical 
data. We use these objects to trace out a common long-run climatic response function 
without any parametric restriction beyond that inherent in the choice of relevant 
climatic variables, making use of the Envelope Theorem and the Gradient Theorem, 
as suggested by Hsiang (2016) and Deryugina and Hsiang (2017). As such, our local 
marginal weather efects constitute “sufcient statistics” for the identifcation of long-
run climatic impacts in the sense of Chetty (2009) and Donaldson (2022).3 Because 
we identify marginal efects for a large range of climate values, we are not limited to 
“small” counterfactual calculations, frst-order approximations, or bounds (Chetty, 

1A third approach, explored in Burke and Emerick (2016), exploits county-level climatic trends, 
residual of state-level trends, between distant periods. 

2Nonlinear panel approaches exploit both weather variation and climatic diferences, and can be 
expected to deliver a response that is a mix of short-run and long-run efects (Kolstad and Moore, 
2020; Mérel and Gammans, 2021). 

3As in policy evaluation, here the Envelope Theorem equalizes an elusive marginal efect of 
interest to an easily estimated marginal efect, for a class of structural functions. But in contrast to the 
welfare framework discussed in Chetty (2009) or Kleven (2021), here we observe the outcome but lack 
quasi-experimental variation in the regressor of interest—climate. The Envelope Theorem does not 
provide us the link between observed behavior and welfare, but rather the link between the marginal 
efect of weather and the marginal efect of climate. 
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2009; Kleven, 2021). Yet, the fact that we rely on the aforementioned theorems places 
implicit modeling assumptions on this new approach. To better gauge the scope of 
its empirical relevance, one needs to make these assumptions explicit. 

We thus begin by characterizing instances wherein the Envelope Theorem may 
be formally invoked to argue that the long-run, adaptation-inclusive marginal efects 
of permanent changes in environmental conditions (say, climate as measured over 
several decades) on an outcome of interest are identical to the marginal efects of 
transient, adaptation-exclusive changes in these conditions (say, yearly weather).4 
In doing so, we are led to introduce a new nomenclature meant to clarify the dis-
course about long-run efects in climate impact assessment. This nomenclature 
defnes and relates a series of outcome response functions, notably that inferable 
from high-frequency observational data and those that may be used to build rel-
evant climate counterfactuals. We show that in addition to the usual smoothness 
assumption,5 exploiting the envelope property requires certain functional restric-
tions on the structural relationship between weather, climatic adaptation, and the 
outcome of interest. These restrictions relate directly to Theil (1954)’s sufcient con-
ditions regarding the use of expectations in social welfare maximization problems.6 
A notable contribution of our paper is to prove that these conditions are not only 
sufcient, as argued by Theil (1954), but also necessary. 

Our demonstration starts from the observation that the Envelope Theorem itself 
guarantees tangency between long-run and short-run responses at mean weather 
(i.e., the frst moment of climate) only if long-run actions are outcome-maximizing 
under such weather. More realistically, long-run actions are taken to optimize ex-
pected outcomes under the entire weather distribution, as recognized in several stud-
ies (Kelly et al., 2005; Schlenker, 2017; Burgess et al., 2017; Maue and Kolstad, 2020; 
Shrader, 2021; Mérel and Gammans, 2021; Carleton et al., 2022; Rudik et al., 2022). As 

4The Envelope Theorem establishes the tangency between the objective function of an optimiza-
tion program and its value function in the parameter space—that is, the fact that the value function 
“envelops” the set of objective functions corresponding to diferent values of the program’s choice 
variables, taken here to be climatic adaptation options. 

5Prior literature has discussed basic restrictions to the use of the Envelope Theorem in climate 
impact assessment; these pertain to whether the outcome is optimized and whether adaptations can 
be considered to have a continuous, rather than discrete, efect on the outcome (Nordhaus, 2010; 
Guo and Costello, 2013; Hsiang, 2016; Blanc and Schlenker, 2017; Deryugina and Hsiang, 2017; Rudik 
et al., 2022). 

6Theil (1954) is concerned with the use of expectations of random variables in static, nonlinear 
welfare maximization programs in place of full distributions of these variables. Simon (1956) and 
Theil (1957) address a similar issue in the context of dynamic programming. 
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a result, even under risk neutrality the slopes (and the values) of the short-run and 
long-run responses may not coincide at mean weather.7 Without a proper tangency 
condition, random weather fuctuations are of little use if analysts care about long-
run, adaptation-inclusive responses—which is almost always the case (Aufhammer, 
2018b). 

Having made that point formally, we go on to derive structural restrictions on the 
outcome function that ensure that even under expected outcome maximization, an 
envelope result systematically holds at mean weather. These conditions are shown 
to be both necessary and sufcient within a broad class of smooth and convex opti-
mization problems assumed to underlie long-run adaptation choices. Like previous 
authors, we assume that observed outcomes �(�, �) depend structurally on a real-
ization of weather � and unobserved actions � taken in response to climate, and that 
conditional on the weather realization, climate infuences outcomes only through 
these actions. This structural relationship gives rise to a reduced-form relationship 
between weather, climate, and the outcome that is observable in the data. The key 
structural restriction implied by tangency between the reduced-form function and 
the underlying long-run response is that actions interact only with a linear function 
of weather, that is, �(�, �) = Γ(�) + Ψ(�)� + Φ(�), for some smooth but otherwise 
unrestricted functions Γ, Ψ, and Φ. Said diferently, the marginal efect of farmers’ 
actions should depend on weather in a linear fashion.8 We discuss the restrictiveness 
of this structure from a practical standpoint, and further show that if the observed 
outcome is not optimized, marginal climate impacts on the underlying objective 
function are still identifable provided that the objective difers from the observed 
outcome only by an additive function that is itself independent of weather. 

Armed with a deeper understanding of what the envelope property, in its most 
usable form, implicitly assumes, we proceed with its empirical implications. The 
main consequence of local tangency is that, for the purpose of delineating marginal 
climate efects, weather fuctuations can be considered as good as climatic changes. 
Because the assumption of exogeneity is much more likely to hold for weather 
than for climate, this property opens the door to consistent estimation of marginal 
climate efects. Riemann integration of local slope estimates across adjacent climates 

7If not, they coincide at some other weather value, but without further functional assumptions it 
is impossible to know where, obviating the practical beneft of the tangency property. 

8We further show that the marginal response to weather also identifes the marginal expected 
response to climate if and only if the function Γ is quadratic. 
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then delivers the common long-run response function without imposing any further 
parametric assumption. 

Our empirical illustration of this envelope-gradient-theorem approach uses agri-
cultural GDP observed over a 19-year period across more than a thousand US coun-
ties. Our baseline model regresses agricultural GDP on average temperature (or 
degree days, a measure of heat accumulation rooted in agronomy) and cumulative 
precipitation. For each climate variable, we estimate local marginal efects across 
100 climatic intervals. We then assemble these slopes to construct the long-run 
responses of agricultural GDP to temperature and precipitation, free of functional 
form assumptions. Despite the fexibility of the method and the demands put on our 
data to estimate climate-specifc marginal responses, the long-run responses that we 
obtain are surprisingly smooth and precisely estimated. Furthermore, they are co-
herent with stylized expectations and basic restrictions imposed in prior parametric 
work on temperature and agricultural outcomes such as yields or farmland values. 

We explore more demanding models to address plausible threats to identifca-
tion. Indeed, diferent regions may exhibit distinct responses to weather based on 
geographic variables such as soils. To the extent that these variables are correlated 
with climate, the climate-specifc marginal efects we identify may be biased as they 
would also refect the infuence of these factors. Consequently, we allow marginal 
weather efects to vary systematically with soil quality. We further exploit the fact 
that climates may have changed during the period of observation, meaning that 
counties may have moved across climatic intervals. That is, we expand the climatic 
variation present in the data by defning a county’s climate as a moving average 
of past weather. As a result, diferences in weather slopes across climatic intervals 
are identifed from comparing a county to itself under diferent climates, and from 
comparing counties with diferent climates but similar soils. We fnd the results to 
be extremely close to those from our baseline model. 

Our paper relates to recent and ongoing work by several authors. The idea of 
integrating marginal efects along a climate gradient originates in Hsiang (2016). 
Our empirical approach difers from the follow-up work of Deryugina and Hsiang 
(2017), as these authors directly estimate a global fexible (polynomial) panel model 
with fxed efects.9 

Lemoine (2021) analyzes adaptation to climate and weather forecast informa-

9The diference between the two approaches is explained formally in Section 2.1. 
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tion in a dynamic setting. In contrast, our behavioral model is static and ignores 
adaptation to forecasts. Yet, focusing on the process of long-run climatic adjust-
ment afords a more sophisticated treatment of it. For instance, Lemoine (2021) 
posits that long-run actions maximize the long-run value of payofs under mean 
weather,10 an assumption we relinquish in favor of the more common assumption 
of expected outcome maximization. Another diference is that our framework ac-
commodates nonlinear long-run climatic responses, whereas he recovers a single 
adaptation-inclusive slope coefcient for each weather variable. 

To be sure, empirical approaches that allow climate to modulate the marginal 
efect of weather are not new. Dell et al. (2012) use a climate-weather interaction 
term in their regression of country-level GDP, capturing the idea that shifts in cli-
mate may alter the marginal weather response. Heutel et al. (2018) adopt a similar 
empirical approach in their analysis of the mortality efects of climate change in the 
US. Aufhammer (2018a) uses a multi-step approach to recover long-run efects of 
warming on energy consumption. Like us, he estimates climate-contingent marginal 
responses to temperature, and then re-attributes marginal responses based on fu-
ture climate at each location.11 Although these approaches allow climate to afect 
the marginal weather response, a change in climate may also afect the baseline level 
of the outcome. Suppose for example that a shift from a cool climate to a warm cli-
mate reduced the sensitivity of a country’s GDP to hot weather, yet also reduced the 
average level of GDP. In this case, information on diferences in marginal responses 
to heat across climates would be insufcient for counterfactual analysis (Schlenker 
et al., 2013).12 One approach is to identify settings where there are no level efects on 
the observed outcome, for instance, when the weather-outcome relationship is linear 
through the origin and climate only afects the slope of that relationship. Aufham-
mer (2018a) likely satisfes this restriction, as households may only use cooling 
energy under hot temperatures, with an exposure-response intensity that depends 
on equipment and thus climate. A second strategy for counterfactual analysis is to 

10See his discussion on pp. 6–7 regarding the choice of long-run investments. 
11Specifcally, Aufhammer (2018a) frst estimates zip-code contingent marginal responses using 

panel variation, which are then regressed on climate in a cross-section. His fnal step attributes to 
each zip code the marginal response predicted from the cross-sectional model under future climate. 

12Schlenker et al. (2013) make that point in the context of maize yields. Hot climates may be 
better adapted to extreme heat than cooler ones, but at the implicit cost of lower yields under average 
weather. As a result, attributing marginal yield responses observed in hot regions to currently 
cool regions without accounting for lower average yields understates the long-run negative efect of 
warming. 
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infer the change in levels from the change in the marginal responses. This typically 
requires some variety of structural interpretation of coefcients, as in Schlenker et al. 
(2013), Schlenker (2017), Mérel and Gammans (2021), and Carleton et al. (2022).13 

In contrast to these papers, our work advances a non-parametric approach for 
delineating the long-run outcome response, in addition to providing necessary and 
sufcient conditions for this approach to be consistent with long-run optimizing 
behavior. Appendix A discusses the relationships between our paper and previous 
literature in greater detail. 

The rest of the paper proceeds as follows. Section 1 investigates the theoretical 
underpinnings of the envelope property. Section 2 discusses its consequences in 
terms of empirical identifcation of climate impacts. Section 3 presents our empirical 
application, and Section 4 concludes. 

1 The envelope argument: what are we assuming? 

Previous literature has already acknowledged two central assumptions underlying 
the use of the Envelope Theorem, namely diferentiability (Guo and Costello, 2013) 
and the fact that outcomes must be optimized (Hsiang, 2016).14 Here, we argue that 
in addition to these caveats, functional restrictions are in fact needed to usefully 
invoke the envelope property as a basis for the empirical identifcation of a marginal 
long-run response to climate from random weather fuctuations. To our knowledge, 
we are the frst to make these restrictions explicit. 

For clarity’s sake, we consider unidimensional weather, denoted by � ∈ R. We 
relax this assumption in our empirical application. We denote by � the cumulative 

13Carleton et al. (2022) investigate the mortality consequences of climate change using a yearly 
panel with location fxed efects whereby climate is allowed to interact with a polynomial function 
of weather. As the authors acknowledge, their mortality counterfactuals do not account for the 
fact that average yearly mortality may difer across locations for reasons related to climate, because 
these time-invariant efects are soaked up in fxed efects. As such, they may be subject to the 
critique of Schlenker et al. (2013) regarding level efects. Admittedly, Carleton et al. (2022) derive 
a measure of the costs of adaptation, but these are meant to refect monetary costs (e.g., related to 
equipment), not mortality costs or benefts per se. Yet, one can imagine that some investments that 
help reduce humans’ sensitivity to heat, such as emergency healthcare infrastructure, also have level 
efects as they reduce mortality from a wide range of causes. Furthermore, the empirical weather-
climate-outcome relationship in Carleton et al. (2022) interacts a nonlinear function of weather with 
mean weather, which is inconsistent with expected outcome maximization as higher moments of the 
climate distribution should then appear in the interaction; yet expected outcome maximization is 
used explicitly to derive these monetary costs. See Appendix A.2 for a formal argument. 

14As we show in Section 1.6 below, this latter assumption can be partially relaxed. 
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distribution function of � and call it the climate. The expectation of weather is 
denoted by E[�] = �. In many empirical studies it is the only aspect of climate taken 
into consideration.15 

The outcome is a structural function �(�, �) of weather and an action � ∈ � ⊂ R 
taken prior to (or without knowledge of) the realization of weather, where � denotes 
an open, convex subset of R. Importantly, conditional on the weather realization �, 
the value of the outcome only depends on climate (or its moments) through the action 
�. If multiple actions can be taken, then � is interpretable as an index (mapping) that 
varies according to this set of actions. Hence, the assumption of a univariate action 
does not unduly restrict the analysis. We call �(�, �) the structural outcome function. 

1.1 Regularity assumptions 

We restrict the function � to be continuously diferentiable with respect to � and �, 
to be concave with respect to �, and to have a unique maximizer in the � dimension, 
for given �. As a result, for all values of �, this unique maximizer, to be denoted 
�̂(�), is characterized by the frst-order condition 

�� (�, �) = 0. 
�� 

The solution to the previous equation, �̂(�), thus answers the question: “what 
action would be optimal to maximize the outcome under weather �?” Note that 
the concavity assumption is made here without loss of generality once we require 
that there be a unique critical point characterizing the global maximum, as one can 
always redefne the index � through a well-chosen change of variable such that the 
resulting function be concave. (See Appendix B.1 for a proof.) 

In addition to the smoothness and convexity properties discussed above, we make 
two structural assumptions. 

Assumption 1 The function �̂(�) is surjective, though not necessarily bĳective, on � . 

Assumption 1 implies that each possible action � ∈ � is optimal for some value(s) 
of weather. Thus, the equation �� (�, �) = 0 has at least one solution � ∈ R for any �� 
given value � ∈ � . Solving this equation for � rather than � answers the question: 

15Schlenker (2017) is a notable exception. 
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“for what value(s) of weather would the action � be optimal?” We also make the 
following assumption: 

�� �� Assumption 2 The function (�, �) is injective with respect to �, that is, (�, �) = �� �� 
�� (�, � ′) ⇒ � = � ′ .�� 

Assumption 2 requires that the marginal efect of weather on the outcome depend 
on the action taken, in the sense that diferent actions imply diferent marginal efects 
for given weather. Note that this assumption does not preclude the same action � 
from being optimal for diferent values of weather, say � and � ′, as the corresponding 

�� conditions would be �� (�, �) = (� ′ , �) = 0.�� �� 
Finally, note that the fact that the action � is taken without knowledge of the 

weather realization does not mean that there is no possibility of adaptation to weather 
once realized; if there is, the efects of such adaptation are simply accounted for in 
the structural outcome function �(�, �). That is, �(�, �) can be thought of as the 
value function of an optimization problem where adaptation to weather is assumed 
to maximize the outcome, conditional on weather � and the long-run action �. 

1.2 Statement of the problem 

We defne the long-run outcome response function to climate � as the value of the 
following problem:16 � � 

max �(�, �) = � (�, �̂(�)) ≡ �(�) . (1)
�∈� 

This defnition conforms with the concept of “long run” as typically used in mi-
croeconomics textbooks, e.g., Perlof (2016) or Nicholson and Snyder (2016). For 
instance, although frms cannot vary capital in each production period, the long-run 
cost function is one that minimizes the cost of producing any given quantity when al-
lowing all factors, including capital, to vary with output. This long-run cost function 
tells us how production costs would change if output quantity were to change from 
say, durably low levels to durably high levels. However, it is not very informative if 
we are interested in the efects of transient production shocks, because it assumes a 

16The squiggly brackets around the maximization problem, although perhaps redundant, are 
meant to emphasize that the element on the right-hand side of the equality sign is equal to the value, 
rather than the objective, function. The equivalency sign (≡) indicates a defnition. 
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degree of fexibility that the frm typically does not have. Similarly, the function �(·) 
indicates how the outcome would respond to weather, if the action � could be taken 
in anticipation of weather. It is informative about how the outcome would respond 
if climate changed from say, a durably cool climate to a durably warm climate. 

The Envelope Theorem, when applied to Problem (1), implies that � ′(�) = 
�� (�, �̂(�)). This theorem has been invoked in the literature as a way to justify �� 
the use of weather fuctuations to identify the marginal efects of changes in climate. 
The reason is that it is easier to observe weather shocks than climatic shocks in em-
pirical work. Weather changes at a yearly frequency, sometimes with large swings, 
providing arguably exogenous variation in many settings. In contrast, climate may 
be stationary, or may only change at a slow pace over time. These changes may only 
be detectable over very long periods of time during which other relevant factors may 
change, raising concerns about omitted variable bias. 

Unfortunately, the function observed in the data may not be � (�, �̂(�)), as implic-
itly assumed by the use of the Envelope Theorem. For �̂(�) is the long-run adaptation 
that maximizes the outcome under mean weather. Instead, if economic agents are taking 
long-run actions in response to climatic signals, a more tenable assumption is that 
they choose � to maximize expected outcomes, that is, the expected realization of � 
given the climate �. The same assumption has been made, for instance, in contribu-
tions by Kelly et al. (2005), Schlenker (2017), Burgess et al. (2017), Shrader (2021), and 
Carleton et al. (2022).17 Conceptually, agents’ choice of action, denoted �̃(�), would 
thus solve the following problem: � ∫ � ∫ 

max �(�, �)��(�) = � (�, �̃(�)) ��(�) . (2)
�∈� 

There is a conceptual diference between maximizing the outcome under mean 
weather, as in Problem (1), and maximizing the expectation of the outcome under 
given climate, as in Problem (2). Notably, maximization of expected outcomes 
implies that higher-order moments of the climate, for instance its variance, may 
infuence choices, whereas only the mean matters in Problem (1). 

We will denote �̂(�, �) ≡ � (�, �̂(�)) the reduced-form outcome function that 

17Lemoine (2021) proposes a hybrid approach in the context of a dynamic optimization model, 
whereby some actions afecting future payofs are taken so as to maximize the expected discounted 
payof given weather forecast information, while others are assumed, for convenience, to be taken so 
as to maximize the long-run value of the payof evaluated at mean weather. 
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Table 1 Defnitions of functions 

Function Name 
�(�, �) structural outcome function 
�̂(�, �) ≡ � (�, �̂(�)) conditional reduced-form outcome function 
�(�) ≡ �̂(�, �) long-run outcome response function 
�̃(�, �) ≡ � (�, �̃(�)) short-run reduced-form outcome function ∫ 
�(�) ≡ �̃ (�, �) ��(�) long-run expected outcome response function 

would obtain if � were chosen to solve Problem (1). The long-run outcome re-
sponse function is related to this reduced-form outcome function because �(�) = 

��̂ ��̂ �� 
� (�, �̂(�)) = �̂(�, �), and � ′(�) = (�, �) since (�, �) = (�, �̂(�)) �̂′(�) = 0�� �� �� 
from the frst-order condition to Problem (1). In contrast, we will denote �̃(�, �) ≡ 
� (�, �̃(�)) the reduced-form outcome function that obtains when � is chosen to solve 
Problem (2). It is this latter function, not �̂(�, �), that we expect to observe in the 
data. We will thus refer to �̃(�, �) as the short-run reduced-form outcome function, and 
to �̂(�, �) as the conditional reduced-form outcome function. 

Unfortunately, the relationship between the functions �̃(�, �) and �(�) is not as 
straightforward as that between �̂(�, �) and �(�). Due to Assumption 2, the slopes 
�� (�, �̂(�)) and �� (�, �̃(�)) difer unless �̂(�) = �̃(�). If �̂(�) ≠ �̃(�) and agents solve �� �� 
Problem (2) rather than Problem (1), then the Envelope Theorem, which is based 
on Problem (1), cannot be legitimately invoked in empirical work. That is, a local 

� slope obtained using random weather fuctuations (i.e., � ̃ (�, �)) does not identify �� 
��̂the underlying long-run slope � ′(�) = (�, �).�� 

In addition to the long-run outcome response function �(�), one may be inter-
ested in what we may call the long-run expected outcome response function, defned 
as ∫ ∫ 

�(�) ≡ � (�, �̃(�)) ��(�) = �̃ (�, �) ��(�) . 

This function recognizes that economic agents decide on actions � based on expec-
tations, but that once actions are set optimally outcomes are still random due to the 
randomness of weather. Said diferently, �(�) is the expectation of the short-run 
reduced-form relationship �̃(�, �) that we expect to observe in the data, and it is the 
value function of Program (2). Can the Envelope Theorem, as applied to Problem 
(2), be invoked to argue that the marginal efect of climate on the expected outcome, 
�� , can be identifed from the empirically identifed marginal change in weather, �� 
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��̃namely (�, �)? Unfortunately the answer is still no, because taking the partial �� 
derivative of the objective function in Program (2) with respect to the mean weather 
� (holding actions � constant at �̃(�) as implied by the Envelope Theorem) entails 
taking the derivative of the probability density function under the summation sign, 
rather than that of the function �̃(�, �). As such, there is no reason to expect the two 
partial derivatives to be equal to each other. 

Table 1 summarizes the defnitions of the various functions discussed above. In 
what follows, we frst derive a necessary and sufcient condition on the structural 
outcome function �(�, �) under which �̃(�) = �̂(�) for all �, where � denotes the 
expected weather under climate �. This is, in essence, the same problem as that 
analyzed by Theil (1954) in the context of the social welfare maximization problem 
under uncertainty, although his specifcation of the structural outcome function is 
slightly diferent from ours and he does not attempt to prove necessity. While Theil 
(1954)’s interest lies chiefy in identifying restrictions under which a policymaker 
may use expected values in lieu of distribution functions in the expected welfare 
maximization program, in our context the property �̃(�) = �̂(�) further implies that 
the marginal efect of weather, evaluated at the mean weather, is a sufcient statistic 
for (and in fact identifes) the long-run marginal efect of climate, that is, ��̃ 

= � ′ . In�� 
addition to this key property, we derive a more restrictive necessary and sufcient 
condition under which the marginal efect of weather also identifes the marginal 

� �� efect of climate on the long-run expected outcome, that is, � ̃  
= .�� �� 

1.3 Necessary condition for �̃(�) = �̂(�) 
Suppose that, despite the fact that Problem (1) and Problem (2) are conceptually 
diferent, it is the case that for all distributions �, �̃(�) = �̂(�), where � denotes the 
expectation of �. The following key lemma is proven in Appendix B.2. 

Lemma 1 The function �� (�, �) must be afne in � for all � ∈ � .�� 

Integrating with respect to �, we obtain: 

�(�, �) = Γ(�) + Ψ(�)� + Φ(�) (3) 

for some �1 functions Γ, Ψ, and Φ. Note that the structure in Equation (3) only 
imposes that actions interact with a linear function of weather, but the functions Γ, 
Ψ, and Φ may themselves be nonlinear. 
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It is easy to check that for the class of functions �(�, �) defned by Equation (3), ∫ �� �� (�, �)��(�) = (�, �), where � is the mean of the distribution �. Therefore, �� ∫ �� 
if � maximizes �(�, �)��(�), it also maximizes �(�, �), hence �̂(�) = �̃(�) and 
the structure in (3) is sufcient for tangency at mean weather. These results are 
summarized in the following proposition. 

��̃Proposition 1 A necessary and sufcient condition for = � ′ is that the structural �� 
outcome function follow the structure in Equation (3). 

This proposition directly relates to the so-called “certainty equivalence” principle 
in dynamic programming, which fnds its origin in the static work of Theil (1954) 
and was developed by Simon (1956) and Theil (1957). This principle states that 
under certain functional restrictions, the optimal policy strategy under uncertainty 
is equivalent to that which would be optimal if all uncertain variables were replaced 
by their expected value. In Appendix B.3, we show that the structure in Equation 
(3) is equivalent to the functional restrictions identifed by Theil (1954). 

Note that instead of deriving a condition on �(�, �) under which tangency occurs 
at mean weather for all possible climates, one could search for restrictions on weather 
distributions. This does not appear to be a promising avenue. Consider for instance 
the case of normally distributed weather. Problem (2) can then be written as " #∫ 

�(�, �) (� − �)2 
max √ exp − �� , 
�∈� � 2� 2�2 

where �2 denotes the variance of �. Generalizing Equation (3) to allow for a quadratic 
interaction of weather with actions would then be enough to preclude tangency at 
mean weather. To see why, consider the class of structural outcome functions 

�(�, �) = Γ(�) + Ψ(�)� + �(�)�2 + Φ(�) . � �
Then, �̃(�) solves max Ψ(�)�+�(�) �2 + �2 +Φ(�) whereas �̂(�) solves max Ψ(�)�+ 

�∈� �∈� 
�(�)�2 + Φ(�). Since �2 > 0, the two solutions are typically diferent. 

1.4 Long-run expected outcome response function 

Here we are interested in the behavior of the function �(�), particularly how it 
changes when the mean of climate changes, that is, when there is a shift in the 
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weather distribution, say towards higher temperatures, without a change in the 
shape of that distribution. We derive a necessary and sufcient condition under 

��̃which �� = , which provides the needed envelope result. �� �� 
We consider cumulative distribution functions � that may be described by their 

mean � and a set of parameters � that determine the shape of the distribution in-
dependently from its mean. (That is, these distributions may be shifted horizontally 
through a change in the mean � while preserving their shape, consistent with a 
change in climate that would afect mean weather but would leave weather variabil-
ity unchanged).18 We denote by � (�, �, �) the p.d.f. of � and by �(�, �) the long-run 
expected outcome response function. We are interested in the change in the expected 
outcome with respect to � holding � constant, that is, �� , hence it may be useful to �� 

derive conditions under which the empirically identifed efect ��̃ (�, �) represents�� 
the efect �� , in addition to representing the efect � ′(�). We thus consider the set �� 
of structural outcome functions �(�, �) satisfying the structure in Equation (3), and 
ask what additional restrictions, if any, are needed for the empirically identifed 
marginal efect to also refect the local behavior of the function �(�, �) with respect 
to � for all distributions � = (�, �). 

Given Equation (3), we have that �̃(�, �, �) = Γ(�)+Ψ (�̃(�, �)) � +Φ (�̃(�, �)) and 
therefore ��̃ (�, �, �) = Γ ′(�)+Ψ (�̃(�, �)). We also have that �(�, �) = 

∫ 
Γ(�)��(�)+ �� 

Ψ (�̃(�, �)) � + Φ (�̃(�, �)) and therefore ∫ 
�� � � (�, �) = Γ(�) (�, �, �)�� + Ψ (�̃(�, �))
�� �� 

��̃ + [Ψ ′ (�̃(�, �)) � + Φ ′ (�̃(�, �))] (�, �)
�� ∫ 

� � 
= Γ(�) (�, �, �)�� + Ψ (�̃(�, �)) ,

�� 

where we have used the fact that �̃(�, �) = �̂(�) together with the frst-order condi-
tion for the maximization of �(�, �). 

��̃�� Therefore, it is apparent that the essential condition for = �� , under the �� 
structural model implied by (3), is that, for all distributions � = (�, �), Γ ′(�) = 

18The normal distribution, for which the mean and variance are independent and entirely charac-
terize the distribution, is an example, but it is not the only one. In fact, starting from any distribution 
�(�) with mean zero, one can construct a family of distributions ��(�) ≡ �(� − �) that represent 
shifted versions of � with identical shape and mean �. 
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∫ 
Γ(�)� � (�, �, �)��, that is, �� �∫ � 

� 
Γ ′(�) = Γ(�)��(�) . (4)

�� 

Condition (4) is trivially satisfed if Γ(�) is afne. It is also satisfed if Γ(�) is quadratic. 
To see why, write Γ(�) = ��2 + �� + �. We then have: ∫ ∫ ∫ ∫ 

Γ(�)��(�) = � �2 � (�, �, �)�� + � � � (�, �, �)�� + � � (�, �, �)�� 

= �(�2 + �2) + �� + � , 

where �2 denotes the variance of � (which, by assumption, must be independent of �∫ � 
� �) and therefore Γ(�)��(�) = 2�� + � = Γ ′(�).�� 

However, the property does not carry forward if Γ(�) is cubic.19 As expressed in 
the following proposition, proven in Appendix B.4, it turns out that the fact that Γ(�)
be quadratic is necessary for condition (4) to hold for all �. 

��̃Proposition 2 A necessary and sufcient condition for �� = for all � = (�, �) is that �� �� 

�(�, �) = ��2 + Ψ(�)� + Φ(�) (5) 

for some � ∈ R and some �1 functions Ψ and Φ. In that case, �(�, �) = �(�) + ��2, that 
is, the long-run expected outcome response function is a vertical translation of the long-run 
outcome response function and it only depends on the mean and variance of climate. 

Proposition 2 provides an interesting result in light of the common use of the 
quadratic functional form to represent the relationship between weather and out-
comes in empirical work. However, it should not be construed as implying that 
estimating a quadratic panel regression of the outcome on weather, even with fxed 
efects, will trace out the long-run expected outcome response function, or even 
the long-run outcome response function. Mérel and Gammans (2021) demonstrate 

19Consider the function Γ(�) = � ′ �3 + � ′ �2 + � ′ � + � ′ . Writing �3 = (� − � + �)3 = (� − �)3 + 3�(� −∫ 
�)2 + 3�2(� − �) + �3 and defning �3 ≡ (� − �)3 ��(�), we obtain: ∫ 

Γ(�)��(�) = � ′(�3 + �3 + 3��2) + � ′(�2 + �2) + � ′ � + � ′ 

� and therefore 
�∫ 
Γ(�)��(�) 

� 
= 3� ′(�2 +�2)+2� ′ �+� ′ which is diferent from Γ ′(�) = 3� ′ �2 +2� ′ �+� ′ .�� 
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how a quadratic weather panel leads to biased counterfactual estimates when the 
structural outcome function is of the form �(�, �) = �0 + �1� + �2�

2 + �3(� − �)2, with 
�3 < 0. This is a special case of Equation (5) with � = �2 + �3, Ψ(�) = �1 − 2�3�, and 
Φ(�) = �0 +�3�

2. The authors show that estimates of the parameters (�1, �2) obtained 
from a simple quadratic panel with fxed efects are biased, afecting identifcation 
of both the long-run outcome response function �(�) and the long-run expected 
outcome response function �(�). The intuition behind this result is that although 
fxed efects account for the function Φ(�), structurally the slope term Ψ(�)� still 
depends on actions and thus climate, whereas the simple quadratic specifcation 
imposes common coefcients on � across panels. 

An econometric panel implementation of the structural relationship in Equation 
(5) that remained agnostic about the functions Ψ and Φ would be: 

��� = �� + �1� ��� + �2�
2 
�� + ��� 

where � indexes panels and � indexes time. Assuming stationary climates, this 
regression would identify the function Γ through the �2 coefcient, but it would not 
identify �(�, �) itself because the actions � are unobserved and left implicit in the 
coefcients �� and �1� . Thus, the estimated relationship would be useless to recover 
the long-run outcome function (or the long-run expected outcome function), and so 
counterfactual analysis of climate impacts would be precluded. 

Note that although Proposition 2 provides a condition for an equality of slopes, 
it does not ensure tangency as there is no guarantee that �(�, �) = �̃(�, �, �). Of 
course, equality in levels is not required for counterfactual analysis of climate im-
pacts, so one should not view this caveat as a weakness. For the sake of completeness, 
the proposition below, proven in Appendix B.5, establishes that tangency requires 
Γ(�) to be afne, i.e., � = 0 in Equation (5). 

Proposition 3 A necessary and sufcient condition for �(�, �) to be tangent to �̃(�, �, �)
at � = � for all � = (�, �) is that 

�(�, �) = Ψ(�)� + Φ(�) 

for some �1 functions Ψ and Φ. 
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1.5 How restrictive are these conditions? 

Admittedly, the results of the preceding sections may be viewed as “bad news” for 
empiricists seeking to identify climatic impacts from random weather fuctuations. 
While they certainly call for some caution when invoking envelope arguments to 
interpret panel estimates, in our view they certainly do not close the door to em-
pirical work on the subject. First, note that the conditions of Proposition 3 are not 
needed for counterfactual analysis. Second, the restriction in Proposition 2 is only 
needed for inference on the long-run expected outcome response function, not the 
long-run outcome response function itself. In addition, relative to Proposition 1 
that proposition only requires the additional assumption that the outcome depend 
quadratically on weather, an assumption many empiricists have been willing to make 
in parametric models (Mérel and Gammans, 2021). Thus, the discussion boils down 
to Equation (3), which imposes that actions interact with a linear function of weather 
in the structural outcome function. 

Another way to express this key restriction is to say that the marginal efect 
of weather on the marginal efect of actions is constant with respect to weather. 
Importantly, the restriction does not preclude actions from attenuating marginal 
weather efects, since �� 

= Γ ′(�) + Ψ(�). In particular, it does not prevent adaptation �� 
from turning a negative marginal weather efect into a positive one; but it precludes 
turning a locally concave relationship into a locally convex (or less concave) one.20 
Also note that if Equation (3) is violated because actions interact with a nonlinear 
function of weather, it may still be possible to redefne weather through a change 
of variable so that the restriction is met. For instance, assume a structural outcome 
function of the form: 

�(�, �) = Γ(�) + Ψ(�)Λ(�) + Φ(�) 

where Λ(�) is a bĳective function. Then, the restriction is met for the transformation 
of weather � = Λ(�), that is, for the structural outcome function 

�(�, �) = Γ ◦ Λ−1(�) + Ψ(�)� + Φ(�). 
20Note that while it is possible for actions to afect the slopes of the weather-outcome relationship 

without afecting its convexity, it is not possible for actions to afect the convexity of that relationship 
without also afecting the slopes. Even if at some weather value the slope is invariant to actions, if 
convexity varies across actions then slopes must be diferent in a neighborhood of that weather value. 
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Figure 1 Key outcome functions and their relative positions 

Thus, as long as actions interact with a monotonic function of weather, there ex-
ists a transformation of weather for which the restriction holds, although this par-
ticular transformation may remain unknown to the analyst. This could call for 
implementing multiple model specifcations involving diferent transformations of 
weather variables. One instance where the monotonicity condition would fail is if 
the marginal efects of the action on the outcome were identical at distant values of 
climate, say extremely cold and extremely hot temperatures, without being constant 
between those climate values. In practice, such situation would call for restricting 
the analysis to a climate support over which the marginal efect of the action can be 
assumed to be monotonic with respect to weather. 

One may further assess the restrictiveness of the identifying assumptions by 
considering graphical depictions of outcome response functions that meet them. 
Figure 1 depicts a short-run reduced-form outcome function, the long-run outcome 
response function, and the long-run expected outcome response function in the 
special case where the structural outcome function has the form �(�, �) = �0 + �1� + 
�2�

2 + �3(� − �)2, with �3 < 0 and �2 < 0. This structure satisfes Assumption 2 
because �� 

= �1 − 2�3� + 2(�2 + �3)� and �3 ≠ 0. It is a special case of the structure in �� 
Proposition 2 with � = �2 + �3 < 0, Ψ(�) = �1 − 2�3�, and Φ(�) = �0 + �3 �

2. Because 
the restriction of Proposition 1 is satisfed, there is tangency between the short-
run reduced-form outcome function corresponding to climate �0 and the long-run 
outcome response function at �0. Because the restriction of Proposition 2 is satisfed, 
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there is also equality of slopes between the short-run reduced-form outcome function 
and the long-run expected outcome function at �0. But because the restriction of 
Proposition 3 does not hold, these last two functions are not tangent to each other at 
�0. 

Figure 2 Long-run outcome response function and three short-run reduced-form outcome 
functions 

One important restriction in the previous example is that the second-order deriva-
tive of the long-run outcome response function is constant across climates. Clearly, 
this need not be the case under the confnes of Proposition 1, as structural outcome 
functions of the form �(�, �) = Γ(�) + �3(� − �)2, with �3 a constant independent 
of � and Γ unrestricted, would also meet the minimum restriction for tangency 
between the long-run outcome response function and the short-run reduced-form 
outcome functions. Such an example is represented in Figure 2. The fgure shows 
that Proposition 1 still allows for substantial heterogeneity in the shape of the short-
run response functions. The key restriction here is that the second-order derivative 
must be identical across short-run responses at any given weather value � (even if 
this common derivative is allowed to vary with �). In practice however, the restric-
tion would only apply to the set of short-run responses at locations whose weather 
distribution support actually includes the weather value �. 
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1.6 Quasi-optimized outcome function 

A potentially useful implication of the Envelope Theorem that, to our knowledge, has 
not been discussed explicitly in the literature is that the marginal efect of climate 
on the optimized outcome may not only be identifed by the partial derivative of 
the objective function with respect to weather but also by the partial derivative of 
any function obtained by adding to the objective an arbitrary function of actions. 
Suppose for instance that the optimized outcome is crop proft, but we only observe 
crop yield, not the cost of growing the crop. That is, the optimized outcome is a 
function �(�, �) = �(�, �)− �(�), where � is yield, the crop price has been normalized 
to one, and �(�) is the operating cost. The Envelope Theorem implies that the 
long-run marginal change in proft due to climate change is equal to the short-
run marginal change in yield, evaluated at the optimum. In that case, observation 
of the short-run reduced-form yield function �̃ under the structural assumptions 
discussed above (essentially, that the marginal efect of actions on yield be linear in 
weather) will enable the identifcation of marginal climatic impacts on crop proft, 
but not on yield, as the marginal weather efect on yield will not equal the marginal 
climatic efect on yield. However, the efect on proft may be of greater interest. This 
implication of the Envelope Theorem is presented in our last proposition. ∫ 
Proposition 4 If �̃(�) solves max [�(�, �) − �(�)] ��(�) for some function �(�) that 

�∈� 
does not depend on weather, we say that the outcome � is quasi-optimized. 

If Π(�) denotes the long-run optimized outcome response function, that is, Π(�) ≡ 
� max �(�, �) − �(�), then a necessary and sufcient condition for � ̃  
= Π ′ is that �(�, �)�� �∈� 

follow the structure in Equation (3). In that case, the long-run marginal behavior of the 
optimized outcome directly follows the short-run marginal behavior of the quasi-optimized 
outcome. 

Similarly, if Πe(�) denotes the long-run expected optimized outcome response function, ∫ 
that is, Πe(�) ≡ � (�, �̃(�)) ��(�) − � (�̃(�)), then a necessary and sufcient condition for 
��̃ �Πe 
= is that �(�, �) follow the structure in Equation (5).�� �� 

To conclude this section, we note that one may still be able to exploit weather 
fuctuations to identify long-run responses of optimized outcomes in panel settings 
while relinquishing the tangency property, at the cost of an explicit parameteri-
zation of the adaptation process, as in Schlenker (2017). That study proposes a 
functional parameterization of �(�, �) that accommodates an interaction between 
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actions (which, like here, are not observed in the data) and a nonlinear (quadratic) 
function of weather. Interestingly perhaps, the results of the study indicate that 
relaxing the tangency restriction does not necessarily lead to large diferences in the 
estimated long-run outcome response function. 

2 Consequences for empirical work 

A large literature has sought to exploit random weather fuctuations to identify the 
response of optimized or quasi-optimized outcomes to climate (Dell et al., 2014; Blanc 
and Schlenker, 2017; Aufhammer, 2018b). While some of this literature, notably 
Deschênes and Greenstone (2007), acknowledges at the outset that the identifed 
efect may not refect long-run adaptation to climate, several papers have invoked 
the Envelope Theorem to argue that this efect is still relevant for climate change 
analysis, at least at the margin. A recent working paper goes further by using the 
Envelope Theorem as a justifcation for non-marginal analysis, arguing that a global 
nonlinear relationship between an optimized outcome (GDP) and weather identifed 
in a panel with fxed efects represents a long-run relationship inclusive of climatic 
adaptation (Deryugina and Hsiang, 2017). 

Such a strong result requires more than the Envelope Theorem to hold (Mérel and 
Gammans, 2021). Nonetheless, it remains true that, to the extent that an Envelope 
result holds locally, a global long-run relationship may be recovered by stepwise 
integration as suggested by Hsiang (2016). This is the approach taken in the empirical 
part of this paper. While we cannot claim as our own the idea of integrating marginal 
efects estimated using local time-series variation, to the extent of our knowledge we 
are the frst to implement it empirically. After laying out the method, we discuss the 
testability of the structural restriction embedded in Equation (3). 

2.1 Recovering a long-run response by integrating marginal efects 
across climates 

By assuming that the long-run and short-run responses of the outcome are tangent to 
each other at the mean weather (which, as shown above, is tantamount to assuming 
the structure in Equation (3)), one can exploit local time-series variation in weather 
to identify local marginal responses in a frst step, and in a second step integrate 
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Figure 3 Stepwise integration between two climates 
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Note: Vertical dashed lines delimit climatic intervals. Δ̂� represents our estimate of the 
change in outcome resulting from a movement from climate �0 to climate �1 along the 
estimated long-run response function. 

stepwise across climates to recover the global relationship between climate and the 
outcome of interest. The arrangement of frst-order efects across adjacent climates 
sufces to fexibly trace out the long-run response function without the need to 
estimate higher-order efects, a direct consequence of the Gradient Theorem. That 
is, marginal weather efects conditional on climates constitute a set of sufcient 
statistics for non-marginal counterfactual climate analysis. 

More specifcally, assume that we have panel data, where each panel represents 
a location, e.g., a county, and the outcome is observed at a yearly frequency. We 
may estimate marginal responses for each county, or more parsimoniously we may 
group counties by climates by defning climatic intervals, and estimate local marginal 
responses for each climate interval. The frst step of our analysis thus consists of 
estimating the following regression: 

��� = ��(�)��� + �state(�)(�) + �� + �� + ��� (6) 

where � denotes a county, � denotes a year, ��� denotes the outcome (in our appli-
cation, agricultural GDP), ��� denotes weather, state(�) is the state of county � and 
�state(�)(�) is a state-specifc time trend, and �� and �� are respectively county and 
year fxed efects. The parameters of interest are the set of marginal weather efects 
��, identifed from the marginal weather responses of counties whose climate �(�) 
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h i 
Δ� falls within the interval � − Δ 

2 
� 
, � + , where Δ� is the width of the climatic in-2 

terval. Although one could imagine identifying these marginal efects by estimatingh i 
Δ� non-linear functions specifc to each climatic interval � − Δ 

2 
� 
, � + 2 and evaluat-

ing them at climate �, the specifcation in (6) is the most parsimonious and delivers 
frst-order approximations to the underlying short-run response functions, which 
is sufcient for the purpose of computing local marginal efects. In Appendix E, 
we report results from models that instead use locally quadratic approximations to 
short-run response functions. They turn out to be extremely close to those from the 
locally linear model.21 

In the second step, stepwise integration is performed by multiplying local marginal 
efects by the climatic width of each interval and summing up across intervals lo-
cated between the initial and fnal climate values. This allows us to recover the 
long-run diference in outcomes between an initial climate �0 and a fnal climate �1. 
This procedure is represented graphically on Figure 3 for the case of unidimensional 
climate. 

Contrary to previous work, the approach described above is essentially model-
free, or non-parametric, once the choice of relevant weather variables has been made. 
The global response to climate is identifed fexibly by the simple arrangement of 
short-run slopes across a large number of climates (in our case, 100 intervals for each 
climatic variable). The only assumptions required for the resulting relationship to 
identify the underlying long-run response are thus (i) the existence of a common 
(or global) long-run response across climates, and (ii) the local tangency result. 
Note that climatic variation is not in any way absent from recovery of the long-run 
response: although only weather fuctuations are used to identify local marginal 
efects, the arrangement of these slopes into a global response requires knowledge 
of mean weather, i.e., climates. 

Relatedly, it may be useful to make explicit how this envelope-gradient-theorem 
approach difers, at least from a conceptual standpoint, from previous approaches 
that have attempted to recover a long-run response function from global fexible 
panels with fxed efects, notably Deryugina and Hsiang (2017). The key diference 

21While we estimate local weather slopes within a parametric framework, the global long-run 
response function is still determined by the fexible arrangement of these slopes across climatic 
intervals. This is diferent from estimating a global parametric panel. Here, within each climatic bin, 
we essentially resort to local polynomial approximations of the true DGP to estimate the marginal 
efects of weather. The fact that local polynomials of order 1 and 2 yield similar results in our 
application lends credence to this approximation. 
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Figure 4 Diference between the envelope-gradient approach and the fexible panel ap-
proach 

Note: Climatic response functions are represented with bold segments over the range 
[�11 , �22] and are normalized to take the value �0 at the climatic value equal to �11. In panel 
(b), the dotted arrows represent the fxed efect for climate �2 (relative to that for climate 
�1). The linear segments obtained by interpolating the raw data without imposing 
continuity are shown with thin solid lines; their positions after the fxed efects have been 
set to ensure continuity are shown with bold lines. 

is illustrated in Figure 4 based on a data set with two climates (or counties), denoted 
�1 and �2. There are two (equiprobable) weather realizations for each climate, say 
��1 and ��2 for climate �� (� = 1, 2), thus the sample size is four. To make the two 
approaches directly comparable, we consider a fexible panel implemented using 
a piecewise linear function. We assume that the degrees of freedom are the same 
in both approaches. Since the envelope-gradient-theorem approach estimates, at a 
minimum, two intercepts and two slopes (see Equation (6)), for the global fexible 
panel we consider a piecewise linear interpolation with one knot located precisely 
at the climatic value that separates the two climatic intervals, taken here to be the 
midpoint between �1 and �2. Because there are as many model parameters as 
observations, both approaches provide a perfect ft to the data. But the resulting 
response functions, despite being both piecewise linear, are diferent. 

Panel (a) depicts the interpolation aforded by the envelope-gradient-theorem 
approach. Under this approach, climates are considered separately from each other 
and each linear segment simply joins the two climate-specifc data points. The linear 
segments (the slopes) are then arranged so as to provide a continuous response at 
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the knot, as illustrated in Figure 3 for the case of many climatic intervals. Panel (b) of 
Figure 4 depicts the interpolation aforded by the piecewise-linear panel with fxed 
efects, for the exact same data set. The midpoint between climates is such that it does 
not “separate” the climate-specifc data: one observation for climate �2 lies within the 
�1 interval, and vice-versa. This feature is arguably common to many panel datasets, 
including the one explored in the empirical part of this paper, as the supports of 
locational weather outcomes tend to overlap across locations. Because of this overlap, 
the model would ft the frst segment through the data points corresponding to the 
weather observations �11 and �21, and the second segment through the data points 
corresponding to the weather observations �12 and �22, while using the intercepts to 
ensure continuity at the knot. Using the intercept of the frst county as the reference, 
this implies that the intercept of the second county should be shifted downwards, 
as indicated by the arrows on the graph. The resulting piecewise linear function is 
clearly diferent from that arising from the arrangement of slopes in panel (a). 

What is the intuition behind this diference? The fexible panel approach consists 
of ftting a function through the entire set of data points, irrespective of whether a 
given point belongs to a particular county/climate (except for the county-specifc 
intercepts which vertically shift all observations from the same county by a constant). 
This approach implies that degrees of freedom may be used to arbitrage errors across 
data points that belong to diferent climates. In contrast, the envelope-gradient-
theorem approach fully accounts for diferences across climates: degrees of freedom 
are only used to arbitrage errors across data points within the same climate. As 
illustrated in Figure 4, the resulting response functions can, at least conceptually, be 
quite diferent. And increasing the fexibility of the parametric panel model does not 
necessarily help: here, the model ft is already perfect, yet the responses are distinct. 

2.2 Addressing omitted variable bias in local slope estimates 

While the integration of local slopes along a climate gradient yields a long-run 
response function under the functional assumptions discussed in Section 1, there 
remains a possibility that these slopes, which refect a marginal response at any given 
climatic value, may be biased by the presence of omitted variables. Specifcally, if 
there exist time-invariant unobserved factors common to counties in a given climatic 
interval that contribute to the marginal weather response, i.e., that interact with 
weather, they will confound the estimated weather slope (to the extent that they are 
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not caused by climate, of course). That is, the weather slope estimated at a given 
climate may refect the efect of these factors, in addition to that of climate. This is 
a problem for counterfactual climate analysis because as counties’ climates change 
under warming, making them cross climatic intervals, these other factors do not. 

A “brute-force” solution to the problem could be to exploit the fact that climates 
may have changed during the period of observation and completely remove all cross-
sectional comparisons from identifcation, in the spirit of Burke and Emerick (2016). 
Specifcally, one could defne climate as a rolling average over, say, thirty years 
and include county-level weather slopes as additional covariates, which would non-
parametrically control for all time-invariant, county-specifc factors that may interact 
with weather, such as soils. That is, in the frst step one could estimate the following 
augmented regression: 

��� = ��(� ,�)��� + �� ��� + �state(�)(�) + �� + �� + ��� 

where �(� , �) now indicates the climatic interval where county � is present in year 
�. Unfortunately, in our application to US agricultural GDP, climatic trends dur-
ing the observation period are too weak to allow for a precise estimation of the 
climate-contingent weather slopes. Even when we replace county-specifc slopes 
with state-specifc slopes, which essentially confnes identifcation to comparisons 
across counties in the same state and comparisons of counties with themselves under 
varying climates, estimates remain extremely noisy. This outcome should not come 
as a surprise; Fisher et al. (2012) make a comparable remark in the context of the 
parametric panel approach regarding the use of state-by-year fxed efects in regres-
sions of county agricultural profts on weather, as these fxed efects absorb a large 
amount of useful weather variation, leading to statistically insignifcant estimates. 

Thus, by necessity, the strategy employed in our application is more modest. 
We choose to control for interactions between weather and observables (here, soils) 
explicitly while making a selection-on-observables assumption. That is, we estimate 
the following augmented regression: 

��� = ��(�)��� + � ′ z� ��� + �state(�)(�) + �� + �� + ��� (7) 

where z� is a vector of time-invariant covariates interacting with weather and � is the 
associated parameter vector. We also estimate a specifcation that allows locational 
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climates to vary over time, that is, 

��� = ��(� ,�)��� + � ′ z� ��� + �state(�)(�) + �� + �� + ��� (8) 

where the assignment of an observation (� , �) to a climate interval, �(� , �), is based 
on a rolling climate ��� calculated using the weather average over the previous thirty Í�−1 

�=�−30 ��� years, that is, ��� = .22 In Equation (8), diferences in weather slopes across 30 
climates are identifed from comparisons across counties with similar covariates z� , 
as well as comparisons of counties with themselves under varying climates. 

2.3 Empirical testability of the structural restriction 

One of the key challenges in testing the restriction in Equation (3) is that we expect 
to observe the short-run reduced-form outcome function �̃(�, �) in the data, but not 
the underlying structural outcome function �(�, �) that is subject to the restriction. 
In the absence of comprehensive data on adaptation actions, it may be tempting to 
test the restriction by estimating a model of the form 

= �� + �� ��� + �(��� , ��) + controls + ��� (9)��� 

where � is a nonlinear function parameterized by �� , and testing for the joint equal-
ity of the �� coefcients across panels. The problem is that heterogeneity across 
panels in the non-linear portion of the response function may be due not only to dif-
ferent adaptation choices driven by climate, but also to unobserved time-invariant 
factors.23 Thus, a rejection of the null hypothesis of equal ��s could be entirely due 
to unobserved heterogeneity that is independent of adaptation, which would not in 
itself violate the key restriction of Equation (3). That is, the test could fail even if 
the underlying condition is met. Conversely, failure to reject the null could be due 
to time-invariant factors obfuscating a nonlinear interaction between weather and 
climate-driven adaptation actions. 

22Note that ��� denotes the climate of county � in year �, while �(� , �) denotes the climate interval 
in which this climate value falls. The parameters of interest are indexed by �, not by (� , �). 

23Although not an issue with respect to the restriction of Equation (3), heterogeneity in marginal 
efects may cause bias in estimating climate-contingent weather slopes for the purpose of recovering 
the long-run outcome response function. See Section 2.2. In Equation (9), such heterogeneity is 
controlled through the use of county-specifc slopes �� . 
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3 Empirical implementation 

Using the method described in Section 2, we derive the long-run response of US 
county-level agricultural GDP to temperature and precipitation. Because agricul-
tural GDP represents the value added of the agricultural sector (value of agricultural 
outputs minus expenditures on intermediary inputs), we deem it interpretable as an 
optimized quantity.24 

3.1 Data 

US county-level data on agricultural GDP over the period 2001–2019 come from 
the Bureau of Economic Analysis of the US Department of Commerce. These data 
are available for a wide range of sectors and are estimates of the gross margin 
output, the value of sales and inventories less the costs associated with production. 
For the agricultural sector, these estimates are developed from USDA farm sales, 
farmland, and labor data (Fleck et al., 2014). As in Schlenker et al. (2006) and 
Schlenker and Roberts (2009), our analysis focuses on counties east of the 100th 
meridian, where agriculture is largely non-irrigated.25 We also remove counties 
with more than 10% missing values, which leaves us with an almost balanced panel 
of 1,250 counties representing 69.4% of total US agricultural GDP over the period of 
investigation. We use historical weather data derived from the PRISM monitoring 
network (PRISM Climate Group, 2020) and made available by Wolfram Schlenker.26 
The raw data is available at a 4 km resolution and includes daily information on 
maximum temperature, minimum temperature, and precipitation. We aggregate 
weather data to the county level using farmland areas as weights. We focus on 
weather and climate during the growing season defned as April to October, and 
consider two variables: average temperature and total precipitation. In Appendix C, 
we also provide results for models that use growing degree days above 8°C in lieu 
of average temperature. 

For each county, we calculate the 30-year rolling average of past weather in each 
year of our sample and use the average of this time series as the central climate value. 
For each of our two climatic variables, we divide the spectrum of observed central 

24Results for US corn yields are available upon request. 
25This selection is made for the sake of comparison with previous estimates. Including counties 

west of the 100th meridian does not qualitatively afect our results. 
26See http://www.columbia.edu/~ws2162/links.html. 
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Figure 5 Geographical distribution of central climates 

(a) Temperature 

(b) Precipitation 

climates into 100 climatic intervals (or bins), so that roughly 12 counties are present 
in each bin. This choice implies that bins have varying widths; typically those located 
at the endpoints of the climatic spectrum are wider due to the smaller number of 
counties with extreme climates. US agriculture spans a wide swathe of climates. 
Growing-season average temperature ranges from 10°C to 29°C. For growing-season 
precipitation, most of the mass of the distribution is centered around 700 mm, 
although our sample includes both dramatically drier (<400 mm) and wetter (>1,000 
mm) climates. This cross-sectional variation is useful in constructing a long-run 
response curve whose domain includes most of the future climates likely to be seen 
as a result of climate change. Figure 5 depicts the geographical distribution of the 
central climate intervals for counties included in our sample. 
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3.2 Models 

We implement the envelope-gradient-theorem approach on several variants and 
compare the results to those obtained from a traditional parametric panel model. Our 
benchmark panel model is quadratic in temperature and precipitation. As argued 
in Mérel and Gammans (2021), the quadratic model has been used extensively in 
the prior climate impact assessment literature. Based on the results of our envelope-
gradient-theorem approach, we also present results from a parametric cubic model. 
All of our estimated models, including the parametric models, include county and 
year fxed efects as well as state-specifc linear time trends to control for variations 
in the unobserved determinants of agricultural GDP. 

Our frst envelope-gradient-theorem approach assumes that climates are station-
ary in each county. County climates are computed using the simple average ofÍ2019 

�=2001 ��� climate values over the 19 observation years as �̄ � = . As a consequence,19 
each county remains in the same climate bin across the entire period of observation. 
Marginal weather efects are computed by estimating Equation (6). Climate-specifc 
marginal efects are given by the set of estimated coefcients �̂�. 

One shortcoming of the previous approach is that it assumes away climatic 
trends during the observation period. To the extent that counties have experienced 
trends in climate, such variation could be exploited to identify the climate-outcome 
relationship. In fact, variation arising from climatic trends could be viewed as more 
legitimate than pure cross-sectional climatic variation because it is presumably less 
prone to confounding factors (Burke and Emerick, 2016). In a second variant, we 
thus replace the time-invariant central county climates �̄� by their value at any given 
point in time, ��� . Therefore, counties are allowed to cross climatic intervals based 
on variation in their rolling climatic average. The estimating equation becomes: 

��� = ��(� ,�)��� + �state(�)(�) + �� + �� + ��� . (10) 

This equation is nearly identical to to Equation (6), with the key diference that ��(�)
is replaced with ��(� ,�). 

A possible improvement over the approaches taken in Equations (6) and (10) 
is to better control for time-invariant factors, most notably soils, that may afect 
the response of the outcome to weather variables. This possibility is explored in 
additional models that rely on estimates of the marginal weather efects obtained 
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from Equations (7) and (8). 
In the most demanding specifcation (Equation (8)), the marginal efect of weather 

at given climate �� is identifed from within-county comparisons across climates 
visited over time and, because marginal weather efects are allowed to vary system-
atically across soil types, from comparisons across counties with similar soils. As 
in Equation (10), this strategy partially relies on temporal variation in climate to 
identify the marginal efect of climate, and more so since part of the cross-sectional 
variation in marginal efects has been removed from identifcation. 

Importantly, climatic trends tend to be quite small relative to the large cross-
sectional climatic variation in our sample. For example, the standard deviation of 
the stationary climates �̄� is 3.4°C for temperature and 119 mm for precipitation, 
while the average of the within-county standard deviations of ��� is 0.09°C for tem-
perature and 11.5 mm for precipitation. Despite their small size relative to the 
cross-sectional variation, these climate trends are statistically signifcant in many 
locations, as also evidenced in prior work by Burke and Emerick (2016) and Cui 
(2020). Nonetheless, when implementing this approach we verify that the variation 
induced by counties crossing climatic intervals is driven at least in part by climate 
trends, rather than movements in the rolling average driven by random weather 
shocks. To that efect, we compare the number of interval crossings by a county to 
the number of intervals “visited.” For temperature (resp. precipitation) the median 
county experiences 4 (resp. 14) climate intervals crossings and visits 3 (resp. 9) 
climate intervals. On average, 60% (resp. 60%) of crossings are to a previously 
unvisited climate, suggesting that a meaningful share of these crossings are driven 
by climate trends, rather than weather fuctuations. Also note that climate trends 
may be non-monotonic, with periods of cooling followed by periods of warming for 
example, which implies that re-visits of a climatic interval by a county may be due 
to “genuine” climatic variation. 

For statistical inference, we rely on a Conley variance-covariance matrix that 
allows for spatial correlation across adjacent counties, as in Schlenker and Roberts 
(2009) or Schlenker (2017).27 For comparison purposes we also show state-clustered 
standard errors. We use our estimate of the variance-covariance matrix of the �̂� 

coefcients to construct confdence intervals around the long-run response functions 
of agricultural GDP to each climatic variable. These confdence intervals demonstrate 

27We allow for spatial correlation across neighboring counties using a neighboring lag structure, 
rather than geographical distance. Correlation is allowed up to the third-degree neighbor. 
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the uncertainty pertaining to a counterfactual change from the median of the county-
specifc climates �̄ � to any climatic value, lower or higher. They thus answer the 
question: “how confdent are we that a change away from the median climate would 
lead to a change in agricultural GDP?” Since predicted changes in the outcome are 
a linear combination of the estimated �̂� parameters, the confdence intervals can be 
easily constructed using the variance-covariance matrix of coefcient estimates. 

3.3 Long-run responses to climate 

Figure 6 depicts the long-run response curves for temperature and precipitation. We 
present results for the benchmark quadratic panel model, for two envelope-gradient-
theorem models, and for a cubic panel model. In columns (b) and (c), gray vertical 
lines delineate the 100 bins used in the estimation. The distribution of climates is 
shown at the bottom of each panel and does not depend on the model. Confdence 
intervals based on Conley standard errors and more conservative state-clustered 
standard errors are shown with dark and light shading, respectively. 

Column (a) of Figure 6 shows long-run responses for the benchmark quadratic 
panel model. This model predicts signifcantly negative efects of increasing climate 
temperature above the median value when using Conley standard errors. The 
estimated precipitation response is an inverted U-shape, with the response peaking 
around 800 mm of cumulative precipitation. Thus, for most climates, agricultural 
GDP is predicted to increase with additional precipitation according to this model. 
Note, however, that this precipitation response is one order of magnitude smaller 
than the response to temperature. This fnding is congruent with previous evidence 
on US agricultural yields, for instance Schlenker and Roberts (2009). 

The patterns depicted in columns (b) and (c) of Figure 6 are reassuring about the 
ability of the envelope-gradient-theorem approach to deliver meaningful and useful 
response functions. First, despite the demands put on our data (marginal efects are 
only identifed from the few counties in each climatic interval), the efects we derive 
are relatively precisely estimated, with confdence intervals comparable in size to 
those obtained in the benchmark quadratic model. Second, these efects largely 
conform with expectations grounded in previous parametric work on agricultural 
yields. Notably, the marginal efect of warming is signifcantly negative across a 
large swathe of the temperature distribution. Interestingly, we fnd a more negative 
marginal impact in the middle of the distribution than at the upper end. One 
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explanation could be that once crop yields have sufered from heat, the marginal 
efect of additional heat diminishes. Intuitively, in the limit where crop yields reach 
zero and agricultural production ceases, there must be a tapering of the marginal 
efect. Since nothing in our two-step procedure forces this change in curvature to 
arise, these results suggest that empirical analyses of temperature and agricultural 
outcomes ought to allow for varying convexity in the temperature response. Based 
on this insight, we depict the long-run responses to climatic variables in a parametric 
cubic model in Column (d) of Figure 6. The climate response obtained with the cubic 
model is very close to that of the fexible envelope-gradient-theorem approach. In 
the case of temperature, we again fnd that warming signifcantly reduces GDP 
and that the negative marginal efect of warming is largest in the middle of the 
temperature distribution. For precipitation, the results generated by the cubic model 
are quite similar to those of the quadratic benchmark. In both models, increases in 
precipitation drive higher agricultural GDP in dry climates. This fnding is not 
supported by the results of the envelope-gradient-theorem models, which imply 
a less steep and not statistically signifcant efect of increased precipitation in dry 
climates. Taking a broader view, given that the appropriate parametric form cannot 
be known with certainty, adopting the envelope-gradient-theorem approach seems 
preferable to estimating parametric high-order polynomials. This is particularly true 
as the approach seems to deliver results that are similarly precise. 

Overall, results from the frst two variants of the envelope-gradient-theorem ap-
proach appear comparable, even if the rolling-climate approach produces smoother 
curves. This fnding could in fact be expected, as unlike column (b), column (c) 
exploits the movement of counties across neighboring climate intervals over time 
for identifcation. As a result, time-invariant, county-level idiosyncratic factors that 
may afect marginal responses to weather tend to be captured in adjacent intervals, 
as opposed to a single interval, resulting in a natural smoothing of efects. 

Figure 7 shows the long-run curves obtained when adding a soil-weather in-
teraction to the frst-step regression. For soils information, we rely on the dataset 
constructed by Ramcharan et al. (2018) which provides detailed information on soil 
characteristics at a spatial resolution of 100 m for the conterminous United States. 
To capture soil quality, we follow Ortiz-Bobea (2020) and use the proportion of soils 
within a county classifed in the top three of an eight-class index refecting capability 
to produce commonly cultivated crops and pasture plants. Overall, these models 
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produce long-run response curves that are comparable to the ones reported in Figure 
6 for models without soil-weather interactions. A model that uses alternative soil 
controls based on soil type, rather than soil quality, is presented in Appendix D. 

In Section 1, we outlined the conditions required for weather fuctuations to iden-
tify marginal climate efects. Without observing the true data-generating process, 
it is not possible to know the extent to which these conditions hold in applications. 
However, as outlined in that section, there may exist some transformation of weather 
variables such that the conditions do hold. Motivated by this insight, we also esti-
mate a growing degree-day (GDD) specifcation for temperature efects. We follow 
Schlenker et al. (2006), an analysis of climate and farmland values, and select 8°C 
as the lower threshold above which we measure heat accumulation. In order to 
allow the GDD variable to capture the negative efects of severe warming, and to 
avoid picking an upper threshold among the diferent values that have been deemed 
relevant for various crops, we do not include an upper threshold. Our GDD results, 
which are shown in Appendix C, closely match those of the average temperature 
specifcations. 

3.4 Climate counterfactuals 

We use our calculated long-run response functions to derive the county-level impacts 
of a 2°C uniform warming on agricultural GDP. These impacts compare predicted 
values under the 2001–2019 climate to a counterfactual where the climate is 2°C 
warmer for all counties. At the county level, the impact on the logarithm of agricul-Í
tural GDP is given by the linear combination �∈� �̂�ΔTemp�,� where � is the set of 
temperature bins, �̂� is the estimated slope of bin �, and ΔTemp�,� is the length of the 
temperature interval that county � crosses in bin � under a 2°C warming scenario.28�Í � 
The county-level impact on agricultural GDP is thus bΔ� = exp �∈� �̂�ΔTemp�,� −1, 
expressed in percentage terms. We then aggregate these impacts to the country levelÍ
by taking the weighted average �∈� ��Δb� , where � denotes the set of counties in-
cluded in the simulation and �� is the share of the agricultural GDP of county � in 
the total agricultural GDP of the included counties.29 

28If county � does not cross bin �, the length is zero; if it fully crosses it the length is that of the 
bin itself. The only bins partially crossed are those located at the endpoints of the county’s climatic 
trajectory. See Figure 3. 

29To obtain �� , we frst compute the county-specifc average of the agricultural GDP over the 19 
agGDP� years in our sample, say agGDP� , and then construct the ratio �� = Í . 
�∈� agGDP� 
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In this simulation, we do not include the warmest counties for which counterfac-
tual temperatures are projected to lie too far away in the warmest bin.30 The rationale 
is that each estimated slope is only valid locally. We cannot evaluate damages for 
the warmest counties without assuming a constant slope after a certain threshold, 
an assumption we do not wish to make. However, the convexity of the long-run 
response functions estimated using our approach suggests that the damage would 
be lower than average for these counties. 

Figure 8 shows county-level warming impacts for the benchmark panel, the 
envelope-gradient-theorem models, and the cubic model. The top panels show 
the results corresponding to the long-run curves depicted in Figure 6; the bottom 
panels account for soil quality-weather interactions and relate to the long-run curves 
depicted in Figure 7. Impacts for the models with an alternative characterization 
of soil-weather interactions are shown in Appendix D. The x-axis represents the 
county’s reference period climate temperature value and the y-axis represents the 
change in the logarithm of agricultural GDP associated with a 2°C warming. For 
each county-level impact, we show a 95% confdence interval based on the Conley 
standard errors. In each panel, we also report cumulative US impacts. 

Panel (a) of Figure 8 shows impacts for the quadratic panel model. This model 
predicts that currently warm counties are harmed by increases in temperature, and 
signifcantly so. Predicted impacts range from near zero for counties near the median 
climate to losses of over 10% in the warmest counties. Overall, we fnd a statistically 
and economically signifcant US-wide agricultural GDP loss of 6.29%. 

Panels (b) and (c) of Figure 8 show impacts for the envelope-gradient-theorem 
models. Panel (b) refers to the variant that uses a stationary defnition of climate. 
This model implies much more detrimental efects than the benchmark panel model 
in moderate climates, but less severe declines in warmer climates. This discrepancy 
is due to the convex shape of the estimated long-run response to temperature that 
is not captured by the quadratic model. Aggregating across counties, we fnd that a 
2°C warming is associated with a 8.95% agricultural GDP loss, a decline that is both 
economically and statistically signifcant, and slightly greater in magnitude than the 
aggregate loss implied by the benchmark panel model. The results from the variant 

30These counties have climates that are warmer than the lower bound of the last bin (26.25°C) plus 
the maximum width of the middle bins (0.55°C) minus 2°C. There are 74 such counties out of the 
1,250 used in the estimation (5.9%). They produced 6.3% of the US total agricultural GDP on average 
over 2001–2019. 
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that uses a rolling climate defnition are shown in panel (c). Overall, county-level 
and aggregate results are comparable to those from the stationary climate variant. 
In line with our estimated long-run response functions, the distribution of impacts 
across climates appears smoother. In this variant, we fnd a statistically signifcant 
aggregate agricultural GDP loss of 8.69%. 

Panel (d) shows results for the parametric cubic model. The pattern is similar 
to the one obtained using the fexible approach in panel (c). The aggregate damage 
is statistically signifcant, albeit slightly smaller (7.87%). In the bottom panels, the 
damages obtained using specifcations that include soil quality-weather interactions 
vary across counties with similar climate due to soils efects. However, the overall 
patterns are similar, and the aggregate damages are all statistically signifcant, and 
slightly larger in magnitude. Appendix D reports comparable results for models 
that control diferently for soil efects. 

Figure 9 depicts the spatial pattern of impacts for the models explored in Figure 
8. Although the quadratic benchmark model implies that the most negative efects 
are concentrated in Southern states bordering the Gulf of Mexico, our envelope-
gradient-theorem and cubic models imply very negative efects across a wide band 
of counties stretching from Nebraska to South Carolina. Models with soil-weather 
interactions tend to fnd slightly more negative impacts, with the Corn Belt counties 
lying between Kansas and Ohio experiencing the largest reductions in agricultural 
GDP. 

4 Conclusion 

A full accounting of the consequences of future climate change on outcomes of eco-
nomic interest remains an important, yet elusive, research goal. There has been a 
longstanding debate on the ability of methodologies that rely on random weather 
fuctuations to provide information on the long-run efects of climate change, ac-
counting for adaptation by economic agents (Kolstad and Moore, 2020; Lemoine, 
2021; Mérel and Gammans, 2021; Carleton et al., 2022). In this paper, we provide a 
set of necessary and sufcient conditions for the short-run response to weather and 
the long-run response to climate to be tangent to each other at the expected weather 
irrespective of the weather distribution. The conditions essentially ensure that long-
run adaptation actions are taken “as if” they were maximizing the economic outcome 
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at mean weather. Delineating these conditions is important because the tangency 
property legitimizes the use of weather fuctuations as a way to identify long-run 
marginal efects empirically. 

We then introduce an empirical methodology to estimate marginal efects that 
are specifc to a given climatic interval and demonstrate how, under the tangency 
hypothesis, these marginal efects sufce to recover the common long-run response 
to climatic variables, as initially proposed by Hsiang (2016). Because our long-
run response curve results from the simple arrangement of slopes across adjacent 
climate intervals, it is by design more fexible than curves obtained from parametric 
approaches. 

We apply this envelope-gradient-theorem approach to a panel of weather and 
agricultural GDP data from the US. We explore models that difer along various di-
mensions: the choice of stationary vs. rolling climate, the inclusion of soil-weather 
controls, or the use of GDD instead of average temperature. We fnd qualitatively 
similar long-run responses to climate across model specifcations. Our results in-
dicate that, despite the considerable demands put on our data, the approach can 
deliver long-run response functions that are coherent with agronomic expectations 
and prior parametric work, with some important nuances. For instance, we pro-
vide empirical support for changes in convexity in the efects of temperature on 
agricultural GDP that would not be captured in parametric quadratic panels. 

We then consider the efect of a 2°C uniform warming on US agricultural GDP. 
Using the long-run climate responses derived from the envelope-gradient-theorem 
approach, we calculate county-level impacts. We fnd these impacts to be comparable 
across model specifcations, at least in the aggregate. Importantly, our approach 
delivers county-level impact estimates that are markedly diferent from those of 
a benchmark quadratic panel. Our specifcation that allows for a rolling climate 
defnition predicts an aggregate damage to agricultural GDP after adaptation of 8.7% 
under the +2°C scenario. This efect is slightly larger in magnitude than the aggregate 
damage estimate from the benchmark quadratic panel (6.3%). Using a cubic rather 
than quadratic specifcation delivers a damage estimate that is closer to the non-
parametric estimate (7.9%). Given the inevitable uncertainty surrounding the correct 
parametric choice in any particular setting, our envelope-gradient-theorem approach 
provides empiricists with a valuable new tool to quantify climate impacts. 

Our analysis should also help inform empirical parametric specifcations of the 
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weather-climate-outcome relationship so that they can be made consistent with ex-
pected outcome optimization and thus useful for long-run climate counterfactuals. 
In particular, it shows that interacting a nonlinear function of weather with mean 
weather as a way to capture climate-induced adaptation, as in Carleton et al. (2022), 
violates expected outcome optimization as higher moments of the climate distri-
bution should then be included in the interaction. As a general lesson, allowing 
sufcient fexibility in the way that climate modulates the reduced-form relationship 
between weather and the outcome appears central to sound climate counterfactual 
analysis. 
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Appendices 

A Discussion of prior literature 

This appendix discusses formal relationships across modeling approaches that are 
closely related to our work, specifcally Schlenker et al. (2013), Schlenker (2017), 
Mérel and Gammans (2021), and Carleton et al. (2022). For comparison purposes we 
do not borrow the notation of each paper, but instead try to use a common notation 
consistent with that introduced in Section 1 of this paper. The reader may fnd it 
useful to read Section 1 prior to reading this appendix. 

A.1 Schlenker et al. (2013) and envelope-based methods 

This section establishes explicit links between three empirical approaches to delineat-
ing the long-run response to climate from naturally occurring variation in weather, 
climate, and an outcome of interest. Assume that we observe realizations of weather 
�, climate � (the expectation of weather, which is the frst moment of the climate 
distribution �), and an outcome �. We denote by �̃(�, �) the empirically observed 
relationship, called the short-run reduced-form outcome function in Section 1.31 

The frst approach is fully parametric and explicitly allows empirical observations 
to lie outside (below, if the outcome is maximized) the underlying long-run response 
function, which then envelops the set of short-run responses. This approach has 
been implemented, for instance, by Mérel and Gammans (2021) (hereafter MG), who 
derive a relationship of the form �̃(�, �) = Γ(�, �) + �− (� − �)2, where (�, �−) are 
parameters to be estimated and �− < 0, from an expected outcome optimization 
framework. The long-run relationship between climate and the outcome is obtained 
where weather is equal to climate, that is, �(�) = Γ(�, �). Because �− < 0, short-run 
outcomes are always less than long-run outcomes (except where � = �), refecting 
long-run adaptation. Counterfactual impacts between, say, climates �0 and �1 are 

ˆ ˆgiven by Δ��MG = Γ(�1, �) − Γ(�0, �), where �̂ is the econometric estimate of �. Note 
that the estimate of �− does not appear in � , yet its presence in the empirical Δ�MG 

specifcation matters because omission of the quadratic penalty term would change 

31We write �̃(�, �), and not �̃(�, �) as in Section 1 because we limit ourselves to settings where only 
mean weather matters in terms of adaptation. As shown in Section 1, this is tantamount to assuming 
that in the structural outcome function, adaptation actions interact with a linear function of weather. 
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the estimated value of �̂ .32 
The second approach is that of the present paper (MPG), which estimates a 

large set of climate-contingent marginal weather efects and then calculates climate 
counterfactuals by taking an integral across climate bounds, relying on the Envelope 
Theorem’s result that short-run and long-run marginal efects should be identical 
when evaluated at mean weather. Direct estimates of the marginal weather efects at 

��̃� each value of climate, say (�, �), are obtained without imposing any parametric �� 
restriction on the way that climate may infuence them. Counterfactual impacts are 

Δ�MPG 
∫ �1 ���̃then given by � = (�, �)��, or rather a discrete approximation to the 
�0 �� 

integral. 
The third approach is that of Schlenker et al. (2013) (hereafter SRL), who esti-

mate the relationship between marginal weather efects and climate within a para-
metric framework and then recover counterfactual impacts by integrating these ef-
fects between climate bounds. In that sense, SRL lies half-way between the two 
preceding approaches. More specifcally, in a frst step a parametric relationship 
�̃(�, �) = ��(�, �) is estimated, yielding estimates �̂ and therefore climate-contingent 

ˆmarginal weather efects ���̃ (�, �) = �(�, �).33 Counterfactual analysis then proceeds �� ∫ �1
Δ�SRLnon-parametrically as in the MPG approach, i.e., � = �(�, �̂)��.

�0 

Note that even though SRL do not refer to the Envelope Theorem explicitly, 
by construction their long-run response is tangent to the set of climate-contingent 
marginal responses (i.e., in their linear-in-weather specifcation, the short-run re-
sponse curves) at mean weather. This property implies the existence of an underlying 
maximization problem, the solution to which yields their long-run response, as in 
the MG and MPG approaches. Formally, the long-run response function consistent 
with the �Δ�SRL counterfactual is the function: ∫ � 

�(�) = � + �(�, �)�� 
0 

for some constant of integration �. (The choice of zero as the lower bound on the 
integral is arbitrary.) One can show that, up to a constant, this function is the value 

32Mérel and Gammans (2021) note that for richer counterfactuals where both the mean and the 
variance of weather change, the estimate of �− would enter the counterfactual calculation. 

33Schlenker et al. (2013) specify �(�, �) = �1 + �2 ln �. This specifcation could be extended to 
include non-linear terms in �, as long as these do not interact with climate. 
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function of the following maximization program: ∫ � 
max ��(�, �) − �� ′(�, �)�� . 

� 0 

Indeed, its frst-order condition yields �� ′(�, �) − �� ′(�, �) = 0, or � = �. Assuming 
that the second-order condition holds and plugging � = � into the objective, we get 
the value function ∫ � 

�(�) = ��(�, �) − 
0 

�� ′ (�, �)�� ∫ � 
= ��(�, �) − ��(�, �) + ∫ � 

0 
�(�, �)�� 

= 
0 

�(�, �)�� 

= �(�) − � 

where the second equality follows from integration by parts. 
Of course, one may ask whether arranging the set of estimated climate-contingent 

slopes so as to envelop them is a reasonable long-run inference method. As we 
show in Section 1, it is if one believes the observed outcome is optimized (or quasi-
optimized) and climate adaptation actions interact only with a linear function of 
weather in the structural outcome function. A concrete example may help fx ideas. 

Consider the SRL setting where � is killing degree-days (KDD), the outcome is 
maize yields, farmers adapt by switching variety �, and yield depends on variety 
according to the function �(�, �) = � (�1 + �2 ln �) − �2�, with �1 < 0 and �2 > 0 
such that higher � implies lower yield, but with a yield sensitivity that decreases 
with �. The implicit yield cost of lower heat sensitivity is lower average yield, 
through the term −�2�. In addition to this implicit cost, suppose that varieties 
that are heat-tolerant are also more costly to grow, and farmers care about proft. 
Assume the variety-specifc operating cost, say �(�), is measured in yield currency 
(equivalently, the price of corn is normalized to one), and that it is increasing linearly 
with �, so that �(�) = �3� with �3 > 0. The structural proft is then �(�, �) − �(�) = 
� (�1 + �2 ln �) − (�2 + �3) �, and since variety interacts with a linear function of 
weather, expected maximization is equivalent to maximization under mean weather, 
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so that the farmer solves 

max � (�1 + �2 ln �) − (�2 + �3) � . 
� 

�2� The frst-order condition yields �̃(�) = . The reduced-form yield relationship, �2+�3 

obtained by plugging the optimal variety into the structural yield function �(�, �), 
is then � � � � � � 

�2 �2
�̃(�, �) = � �1 + �2 ln + �2 ln � − �2� ,

�2 + �3 �2 + �3 

while the long-run yield response is 

�(�) = �̃(�, �)� � � � � � 
�2 �2 

= � �1 + �2 ln + �2 ln � − �2� . (A.1) 
�2 + �3 �2 + �3 

The SRL model is a special case of this setting where �3 = 0, so the implied 
reduced-form is �̃(�, �) = � [�1 + �2 ln �] − �2� and the implied long-run response is 
�(�) = � [�1 + �2 ln �] − �2� = (�1 − �2) � + �2� ln �. 

Figure A.1 Long-run responses of yield to KDD with and without operating costs 

ˆSuppose that we estimate empirically a relationship ˜� �0(�)+ ̂  �2� ln �.�(�, �) = �1�+ ˆ 
In a panel regression with fxed efects and stationary climate, the function �̂0(�) is 
not identifed. Yet under the SRL model where �3 = 0, the structural interpretation of 
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�̂1 is that it represents �1 and that of �̂2 is that it represents �2, and this information 
sufces to identify short-run responses and the long-run outcome response since 
those only depend on �1 and �2. Assuming �̂1 = −2 and �̂2 = 1, Figure A.1 represents 
as the top curve the implied long-run yield response to KDD, along with three (linear) 
short-run responses at climate values �1, �2, and �3. By construction, the short-run 
responses are tangent to the long-run response, implying that there is no variety 
outside the one chosen at given climate that could give a higher yield, consistent 
with yield maximization. 

Now consider the case where �3 > 0. Since we do not observe the operating 
costs �(�) = �3�, nothing can be said regarding the long-run outcome response �(�)
because in a panel regression with fxed efects the parameter �3 is not identifed.34 

What could a possible long-run yield response curve look like in this setting? 
�2Suppose that the underlying structural parameters are such that = 3

2 . �We can��2+�3 
�2interpret the empirical estimates as implying that �̂2 = �2 and �̂1 = �1 + �2 ln ,�2+�3� � � 2 �ˆ ˆso the reduced-form relationship is �̃(�, �) = � �1 + �̂2 ln � − �2� = −2�+� ln �−3 

2� 
� 
ˆ 

� � 2 � ˆ 8� 
3 and the long-run relationship is �(�) = � �1 + �̂2 ln � − 3 �2� = � ln � − 3 . 

The long-run yield response is depicted in Figure A.1 as the bottom curve (up to 
some arbitrary vertical translation), together with corresponding short-run yield 
responses. Notably, the short-run responses are no longer tangent to the long-run 
response. One important implication is that the variety chosen at given climate may 
no longer provide the highest yield at that climate (though it would provide the 
highest proft). For instance, although the yield at climate �2 is higher than that 
which would obtain if the variety chosen at �1 were selected, the variety chosen 
at �3 would have an even higher yield, as indicated by the dotted extensions of 
the short-run response functions. The reason why the variety chosen at �3 is not 
chosen at �2 is the cost �(�), which here increases with �. This reduces incentives of 

34If one were willing to make a selection-on-observables assumption and relinquish location fxed 
efects, then �3 would be identifed, allowing identifcation of the long-run impact of climate on 
the observed outcome, but also recovery of the adaptation costs and the long-run impact on the 
underlying optimized outcome. Denoting � a location and � a time period, the estimated regression 
would be 

�̂�� = �̂1��� + �̂2 ln �� ��� + �̂3�� + �̂ , 

where �̂ is the common intercept. (Controls are omitted.) One would then interpret �̂1 as an estimate � � � � 
�2 �2of �1 + �2 ln , �̂2 as an estimate of �2, and �̂3 as an estimate of − �2. Thus, all structural �2+�3 �2+�3 

parameters would be identifed. 
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farmers to adopt heat-tolerant varieties as climate warms. Importantly, the implied 
counterfactual impact on yield from an increase in KDD, say from �1 to �2, is larger 
under the original SRL model than under its variant with operating cost. The reason 
is that, in SRL, the estimated reduced-form relationship is rationalized by assuming 
that all the costs of adaptation are borne in terms of reduced average yield; but if 
some of the adaptation costs are borne externally as operating costs, the implicit 
yield reduction from more heat-tolerant varieties is smaller. 

In many empirical settings, it will not be possible to completely exclude the 
existence of adaptation costs that are external to the outcome observed in the data. 
The stylized example above suggests that if the level efects of adaptation can be 
expected to be large relative to the external costs, inference made by enveloping the 
set of short-run outcome responses, as in SRL, might still be close and deliver a 
reliable estimate of the impact on the observed outcome. 

Conversely, if external costs cannot be ignored one may be willing to rule out the 
existence of level efects on the observed outcome, as do Carleton et al. (2022) or, 
implicitly, Aufhammer (2018a). In the example above, this would be tantamount to 
assuming a structural outcome function �(�, �) = � (�1 + �2 ln �) with unobserved 

�2� costs �(�) = �3�, yielding an optimal response �̃(�) = �3 
. The short-run reduced-

form outcome function would become � � � � 
�2

�̃(�, �) = � �1 + �2 ln + �2 ln � 
�3 

and the long-run observed outcome response would become � � � � 
�2

�(�) = �̃(�, �) = � �1 + �2 ln + �2 ln � . 
�3 

The long-run cost response would simply be �(�) = �(�̃(�)) = �2�. The panel � � 
�2regression with location fxed efects would then identify �1 + �2 ln as �̂1 and�3 

�2 as �̂2. Therefore, counterfactual impacts could be calculated on the observed 
outcome, the external costs, and the underlying maximized outcome. Of course, 
assuming away level efects is a strong assumption that may not hold in many 
settings. 

In the general case where internal and external costs are nonzero yet unobserved, 
one cannot make valid claims about the long-run behavior of the observed outcome 
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variable with respect to climate. Nonetheless, following the argument developed 
in Section 1.6, integration of marginal weather efects on the observed outcome 
�̃(�, �) between climate bounds will deliver the long-run efect of climate on the 
underlying optimized outcome, provided that the observed and optimized outcomes 
are measured in the same units and only difer by a function that does not depend on 
weather. That is, the total impact on the optimized outcome will still be identifed, 
even if those on the observed outcome and the external costs are not.35 

A.2 Carleton et al. (2022) and Schlenker (2017) 

Carleton et al. (2022) recover the total mortality impacts of climate change using a 
global panel, accounting not only for the direct efect of climate on mortality but also 
for long-run adaptation costs, that is, investments made to mitigate weather-induced 
mortality. This section shows that their empirical model structure, which interacts 
a nonlinear function of weather with climate, is inconsistent with their assumed 
optimization framework, for reasons directly related to the arguments developed in 
Section 1, namely that for mean weather to be the only relevant climatic signal it 
must be that in the structural outcome function adaptation actions interact with a 
linear function of weather; this linearity property naturally translates to the short-
run reduced-form outcome function, which is just the structural outcome function 
evaluated at optimal actions. This inconsistency is more than a theoretical issue 
because Carleton et al. (2022) exploit their optimization framework, notably frst-
order conditions, to recover adaptation costs and total mortality impacts. 

Since their optimization framework is more complex than the one assumed in 
the main text of this paper, we adapt our notation to make the case more evident. 
We denote �(�, �) the probability of death from weather realization � when action 
is set at �. A representative agent endowed with income � maximizes the expected 
utility of consumption subject to a budget constraint, so as to solve: � ∫ � 

max � (� − �(�)) 1 − �(�, �)��(�) (A.2) 
� � � 

�2� 
35In the example above, using Equation (A.1) and the long-run cost �(�) = �3 , the long-�2+�3h � � i � ��2 − ˆˆrun proft response is �(�) − �(�) = � �1 + �2 ln + �2 ln � − �2� = � �1 + �̂2 ln � �2�, so �2+�3 

long-run proft impacts are identifed. 
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where the budget constraint has been substituted into the utility function �, �(�)
represents the cost of action, and � is the climate distribution. The frst-order 
condition implies that ∫ 

�� � (� − �(�)) (�, �)��(�)�� � ′(�) = − � ∫ � . 
1 − �(�, �)��(�) �′ (� − �(�)) 

Suppose that the structural outcome function involves interactions of the action � � �
with a second-order polynomial of weather, that is, �(�, �) = �1(�) × �1� + �2�

2 + 
�2(�) for some parameters �1 and �2 and some functions �1 and �2. Denoting by � 
and �2 the frst and second moments of climate, a straightforward calculation gives � � � � � 

�1 
′ (�) �1� + �2 �2 + �2 + �2 

′ (�) � (� − �(�))
� ′(�) = − ,

[1 − �1(�) (�1� + �2 (�2 + �2)) − �2(�)] �′ (� − �(�)) 

making clear that the optimal action �̃ is a function not only of � but also of �2 (and 
�2). The short-run reduced-form probability-of-death function is then � � 

�̃(�, �) = �1(�̃(�, �2)) × �1� + �2�
2 + �2(�̃(�, �2)) , 

that is, the quadratic in weather interacts with a function of climate that involves �, 
�2, and �2. If �2 = 0, that is, � is linear in �, then only the mean � enters into the 
functions �̃ and �̃. 

Conversely, suppose that we start from the short-run reduced-form function, as 
do Carleton et al. (2022). Their specifcation interacts a polynomial of weather ℎ(�)
with the frst moment of climate, that is,36 

�̃(�, �) = �ℎ(�) + �(�) , (A.3) 

where the specifcation of �(�) is irrelevant due to the presence of fxed efects 
and the assumption of climate stationarity. It follows that, for any moment of the 

��̃ �� climate distribution other than the mean, say ℳ, = is independent of �. But�ℳ �ℳ 
˜ ��̃ �� ��̃�(�, �) = � (�, �̃(�)), so that = Suppose frst that �̃(�) depends on ℳ,�ℳ �� �ℳ . 

��̃ ��̃so that ≠ 0. Then, since does not depend on �, neither does �� But then, �ℳ �ℳ �� . 

36In their specifcation ℎ(�) also interacts with a constant and income per capita, but this is 
irrelevant to the argument. 
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��̃ �� ��̃ ��̃since = , it must be that is also independent of �, which is impossible �� �� �� �� 
� ℎ(�) + �� since by construction � ̃  
= . Thus, �̃(�) cannot depend on ℳ, and since �� �� 

this is true for all moments other than the mean, �̃ only depends on �, so that 
�̃(�, �) = �ℎ(�) + �(�) for some function �. Consider the function � → �(�) that 
assigns to each action the mean weather under which it is optimal. (This is the 
inverse of the �̃ function, which can be defned in this instance since only the mean 
weather matters to optimal action. If the same action is optimal under diferent 
values of mean weather, restrict the domain to an interval where a bĳection between 
� and � can be defned. As long as the optimal action depends on climate, such 

˜an interval exists.) Then, we have that �(�, �) = � (�, �(�)) = �(�)ℎ(�) + � (�(�)). 
But then actions interact with a polynomial function of weather in the structural 
outcome function, and consequently the optimal action should depend on higher 
moments of the climate distribution. For instance, if ℎ is of order two, then �̃ should 
depend on the variance, as demonstrated above. This contradicts the fact that �̃ 
only depends on �. Therefore, Equation (A.3) is incompatible with the assumed 
underlying optimization problem. 

Thus, a short-run reduced-form function whereby locational climate interacts 
with a polynomial function of weather can only be rationalized as the result of an 
optimization process if higher moments of the climate distribution are included as 
part of the interaction, even if the observed outcome difers from the underlying 
objective function.37 

Going back to the case where the observed outcome is optimized, one may 
ask whether anything could be gained from generalizing the empirical short-run 
reduced-form specifcation to allow for interactions of a nonlinear function of weather 
with higher moments of the climate distribution. Without specifying the structural 
outcome function �(�, �) however, recovery of a long-run outcome response would 
likely be precluded because tangency between short-run responses and the long-run 

� response would no longer occur at mean weather. That is, the slope � ̃  (·, �) may �� 
identify the slope of the long-run outcome response, but at a value of mean weather 
diferent from the expectation of � and unknown to the analyst. As such, the ex post 
envelopment of marginal weather efects as in SRL would no longer be justifable. 

Instead, the most promising approach would be to specify parametrically a struc-

37If one could assume that these higher moments were independent of location, then their presence 
in the short-run reduced-form function would not translate to the estimated empirical model. 
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tural outcome function �(�, �) where actions interact with a nonlinear function of 
weather, deduce the short-run reduced-form outcome function �̃(�, �), and ft the 
empirical data to this structurally derived specifcation; that is, to relinquish the 
reduced-form/sufcient statistic approach in favor of a structural approach. This is 
the choice made by Schlenker (2017), who specifes a structural outcome function of 
the form �(�, �) = �1� + �2�

2 + �3(�) (� − �)2. If � ′ 3(�) = 0, then actions interact with a 
linear function of weather and the model reduces to MG. Otherwise, actions interact 
with a quadratic function of weather and the optimal action depends on both the 
frst and the second moments of the climate distribution. Schlenker (2017) assumes 
that �3(�) is a polynomial function and the optimal action �̃(�, �2) is then defned 
implicitly. Estimation of the short-run reduced-form relationship in implicit form is 
possible and actually carried out by Schlenker (2017). 

An example that does not require implicit estimation might help fx ideas. Con-
sider the following structural outcome function: 

�2
�(�, �) = �1��

2 − �2 + Γ(�, �)2 

where �2 > 0 to ensure a convex optimization problem and the function Γ is left un-
�1(�2+�2)specifed. The solution to the expected maximization problem is �̃(�, �2) = ,�2 

thus the short-run reduced-form function is � �2(�1)2 � �2 + �2 (�1)2 � �2 + �2 
�̃(�, �, �2) = �2 − + Γ(�, �) . 

�2 2�2 

An empirical estimation of this relationship in a panel with fxed efects under� �
stationary climate would yield ˜ � ˆ �1 �2 + �2 �2+Γ(�, �̂), where �(�, �, �2) = �0(�, �2)+ ̂  

the structure of the problem has informed the restrictions that (i) � appears as an 
interaction with �2 through its square, and (ii) the coefcients on the interaction of 
�2 with �2 and �2 are identical. Due to the fxed efects, the function �̂0 would not be 
identifed; the structural interpretation of the remaining coefcients would be that 
�̂1 represents (�1)2 

and that �̂ represents �. The long-run outcome response function �2 
(�1)2�4

would be �(�) = max �(�, �) = + Γ(�, �), implying that counterfactual climate 2�2� 
�̂1(�4

1−�
4
0)efects should be calculated as Δc� = + Γ(�1, �̂) − Γ(�0, �̂). Hence, proper 2 

interpretation of the regression coefcients using the assumed structural outcome 
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function is key to deriving meaningful climate counterfactuals; note in particular 
that �̂1 

� 
�4

1 − �4� must be divided by a factor of two, which would not be readily 0 
apparent in the estimated model.38 

B Proofs 

B.1 Concavity of �(�, �) with respect to � 

We assume that for all �, the function ��(�) ≡ �(�, �) has a unique maximizer 
characterized by � ′ �(�) = 0 (that is, there is only one critical point at which the 
derivative function is zero). Now consider the upper concave envelope of ��(·), 
defned as 

�̃� ≡ inf {� |� is convex and �(�) ≥ ��(�) ∀� ∈ �} . 

A representation of such an envelope is depicted in Figure B.1. 

Figure B.1 The upper concave envelope 

α1 A(α1 ) * α2=A(α2 ) A(α3 ) α3
α,

38Denoting � a location and � a time period, the estimated regression would be �̂�� = � �ˆ ˆ�1 �2 + �2 (��� )2 + Γ(��� , �̂) + �̂� , where �� is the fxed efect. Counterfactual impacts on long-
� � 

run expected outcomes would also rely on the structural interpretation of the empirical esti-∫ 
mates. Indeed, the long-run expected outcome function would be �(�) = �̃(�, �, �2)��(�) = ∫(�1)2(�2+�2)2 

+ Γ(�, �)��(�), therefore the counterfactual impact should be calculated as Δd� = 2�2 
�̂1 

h � �2 � �2
i ∫ ∫ 

�2
1 + �2 − �0

2 + �2 + Γ(�, �̂)��1(�) − Γ(�, �̂)��0(�).1 0 
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Since �� has only one critical point, say �∗, at which it is maximized, we must have 
that �� 

′ (�) > 0 ∀� < �∗ and � ′ �(�) < 0 ∀� > �∗ . Further denote by �− the restriction of 
�� to the range � ≤ �∗ and �+ its restriction to the range � > �∗ . (Note that � plays 
no particular role here.) Both �− and �+ are monotone and therefore bĳective. Now 
consider the following change of variable: ( 

�−
−1 (�̃�(�)) if � < �∗ 

� = �(�) = . 
�−1 (�̃�(�)) if � > �∗ + 

The change of variable is illustrated in Figure B.1 for various values of �. It is clear 
that it is well defned because it is both injective (for each �, there is a unique �(�)) 
and surjective (for each �, there is a unique � such that � = �(�)). The composite 
function � ↦→ �� (�(�)) is by construction equal to the function �̃� (�), therefore it is 
concave. 

B.2 Proof of Lemma 1 

Suppose that, for all distributions �, �̃(�) = �̂(�), where � denotes the expectation of 
�. 

Fix � ∈ � . By Assumption 1, there exists �� ∈ R such that �� (�� , �) = 0, that is, �� 
� = �̂(��). Then for all distributions � with mean equal to �� , it must be the case∫ �� that (�, �)��(�) = 0 from the frst-order condition of Problem (2). Defne the �� 

�� function ��(�) ≡ (� + �� , �). (We write � as a subscript rather than an explicit�� 
argument because it is fxed. Note that �� is also fxed.) Then ��(0) = 0. It is also ∫ 
the case that for all distributions � with mean zero, ��(�)��(�) = 0. To see why, 
rewrite ∫ ∫ ∫ 

�� �� 
��(�)��(�) = (� + �� , �)�(�)�� = (�, �)�(� − �� )�� = 0 

�� �� 

where � is the p.d.f. associated with �, the second equality obtains from the change 
of variable � → � − �� , and the third equality obtains because the density � (�) ≡∫ ∫ 
�(� − ��) has mean �� . (To see why, note that � � (�)�� = � �(� − ��)�� = ∫ 
(� + �� )�(�)�� = �� since � has mean zero.) ∫ 

Using the fact that ��(�)��(�) = 0 for all � with mean zero, we will now show 
that �� is a linear function by considering particular mean-zero distributions, the 
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idea being that if the relationship holds for all mean-zero distributions, it must hold 
1for particular ones. First, for � ∈ R consider the simple distribution �� ≡ 

� 
−�, �; 12 , 

� 
2 

that takes on the value −� with probability 12 and the value � with probability 12 . Since 
�� (−�)�� is a mean-zero distribution, we must have that �� (�) + = 0. That is, �� is an 2 2 

� 1odd function. Second, for all � > 0, consider the distribution �̃ 
� ≡ 

� 
−1, �; �+1 

� 
�+1 , 

that takes on the value -1 with probability �+ 
� 

1 and the value � with probability 1 
�+1 . 

�̃ 
� is also a mean-zero distribution, therefore we must have 

� 1 
� + 1 

��(−1) + 
� + 1 

��(�) = 0 , 

that is, �� (�) = −���(−1) = ���(1) where we have used the fact that �� is odd. 
Finally, for � < 0, we have ��(�) = −��(−�) = −(−�)�� (1) = ���(1). Therefore, for 
all � ∈ R, we have that ��(�) = �� (1)�, that is, �� is a linear function. 

�� Since ��(�) = (� + �� , �), we must have �� (�, �) = ��(� − �� ) = �� (1)(� − ��) = �� �� 
��(1)� − ��(1)�� , which shows that the function �� is afne in �. Since � was chosen �� 
arbitrarily, the property holds for all � ∈ � . 

B.3 Relationship with Theil (1954)’s model 

Slightly adapting his notation to make it more congruent with ours, the structural 
outcome function considered in Theil (1954) has the following form: 

� � � Õ ÕÕ 
�(a, x) = �(a) + �ℎ(a)�ℎ(a, �ℎ) + �ℎ� �ℎ(a, �ℎ)�� (a, �� ) (B.1) 

ℎ=1 ℎ=1 �=1 

where x and y ≡ (�1, . . . , ��) are random vectors of the same dimension � and 

�ℎ(a, �ℎ) = �ℎ(a) + �ℎ , ℎ = 1, . . . , � (B.2) 

for some unspecifed functions �ℎ . The functions � and �ℎ are also left unspecifed, 
while the �ℎ� are taken as parametric, that is, they do not depend on a. The vector a is 
interpreted as actions (policies) while the vector x represents random environmental 
variables (weather in our case) and the vector y represents “indirect variables” that 
enter the welfare function and depend both on actions and environmental variables. 
In an application to farm profts, the indirect variables could be revenue (which 
depends on weather through yields and on long-run actions such as crop choice) 
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and costs (which may depend on weather through short-run adaptations such as 
variation in irrigation intensity and on long-run actions such as crop choice). Within 
this structure, Theil (1954) shows that a certainty equivalence principle holds. 

We will now show that the restrictions embedded in Equations (B.1) and (B.2) 
are, in fact, equivalent to those in Equation (3). Plugging the identities in Equation 
(B.2) into Equation (B.1), we obtain 

� � � � Õ ÕÕ Õ 
�(a, x) = �(a) + �ℎ(a) �ℎ(a) + �ℎ� �ℎ(a) ��(a) + �ℎ(a)�ℎ 

ℎ=1 ℎ=1 �=1 ℎ=1 Õ� � � � Õ ÕÕ 
+ �ℎ (�ℎ� + �� ℎ) �� (a) + �ℎ� �ℎ�� 

ℎ=1 �=1 ℎ=1 �=1 

which can be rewritten as 

� � � Õ ÕÕ 
�(a, x) = �(a) + �ℎ(a)�ℎ + �ℎ� �ℎ�� (B.3) 

ℎ=1 ℎ=1 �=1 

where �(a) ≡ �(a) + 
Í�

ℎ=1 �ℎ(a) �ℎ(a) + 
Í� Í�

�=1 �ℎ� �ℎ(a) �� (a) and �ℎ(a) ≡ �ℎ(a) + ℎ=1Í� 
�=1(�ℎ� + �� ℎ) �� (a). 

Apart from the fact that the actions a and the random variables x are multivariate, 
Equation (B.3) has the same structure as Equation (3), where actions are restricted to 
interact only with a linear function of x, but a and x are allowed to afect the outcome 
in an otherwise unrestricted fashion. (It could appear, in addition, that x is restricted 
to enter quadratically into the welfare function. This is not an essential restriction, as 
one could easily add a function Γ(x) to Equation (B.1) without changing the analysis, 
as there would be no interaction between this new function and the actions a.) 

The necessity proof in Section B.2 of this appendix extends to the case where 
x and a are multivariate in a straightforward fashion. Because the criterion is to 
ensure that ã(�) = â (�(�)) for all (joint) distributions � of the random vector x, one 
can successively consider degenerate distributions where only one of the random 
variables in x is truly random and all others are taken as certain. Each iteration ℎ 
will lead to the conclusion that the gradient of � with respect to a must be an afne 
function of �ℎ . 
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����

B.4 Proof of Proposition 2 

Sufciency has been shown in the main text. To show necessity, consider the class 
of probability distributions ��,�0 ,� = (� − ��0, � + (1 − �)�0; 1 − �, �) that take on the 
value � − ��0 with probability 1 − � and the value � + (1 − �)�0 with probability �, 
and 0 ≤ � ≤ 1. The expectation is �, while other moments of the distribution and its 
shape depend on �0 and � but not on �. Therefore, a shift in the distribution’s mean, 
keeping its shape constant is tantamount to a shift in �, keeping �0 and � constant. 
Applying condition (4) to this class of distributions, we get 

� 
Γ ′(�) = [(1 − �)Γ(� − ��0) + �Γ(� + (1 − �)�0)]

�� �0 ,� 

= (1 − �)Γ ′(� − ��0) + �Γ ′(� + (1 − �)�0) . 

If condition (4) is to hold for all distributions, it must hold for all distributions within 
the ��,�0 ,� class. That is, we must have 

∀�, ∀�0, ∀� ∈ [0, 1] Γ ′(�) = (1 − �)Γ ′(� − ��0) + �Γ ′(� + (1 − �)�0) , 

that is,39 

∀�, ∀�, ∀� ∈ [0, 1] Γ ′ ((1 − �)� + ��) = (1 − �)Γ ′(�) + �Γ ′(�) . 

Therefore, Γ ′ must be afne (as a function that is both concave and convex) and thus 
Γ must be quadratic. Given that the structure in (3) already allows for an interaction 
between � and an unspecifed function of � (which may include a constant), the re-
striction of Γ(�) to a single quadratic term does not constrain the model specifcation 
beyond what has been shown to be necessary. The last part of the proposition is 
obtained by specializing the defnitions of � and � to the assumed structure for 
�(�, �). 

B.5 Proof of Proposition 3 

Under the structure of Proposition 2, �(�) is tangent to �̃(�, �, �) at � = � and 
��̃�� (�, �) = (�, �, �). Since �(�, �) = �(�) + ��2, a necessary and sufcient �� �� 

39This last property holds because, starting from arbitrary � and �, for given 0 ≤ � ≤ 1 one can 
recover � and �0 such that � = �−��0 and � = �+(1− �)�0. Simply set �0 = � −� and � = (1− �)� + ��. 
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condition for tangency between � and �̃ is that � = 0. 

C Empirical models with growing degree-days 

We obtain similar long-run curves using uncapped growing degree-days (above 8°C) 
instead of average temperature. Figure C.1 shows long-run responses without soil 
controls and Figure C.2 shows responses with soil controls. The shape of all long-run 
curves is comparable to that of their average-temperature counterparts. Warming 
impacts using the GDD specifcations are shown in Figure C.3. These impacts are 
similar to those obtained using average temperature. 

D Empirical models with alternative soil controls 

We check that our results are comparable when controlling for soil-weather interac-
tions using an alternative variable indicating the type of soil. To capture soil type, 
we use data on the clay, sand, and silt makeup of soil at 5 cm depth and construct a 
categorical variable with 9 categories, making sure that there is a sufcient number 
of counties falling in each category.40 

Overall, the alternative models yield long-run response curves and warming 
impacts that are comparable to the ones reported for the model with soil quality-
weather interactions. Figures D.1 and D.2 contrast the results obtained with the two 
alternative soil controls using a rolling climate defnition to assign observations to 
climatic intervals. 

E Empirical models estimated from locally quadratic 
short-run responses 

As an alternative to Equation (6), we derive local weather slopes from locally 
quadratic approximations to the short-run responses. That is, in the frst step we 

40The shares of clay, sand, and silt add up to one for each county. We consider the 40% and 60% 
quantiles of the shares of clay and sand to build 3 categories for each variable, and interact these to 
obtain 9 soil types. The average number of counties per category is 139. The largest category is the 
type with the most clay and the least sand (399 counties) and the smallest category is the one with 
the least clay and the least sand (57). 
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Figure D.1 Long-run response curves 

(a) Soil quality-weather interactions (b) Soil type-weather interactions 

Legend: 
Note: For the specifcation using soil quality, the fgure represents the response at mean 
quality. For the specifcation using soil types, the fgure represents an average response 
across types, where soil type-specifc slopes are weighted by the number of counties falling 
in each category. 
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Figure D.2 Simulated impact of a +2°C scenario on county agricultural GDP 

(a) Soil quality-weather interactions (b) Soil type-weather interactions 

Note: Each dot corresponds to a county. The gray segments represent 95% confdence 
intervals using Conley standard errors. In each panel, the estimate of the total efect on the 
US national average agricultural GDP is given together with its Conley standard error in 
brackets. 

estimate the following regression: 

��� = �1 
�(�)��� + �2 

�(�)(��� )
2 + �state(�)(�) + �� + �� + ��� 

for the specifcation with stationary climate; for the specifcation with rolling climate, 
assignment of observations to climatic intervals is based on the rolling climate value. 
The local slope at climate � is then computed as �1 

� + 2�2 
��. 

The resulting long-run response curves are shown in Figure E.1, and the corre-
sponding warming impacts are shown in Figure E.2. They are very close to those 
obtained using the locally linear approximation. 
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Figure E.1 Long-run response curves 

(a) Stationary climate (b) Rolling climate 

Legend: 
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Figure E.2 Simulated impact of a +2°C scenario on county agricultural GDP 

(a) Stationary climate (b) Rolling climate 

Note: Each dot corresponds to a county. The gray segments represent 95% confdence 
intervals using Conley standard errors. In each panel, the estimate of the total efect on the 
US national average agricultural GDP is given together with its Conley standard error in 
brackets. 
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