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Abstract

In simple repeated games, the size of the discount factor has been shown to be a primary
driver of cooperation. However, relational contracts differ in that the game structure
can be endogenous due to the endogeneity of contractual form. It is therefore useful to
understand the channels through which the discount factor influences cooperation in
relational contracts. According to theory, a cooperative equilibrium requires contracts
to obey participation and self-enforcement constraints to ensure that honoring obliga-
tions are mutual best-responses. I find that, consistent with theory, a higher discount
factor has only tenuous direct effects on performance but unambiguously increases the
number of contracts that obey self-enforcement and participation constraints. More-
over, contracts that obey constraints robustly improve performance. However, further
disaggregation of the data reveals that contracts that obey constraints robustly im-
prove performance only in the absence of prior cooperation. In the presence of prior
cooperation, other factors such as the share of surplus promised to agents, may be
more important.
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Relational contracts are important mechanisms for facilitating trade when contractual per-

formance metrics cannot be enforced by a third-party such as a court or arbitrator. Instead,

these informal contracts must be self-enforcing through, say, repeat trading where current

behavior will affect future payoffs. Baker et al. (1994) suggest that, even when formal con-

tracts are used, relational contracts based on tacit expectations might still be layered on top

of formal contracts to complete the governance of the full set of outcomes that the trad-

ing parties might care about. In environments where contracting institutions are weak, the

parties have little recourse except to rely on relational contracts. Thus, relational contracts

tend to be pervasive in practice.

Much like simple repeated games, the standard approach to modeling self-enforcement of

relational contracts is to assume that the principal and agent can trade for an indefinite num-

ber of periods so that future consequences can potentially discipline current opportunism.

A number of recent experiments with simple repeated games, such as a repeated prisoner’s

dilemma, show that cooperation can occur once the discount factor, δ, exceeds important

thresholds (Blonski et al. 2011; Dal Bó and Fréchette 2011b; Fudenberg et al. 2012; Bre-

itmoser 2015; Dal Bó and Fréchette 2018b). However, the repeated game with relational

contracts is more complicated in that the game form is not exogenous as contract structure

is endogenously determined by the principal. Moreover, both agents and principals make

more than a single decision; i.e. they each must make decisions involving participation in

the game and then, given participation, choices related to whether they will honor their

promises. Thus, a cooperative equilibrium requires contractual form to satisfy participation

and self-enforcement constraints to ensure that participation and honoring obligations are

mutual best-responses. Because contractual form is theoretically endogenous, one cannot
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design an experiment where one simply imposes an arbitrary contractual structure to test

theory. One also has to account for an important indirect effect - namely, whether a higher

discount factor also cause principals to endogenously alter contractual form. Theoretically,

a higher discount factor should make it easier for principals to structure credible contracts

that obey constraints.

The main focus of this research is to examine how an exogenous increase in the discount

factor might affect relational contracting outcomes. Specifically, I examine (1) whether a

larger discount factor has a direct effect on cooperation, which I define as subjects not

rejecting contracts or shirking on the terms of the contract irrespective of whether contracts

satisfy constraints ; (2) whether a larger discount factor has an indirect effect on cooperation

through an increase in the number of contracts that obey constraints; and (3) whether it

matters whether contracts satisfy theoretical constraints in terms of improving performance

(i.e. reduce contract rejection and shirking rates). For the latter question, if these constraints

do not have empirical relevance, then perhaps the direct effect of a higher discount factor is

all that matters much like the simpler repeated games. Henceforth, I will generically refer

to contracts that obey all constraints as self-enforcing contracts (SEC).

The main results are that (1) a larger discount factor has only limited (and mostly

no) direct impact on both agent contract rejection rates and shirking rates; (2) that a

larger discount factor increases the number of SEC; and (3) that SEC significantly improve

performance in the aggregate. However, when the data is disaggregated, it appears that

the primary role of SEC is to establish initial cooperation between trading partners who

have never traded before. SEC also decrease contractual rejection between parties who have

traded previously, but there was shirking in the prior period. However, for parties who have
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successfully traded in the past where there was no contract shirking, SEC have no impact on

either rejection or shirking rates. Instead, the share of surplus promised under the contract

appears to be the primary driver of performance. To the best of my knowledge, this is the

first empirical study to systematically identify the circumstances under which theoretically

important constraints are relevant.

Experiments are particularly well suited for studying contracting problems because the

information imperfections that justify the use of contracts also pose problems for researchers

who use observational data.1 That is, if there are important information gaps even among the

actual participants, it is difficult to to imagine that researchers, who must rely on surveys or

observation data, have sufficient information to rigorously study contracting. Additionally,

Gil and Zanarone (2018) (GZ) suggest that the empirical study of relational contracts pose

a number of challenges given the difficulty of measuring some important variables needed to

specify self-enforcement constraints. Finally, relational contracts may not even be observable

to researchers. For example, under textbook contract theory, a fixed payment contract that

lacks bonuses may appear to lack sufficient incentives to motivate the agent. However, in

1Cason and Wu (2019) (CW) provide a detailed discussion of the advantages and disadvantages of both
laboratory and field experiments. Two points that are relevant for this study are the following. First, the
“external validity” of laboratory experiments do not come from any specific laboratory session but rather
from the theory that is being tested. In other words, lab experiments can be used to stress test theory
through various interventions. Theories that survive multiple stress tests are more likely to generalize.
Second, field experiments with field professionals are important for program evaluation where the main goal
is to strive for internal validity of a study for a specific program for a specific population. But in the absence
of theoretical grounding, there is no guarantee that the results of the field experiment is any more external
valid in other settings as a lab experiment. These points are relevant because this is a study about a general
theory of contracting not a program evaluation of a specific contracting situation. On a related point, CW
also note that student subjects might be the preferred subject pool for testing general theory. Students tend
to be more homogeneous than field professionals who can differ substantially in experience, background,
education, etc. even within the same industry. Homogeneity within a subject pool increases statistical
power. CW point to the use of genetically controlled animals used in biology, neuroscience and related fields
to minimize nuisance factors and increase statistical power. Finally, the lower costs of recruiting and paying
student subjects relative to field professionals can enhance scientific integrity by facilitating replication and
the ability of researchers to ensure that payments are salient.
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a relational contract, incentives may tacitly exist because it is implicitly understood by the

parties to the contract that the prospect of future business or even informal discretionary

bonuses depend on good performance.

The experimental design in this study maps a stylized canonical relational contracting

model into an experimental trading platform where human subjects can conduct economic

transactions using informal agreements. Subjects assigned to be principals can design and

offer informal contracts to subjects assigned to be agents. Thus, the structure of each

relational contract is endogenous.

Allowing for endogeneity is an important in that it is both consistent with theory and

allows me to detect indirect effects of altering the discount factor. With regard to the

first point, studies that exogenously impose contractual form often invite criticisms from

theorists (e.g. Carmichael (1985); Tirole (1999); Schmitz (2001)) because they involve ad

hoc assumptions about solutions without justification.2 With regard to the second point,

endogenous contract choice allows me to determine whether a change in the discount factor

increases the number of SEC, and to determine how agents react to these contracts.

Related Literature

Two strands of literature are relevant for this study. First is the experimental literature

on relational contracts. Several studies have focused on relational contracts, but I am only

aware of one published study that tests the pure theory as described in the theoretical work

of Levin (2003), Baker et al. (2002), and/or MacLeod and Malcomson (1989). Erkal et al.

2The contractual form is actually a solution to a principal’s optimization problem.
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(2021) (EWR) use lab experiments to investigate a number of standard predictions and find

support for the majority of the predictions. However, two departures are that promised

output levels do not respond to a change in the discount factor (though actual output does),

and subjects appear to use inefficient punishments following a deviation. The main difference

between this paper and EWR is that, whereas EWR investigate a wide variety of standard

predictions at a fairly general level, this paper is a deep dive into to how variations in the

discount factor affects cooperation both directly and indirectly by influencing the number

of contracts that satisfy the constraints that are necessary for a cooperative equilibrium.

This allows me to uncover additional insights about when SEC matter and when they do

not. In addition, whereas EWR look at the impact of particpation and self-enforcement

constraints individually and in a piece-meal fashion, this study examines the impact of

having all constraints satisfied simultaneously. This is important because, according to the

theory, a cooperative equilibrium exists only if all constraints are satisfied.

Other papers that focus on relational contracts differ from this paper in that they do

not test standard theory but rather provide useful insights into how behavioral factors, such

as social preferences can support cooperation under gift-exchange style contracts (Brown

et al. 2004, 2012; Gächter and Falk 2002). For the most part, these studies find that social

preferences and reciprocity can sustain high levels of cooperation even when conditions for

cooperation are not favorable with purely self-interested agents. Linardi and Camerer (2021)

also use a similar style of experiment to examine whether stochastic shutdowns can disrupt

relational contracts. They find that market efficiency survives these shutdowns but agent

side inequality is worsened.

The second relevant strand of literature is the experimental literature on repeated games.
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Like relational contracts, it is the repeated nature of the games that facilitates cooperation.

Like relational contracts, the players in the popular repeated prisiner’s dilemma are also

exposed to the tension between cooperation and opportunistic behavior. The key difference

is that, theoretically, game structure is endogenous under relational contracts because the

principal designs the contract. Cooperation is theoretically possible when the contract satis-

fies self-enforcement and participation constraints. Moreover, unlike simple repeated games,

it’s possible that an initial contract offer serves as a coordination device because the contract

specifies the payment terms and desired effort/output levels which is recieved by the agent

prior to the agent’s acceptance/rejection decision. As such, it is important to test relational

contracts independently from general repeated games.

There is a far greater number of experimental papers on simple repeated games relative to

relational contracts. Dal Bó and Fréchette (2018a) survey and provide a meta-analysis of the

literature. They find that when the discount factor is sufficiently high so that cooperation

can be supported in equilibrium, then subjects are more likely to cooperate. But just because

cooperation can be supported does not mean subjects will cooperate. Other factors, such as

the riskiness of attempting to cooperate, are also important in inducing cooperation. The

relational contract analogue is whether subjects will honor contracts if contracts satisfy self-

enforcement and participation constraints, which are required for a cooperation equilibrium.

If these constraints do not matter for cooperation and/or induces low levels of cooperation,

it is important to understand why.
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The Model

In this section, I outline a simple relational contracting model that is flexible enough to

encompass a wide range of theoretical relational contracts observed in the literature, ranging

from efficiency wage style fixed price contracts (e.g. Klein and Leffler (1981), Shapiro and

Stiglitz (1984), Brown et al. (2004)) to discretionary bonus contracts(e.g. MacLeod and

Malcomson (1989), Levin (2003)). The purpose of the model is not to develop new theory

but to organize many of the central predictions found in the literature. The model will also

serve as the blueprint for the experimental design.

Suppose a principal contracts with an agent to produce a product or provide some service

denoted by q. I will refer to q generically as “output.” Let q ∈ [q, q] ⊆ [0, ...,+∞]. If r(q)

is the principal’s revenue, then r′(q) > 0, and if c(q) is the agent’s cost, then c′(q) > 0.

For completeness, curvature assumptions, r′′(0) ≤ 0 and c′′(q) ≥ 0, are also assummed to

facilitate well-behaved solutions. The reservation payoffs are π (principal) and u (agent).

Finally, assume that r(q) − c(q) < u + π so that contracting under minimal output results

in a loss in efficiency relative to next best alternatives.

The key assumption that distinguishes formal contracts from relational contracts is

whether q can be verified by a third-party, such as a court or arbitrator. For example,

if output measurement technology is not available, or specialized knowledge is needed to as-

sess output, then third-party enforcement is prohibitive. In this case, it would be impossible

for a third-party to determine whether q ≥ q̂ where q̂ denotes the output level in the con-

tractual agreement. In this case, only informal contracts that are self-enforcing can be used.
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Since this study is about relational contracts, it is assumed that q cannot be enforced by a

third-party. However, to keep things simple, q is assumed to be observable to the ”insiders”;

i.e. the traders themselves. Thus, there is no moral hazard or adverse selection. The only

informational asymmetry relates to the ability of third-parties to observe q.3

The generic form of the contract is w(q) = f+b(q) where w(q) is total compensation, f is

the fixed payment that is independent of q, and b(q) is a q dependent bonus. In the standard

principal-agent setup, f and b(q) are determined by the principal (in a take-it-or-leave-it

situation) or jointly (when there is ex ante bargaining). The point is that contractual form

is endogenous not exogenous. Since q is not third-party enforceable, b(q) is discretionary

or informal because b(q) is a function of q and therefore also not third-party enforceable.

The principal can always claim poor performance by the agent as a justification to pay

b(q) < b(q̂) even if q ≥ q̂ without legal consequence. If the agent anticipates this, then the

agent will also underperform by supplying q < q̂. Consequently, a credible contract that

inspires performance from both parties must be credibly self-enforcing to ensure that both

parties carry out their obligations under the agreement.

The received literature on relational contracts generally focuses on repeat trading as a

means of self-enforcement. Within each period, or stage game, the contracting time-line

follows the typical principal-agent sequence:

1. Principal designs and offers a contract to the agent where the contract includes a

specification of terms (q̂, f , b(q̂)).4

3Within the mechanism design literature, there is the possibility that cleverly designed contracts, such
as options contracts, can resolve third-party verifiability problems. However, strong assumptions must be
made about renegotiation (Edlin and Hermalin 2000). Rather than get bogged down in the implementation
literature, this study adheres to standard assumptions within the relational contracting literature.

4In practice, contracts can contain numerous terms beyond these such as act of God clauses, dispute

8



2. The agent decides to accept or reject the contract. If rejected, the parties realize their

reservation payoffs.

3. If accepted, the agent chooses the level of q.

4. The principal observes q and chooses b(q).

In a relational contract, the above stage-game is repeated an indefinite number of periods.

Hence, future rewards and punishments can be conditioned on current performance.

In order to simplify the contract design problem, Levin (2003) shows that one can focus

on stationary contracts; i.e. the same optimal contract is offered in every period, t. I assume

that the principle designs a contract that is offered on a take-it-or-leave-it basis to the agent.

Let δ be the common discount factor. Then the contract design problem is:

max
(q̂,f,b(q̂))

[r(q̂)− f − b(q̂)] +
δ

1− δ
V (c),(1)

s.t. [r(q̂)− f − b(q̂)] +
δ

(1− δ)
V (c) ≥ π

(1− δ)
,(2)

[f + b(q̂)− c(q̂)] +
δ

1− δ
U(c) ≥ u

1− δ
,(3)

[r(q̂)− f − b(q̂)] +
δ

(1− δ)
V (c) ≥ [r(q̂)− f ] +

δ

(1− δ)
π,(4)

[f + b(q̂)− c(q̂)] +
δ

(1− δ)
U(c) ≥

[
f − c(q)

]
+

δ

(1− δ)
u(5)

Constraints (2) and (3) are the the participation constraints (PC) and (4) is the self-

enforcement (SE) constraint to ensure that the principal will pay b(q) ≥ b(q̂) if q ≥ q̂. This

resolution clauses, etc. However, a model is a parsimonious abstraction meant to capture the most critical
components of an economic situation. A parsimonious description of a contract is that it is an enforceable
(self or third-party) agreement that includes performance objectives along with payment terms to incent
those objectives.
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constraint says the long-term payoffs from paying the bonus in the current period exceeds

the long-term payoffs from shirking on the bonus. Constraint (5) is the self-enforcement

constraint for the agent which makes delivering q ≥ q̂ incentive compatible. Note that q is

on the r.h.s. of (5) because q is the most profitable shirk. The payoffs V (c) and U(c)) are the

continuation payoffs from the cooperative state. If at least one party fails to cooperate, then

the parties transition to the non-cooperative state and each party earns reservation payoffs.

An important point to note is that the principal’s “control” variables for ensuring that

the parties remain in the cooperative state are the contract variables (q̂, f , b(q̂)). This is

because if these contracting variables are chosen in such a way that all PC and IC constraints

are satisfied, then, in princple, both parties will honor the agreement.

Formally, for each period t, a relational contract is a complete plan of action that de-

scribes (a) the requested quality, q̂, along with the compensation f and b(q̂); (b) the agent’s

acceptance decision; (c) the agent’s choice of q for all periods from t = 0 to period t − 1.

Moreove, the contract is self-enforcing if honoring the agreement is part of a sub-game per-

fect equilibrium. The contract must also describe what happens off the equilibrium path;

i.e. what happens if at least one party shirks. Abreu (1988) suggest that in repeated games,

the optimal punishment is for the parties to revert to the worst equilibrium outcome which

would mean termination of trade. However, Levin (2003) suggests that termination may not

be renegotiation proof; instead the parties can continue to trade but with contract terms

adjusted so that the deviator is held to his reservation payoff.

Solving the constrained optimization problem (1) yields the optimal q̂∗ and self-enforcing

payment terms. But for the purposes of this study, the main concern is not the specific

quantative values of q̂∗ or the payment terms but rather what drives agent performance,
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which includes contract acceptance and delivery of promised q̂. Analyzing the constraints

can provide some predictions about the determinants of agent performance.

Constraint analysis

The contract must be designed in a way that all constraints are simultaneously satisfied

to support a self-enforcing cooperative equilibrium. Thus, it would be useful to examine

whether an increase in δ relaxes at least one or more constraints without tightening any.

To simplify matters, I maintain the stationarity assumption in that the same payments

(f and b(q̂)) and q̂ are offered each period and the agent delivers the same q ≥ q̂ every period

so long as the principal has not reneged in a previous period. Stationary contracts simplify

modeling without loss of generality because Levin (2003) has shown that when optimal

contracts exist, then there are stationary contracts that are optimal. Thus, solving for the

optimal contract can proceed as if one were solving a static contract (though the dynamic

self-enforcement constraint still needs to be part of the optimization problem), which greatly

simplifies the analysis. Stationary contracts do not imply that repeated game effects are no

longer in play – they simply suggest that if the same contract is used every period, then

one need not account for possibly complex variations in decision rules across periods and

customize contracts to those decision rules. The analysis would quickly become unwieldy.

The following proposition suggests that an increase in δ does not directly affect the

participation constraints, (2) and (3).

Proposition 1. An increase in δ has no direct impact on the participation constraints.

Proof. Let q̂∗ be the optimal q̂ from solving the constrained problem ( 1). Then the agent’s
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participation constraint (3) can be written as (1 − δ) [f + b(q̂)− c(q̂)] + δU(c) ≥ u. By

stationarity, U(c) = f + b(q̂∗) − c(q̂∗) so (3) simplifies to f + b(q̂∗) − c(q̂∗) ≥ u, which is

independeint of δ.

Similarly, the principal’s participation constraint (2) can be written as (1−δ) [r(q̂)− f − b(q̂)]+

δV (c) ≥ π. By stationarity, V (c) = r(q̂∗)−f−b(q̂∗) so the participation constraint simplifies

to [r(q̂∗)− f − b(q̂∗)] ≥ π, which is independeint of δ.

While this proposition suggests that δ does not directly relax the participation con-

straints, it does not imply the agent’s willingness to accept the contract is unaffected.5 This

is because the discretionary bonus, b(q), still must be credible. If this bonus is not credible,

then the participation constraint would fail to hold. Hence, it is important to also examine

the impact of δ on the principal’s self-enforcement constraint, (4).

In addition, it is important to examine the impact of δ on the agent’s decision to honor the

contract conditional on acceptance. The relevant constraint is the agent’s self-enforcement

constraint (which is also the incentive compatibility constraint for honoring q ≥ q̂), (5).

Proposition 2. An increase in δ relaxes both the agent’s self-enforcement/incentive com-

patibility constraint, (5), and the principal’s self-enforcement constraint, (4).

Proof. The agent’s self-enforcement constraint (5) can be rewritten as

[f + b(q̂)− c(q̂)] + δ
(1−δ)

[U(c)− u] ≥
[
f − c(q)

]
. Since U(c) ≥ u, it is obvious that an

increase in δ relaxes this constraint.

A similar argument applies to the principal’s self-enforcement constraint, (4)

5For the purposes of this study, the principal’s participation constraint is not as critical given the as-
sumption that the principal makes a take-it-or-leave-it offer to the agent. Had the situation been reversed
where the agent makes the offer, then the principal’s participation constraint is the more relevant constraint.
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There are two implications from the above proposition. First, an increase in δ relaxes the

agent’s self-enforcement constraint which should reduce agent shirking. Second, an increase

in δ relaxes the principal’s self-enforcement constraint which should enhance the credibility

of b(q̂). This also enhances the credibility of the participation constraint which should reduce

agent rejection of contracts.

Under stationary contracts, the constraints (4) and (5) can also be combined to get

(6) δ[r(q̂∗)− f − π] ≥ b(q̂∗) ≥ (1− δ)[c(q̂∗)− c(q)]− δ[f − c(q̂∗)− u]

As q̂∗ increases, the r.h.s. of (6) increases faster than the l.h.s. due to the convexity of c(q)

and the concavity of r(q). Consequently, the largest q̂∗ is one that forces (6) to just bind

with equality. Another way to interpret (6), is that b(q̂) has to be sufficiently high to ensure

that the agent finds it self-enforcing to honor the agreement but not so high that it is not

credible for the principal to pay the bonus. Solving (6) for δ yields,

(7) δ ≥ δ =
c(q̂∗)− c(q)

r(q̂∗)− c(q)− u− π

where δ is the critical threshold for mutual self-enforcement of b(q̂∗).

Corollary 1. q̂∗ is implementable only if δ ≥ δ.

Proof. The proof is by contrapositive. Suppose that δ < δ. Then it must be the case that

δ[r(q̂∗)− f − π] ≤ b(q̂∗) ≤ (1− δ)[c(q̂∗)− c(q)]− δ[f − c(q̂∗)− u] with at least one inequality

being strict. Hence, if b(q̂∗) > δ[r(q̂∗) − f − π], then the principal will shirk on b(q̂) which
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means the agent’s participation constraint, (3) cannot hold and the agent will reject the

contract. If b(q̂∗) < (1 − δ)[c(q̂∗) − c(q)] − δ[f − c(q̂∗) − u], then the agent will shirk and

deliver only q = q.

The main point of this section is that a larger δ facilitates the self-enforcement of a

relational contract by weakly relaxing the set of constraints. Therefore, exogenous increases

in δ enhance the ability of parties to engage in relational contracts by increase the number

of SEC.

Experimental Design

The model outlined in the previous section forms the basis for the experiment design. The

main difference is that specific parameters and functional forms had to be chosen though all

curvature assumptions were maintained so that there is minimum loss of generality.

In each experimental session, subjects were randomly assigned to be either “buyers”

(principals) or “sellers” (agents). The buyer-seller wording minimizes technical jargon for

the subjects and adds salience to the trading intentions of the experiment. The subjects also

were separated by dividers in the laboratory and they only knew each other by assigned ID

numbers that were not associated with actual identities. After these assignments, subjects

were read instructions and took a control questionnaire to facilitate understanding. Next,

two non-paying trial periods with suppressed ID numbers were conducted to familiarize

subjects with the trading screens. When the actual, paying experiments began, exogenously

matched buyer-seller pairs play a sequence of repeated stage-games, where each stage-game

mirrors the stage-game described in the theoretical section.
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At the end of each stage-game or period, there is a δ probability that the matched pair will

play another stage-game. Probablistic continuation is a common method of implementing

indefinitely repeated games in the laboratory (e.g. Murnighan and Roth (1983); Dal Bó

(2005); Dal Bó and Fréchette (2011a); Fudenberg et al. (2012); Dal Bó and Fréchette (2019)).

The probability of continuation varied between treatments as follows:

1. 0.8 treatment: δ = 0.8 – implies an expected five period repeated game (supergame).6

2. 0.5 treatment: δ = 0.5 – implies an expected two period repeated game (supergame).

Trading for matched buyer-sellers pairs continue until randomly terminated which con-

cludes a supergame. And then each buyer is rematched with another seller and a new

supergame continues until it is randomly terminated and so on.7

The overall experiment, which can consist of multiple supergames, ended if one of the

following occurred: (1) all buyer-seller matchings have been exhausted so there is no way

to avoid repeat supergame matching when the current supergame ends; (2) if at least 18

periods (across all supergames) in the δ = 0.8 treatment or at least 20 periods in the δ =

0.50 treatment have occurred, then the session ends when the current supergame randomly

terminates. Condition (1) ensures stranger matching so no group reputation effects would

confound results and condition (2) is a time management condition. These conditions ensured

long enough sessions to allow learning effects to mitigate early period noise from learning

how to play. Each session had between 16 to 22 subjects with more subjects recruited for

the δ = 0.5 sessions because the supergames were shorter, which means more subjects are

6The expected number of periods is 1
1−δ .

7Note that a supergame is essentially a repeated game in the context of the theoretical model. Thus each
of the sessions might involve multiple supergames or repeated games with different buyer-seller pairs.
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needed to avoid repeat supergame matching.

The design allows buyers to endogenously choose contractual form. All contractual vari-

ables (q̂, f , b(q̂)) are chosen by a buyer and then the contract is offered on a take-it-or-leave-it

basis to the seller. Thus, the experiment nests a number of popular contracts seen in the

theoretical literature, including discretionary bonus contracts (f > 0, b(q̂) > 0), efficiency

wage contracts (f > 0, b(q̂) = 0), and pure bonus contracts (f = 0, b(q̂) > 0).

Specific parameterizations include q that can only take natural numbers in the set

{1, 2, ..., 15}. While a continuous space can be used, natural numbers facilitates experi-

mental implementation by decreasing confusion and reducing the complexity of calculations.

The stage-game payoff functions are π = 12q − f − b(q) and u = f + b(q)− (q2)/2 where q

is the realized output rather than the contracted output, q̂. All subjects were provided with

Table 1 so that the seller’s cost of delivering a specific q did not require calculations.

Table 1: Seller’s Cost

Quality 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
Cost 1 2 5 8 13 18 25 32 41 50 61 72 85 98 113

The reservations payoffs are π = u = 15, which are realized if either the buyer does not

offer a contract or the seller rejects an offer.

Under these parameters, joint surplus is maximized at q = 12 which yields surplus of

72. If parties do not contract, the joint reservation payoffs is 30. However, if q < 3 then

joint surplus from contracting is less efficient than not contracting. During the experiment,

subjects accumulate payoff points, which are converted into USD at the rate of 30 points=$1.

This is a standard approach in the experimental economics literature (e.g. see Dal Bó (2005)).

The stage-game timeline in the experiment matches the theoretical principal-agent se-
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quence described earlier:

1. Proposal phase-buyer offers a single contract with terms (q̂, f , b(q̂)) to seller.

2. Acceptance phase - seller decides whether to accept or reject the offer.

3. Quality phase-if accepted, seller chooses q.

4. Payment phase-if the buyer offered b(q̂), then the buyer can choose actual b(q) to

pay. The payment f is guaranteed by the computer.

The experiments were conducted at a dedicated experimental economics lab with a no de-

ception policy at a major U.S. state university under an approved IRB. Six sessions (three

sessions of each treatment) involving 110 subjects were conducted. Average pay was ap-

proximately $28.5 U.S. dollars per-session, with a range from $21 to $59. These payouts

translated into hourly pay that were consistent with average hourly rates of other exper-

iments conducted in the same laboratory. All experiments were programmed with Z-tree

(Fischbacher 2007). Prior to the live periods, considerable time was spent in each ses-

sion familiarizing subjects with the trading platform via instructions, control questions, and

practice rounds.8 The average experiment lasted about three hours, including instructions,

questionnaire, trial periods, post experimental payouts and post experimental questionnaire.

Results

Table 2 provides key summary statistics from all the experimental sessions. There were

slightly more subjects in the δ = 0.50 sessions because more subjects were needed to ensure

8For the most part, subjects appeared to have learned how to trade because, with the exception of one
or two outliers per session, most were making quick decisions after the first few periods.
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stranger matching within each session due to shorter supergames. However, the average

number of periods of each session was longer in the δ = 0.80 sessions.

Table 2: Summary statistics

δ = 0.50 δ = 0.80
# of sessions 3 3
# of total subjects 60 50

# of buyers 30 25
# of sellers 30 25

Averge # of periods 24 28.3
per session

# of total trading 724 707
opportunities

# of total offers 542 586
# self-enforcing (SEC) 13 285

Total # accepted 295 351

The total number of trading opportunities, which is the total number of periods across

all subjects and sessions, is roughly equal across the two treatments (724 versus 707). Note

that buyers were not required to make offers but the overwhelming majority did in both

treatments (542 and 586). There was a large disparity in SEC offers, where a buyer’s offered

contract (q̂, f , b(q̂)) satisfies the all four constraints (the two PC and SE constraints) under

the experimental model parameterizations. Only 13 offers were SEC in the δ = 0.50 sessions

but a substantial 285 offers were SEC in the δ = 0.80 sessions. Overall, 295 and 292 offers

were accepted and these equal the number of completed trades.
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Hypotheses

Before moving on to the next set of statistics, the main hypotheses tested are described.

These hypotheses are related to the model outlined earlier along with the propositions.

Hypothesis 1. An increase in δ has no direct effect on either contractual acceptance rates

or shirking rates.

Hypothesis 1 follows from the fact that the only mechanism in the model for ensuring

contractual performance is through a contract design that obeys constraints. In other words,

even with a high discount factor, the agent will not accept the contract or deliver q ≥ q̂ unless

the contract also obeys the relevant constraints. Thus, the impact of δ is not direct but via

endogenous contractual response to δ. This leads to the next hypothesis.

Hypothesis 2. An increase in δ increases the number of self-enforcing contracts (SEC) that

obey all constraints.

Hypothesis 2 follows from Propositions (1) and (2) and Corollary 1. Propositions (1)

and (2) suggest that an increase in δ relaxes the self-enforcement constraints while having

no impact on the participation constraints. Hence, an increase in δ should expand the set of

SEC available to principals when they design contracts. Corollary 1 says this in a slightly

different way - any given q̂ cannot be implemented unless δ is above a minimum threshold.

Hypothesis 3. Contract offers that satisfy the self-enforcement and participation constraints

lead to reduced rejection rates and reduced rates of seller shirk (q < q̂).

Hypothesis (3) follows because all constraints must be simultaneously satisfied to ensure

a cooperative, self-enforcing SPNE. Even if a single constraint is violated, the theory pre-
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dicts that the contract may violate the equilibrium conditions for a self-enforcing relational

contract which could compromise parties’ willngness to either accept or honor q̂.

Descriptive statistics related to the hypothesis.

Before proceeding to the formal hypothesis testing, some plots across periods can provide a

visualization of the evolution of seller rejection rates and seller shirk rates (i.e. q < q̂).

Figure 1: Seller contract rejection rate for δ = 0.80 and δ = 0.50 treatments.

Figure 1 plots rejection rates for the δ = 0.80 versus the δ = 0.50 sessions. The overall

rejection rates were similar across the two treatments (0.40 versus 0.45) and, as seen in the

graph, there is no obvious separation in rejection rates across periods.

To explore this idea further, Figure 2 plots rejection rates for SEC versus those that

violate at least one constraint. Now we see separation in rejection rates between SEC versus
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Figure 2: Seller rejection rates for self-enforcing and non-self-enforcing contract offers.

non-SEC, which is consistent with theory. The overall rejection rate for SEC is only 0.23

versus 0.498 for non-SECs.

Next, it would be useful to understand whether an increase in δ increases SEC, as pre-

dicted by theory. Figure 3 shows that the fraction of SEC offers is substantially higher in the

δ = 0.80 treatment. This is consistent with the theory that a higher δ facilitates the ability

of principals to structure SEC. Taken together, the above three figures seem to be consistent

with all three hypotheses when it comes to contract acceptance/rejection. However, formal

hypothesis testing will be undertaken in the next section.
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Figure 3: Fraction of offers that satisfy all constraints (self-enforcing contracts).

Figure 4: Seller shirk rate for δ = 0.80 and δ = 0.50 treatments.
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Now turning to the other performance factor, seller shirk rates (q < q̂), Figure 4 compares

the shirk rates across the δ = 0.80 and δ = 0.50 treatments. The overall shirk rate is 0.499

for the δ = 0.80 treatment but substantially higher at 0.77 for the δ = 0.50 treatment.

Moreover, the gap appears to persist across nearly every period. This pattern is also roughly

consistent with what is observed under SEC versus non-SEC as plotted in Figure 5. Based on

these plots, it is difficult to disentangle the direct from indirect effects and formal exploration

of Hypotheses 1-3 will have to be undertaken.

Figure 5: Seller shirk rate for self-enforcing and non-self-enforcing offers.

Hypothesis tests

This subsection describes the results of the formal hypothesis tests conducted using regression

analysis. I start with Hypothesis 1 which states that an increase in δ has no direct effect on

seller rejection or seller honoring/shirking.
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Table 3 contains the results from linear probability model (LPM) regressions examining

the determinants of contract rejection. The dependent variable takes a value of “1” if the

seller rejected a contract offer.9 The variables, period, which is a count of periods in the

session, and period-squared were included to control for subject learning.

Table 3: LPM Estimates

Binary Dependent Variable - Seller Reject=1
(1) (2) (3)

δ = 0.80 dummy -0.075 0.074
(0.083) (0.068)

SEC dummy -0.27∗∗∗ -0.32∗∗∗

(0.046) (0.032)

Period 0.02∗∗ 0.024∗∗∗ 0.025∗∗∗

(0.006) (0.006) (0.006)

Period2 -0.0004∗ -0.0005∗∗ -0.0006∗∗

(0.0002) (0.0002) (0.0002)

Constant 0.28∗∗∗ 0.305∗∗∗ 0.28∗∗∗

(0.055) (0.057) (0.057)

Observations 1128 1128 1128

-Robust standard errors adjusted for clustering on sessions in parentheses
∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01

The “δ = 0.80 dummy” takes a value of “1” if the observation came from the δ = 0.80

treatment and “0” otherwise. The “SEC” dummy takes a value of “1” if the observation

contains a contract offer that satisfies all constraints.

Under Hypotheses 1, the coefficient for the δ = 0.80 dummy should not be significantly

different from zero. Regression (1) yields a δ = 0.80 coefficient that is not statistically

different from zero, which is consistent with the hypothesis.

9Logit regressions were also estimated, but the qualitative results were consistent with the LPM results.
The LPMs were also estimated with clustering at the session level. By clustering at such a high level
and using the LPM rather than the logit results, I took a conservative approach to hypothesis testing by
decreasing the odds of finding statstical significance.
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Regression (3) provides a robustness check by including both the δ = 0.80 dummy and

the SEC dummy. Again, there is no direct of effect of δ on contract rejection though SEC

offers greatly reduce rejection rates (p < 0.01), suggesting the presence of an indirect effect.

The second performance factor is seller shirk rates and Table 4 reports the results from

three LPM regressions where the dependent variable equals “1” if the seller delivered q < q̂

and “0” otherwise. The independent variables are identical to the ones in Table 3. There are

fewer observations because the data comes from accepted contracts rather than all contract

offers as seller shirking is only relevant after a contract has been initiated.

Table 4: LPM Estimates

Binary Dependent Variable - Seller Shirk=1
(1) (2) (3)

δ = 0.80 dummy -0.24∗∗ -0.13
(0.088) (0.09)

SEC dummy -0.26∗∗∗ -0.18∗∗∗

(0.05) (0.04)

Period -0.003 0.002 0.0004
(0.006) (0.005) (0.005)

Period2 -0.0004∗ -0.0006∗∗∗ -0.0005∗∗

(0.0001) (0.0001) (0.0002)

Constant 0.86∗∗∗ 0.82∗∗∗ 0.85∗∗∗

(0.052) (0.045) (0.05)

Observations 646 646 646

-Robust standard errors adjusted for clustering on sessions in parentheses
∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01

Under Hypothesis 1, the coefficient for the δ = 0.80 dummy should not be significantly

different from zero. However, it turns out that this coefficient is -0.24 and statistically

significant (p < 0.05). Thus, in contrast to Hypothesis 1, it appears that a higher δ has a

direct effect on agent shirking. However, this result is tenuous as when the SEC dummy is
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added (regression 3), the δ = 0.80 coefficient shrinks in magnitude to -0.13 and is no longer

statistically significant. Note that the SEC dummy coefficient is also significant in regression

(2) which does not include the δ = 0.80 dummy. Hence, it appears that the indirect effect

is more robust than the direct effect which is what is expected given that the model makes

clear that the primary mechanism for ensuring contracting performance is via SEC.

Hypothesis 2 states that an increase in δ increases SEC. Table 5 presents two LPM

regressions where the dependent variables takes a value of “1” if a contract is a SEC and

zero otherwise. The primary explanatory variable of interest is δ = 0.80. Under Hypothesis

2, this variable should have a positive coefficient. Regression (1) was estimated using all

contract offers, both accepted and rejected contracts. Regression (2) only uses the accepted

contract offers. One can see that the coefficient for the δ = 0.80 dummy is positive in both

regressions and statistically significant (p < 0.01).

Table 5: LPM Estimates

Binary Dep. Var. - SEC=1
(1) (2)

(All offers) (Accepted offers)
δ = 0.80 dummy 0.47∗∗∗ 0.61∗∗∗

(0.08) (0.057)

Period 0.01 0.018∗

(0.005) (0.008)

Period2 -0.0005∗ -0.0008
(0.0002) (0.0004)

Constant -0.003 -0.03
(0.03) (0.02)

Observations 1128 646

-Robust standard errors adjusted for clustering on sessions in parentheses
∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01

Hypothesis 3 states that SEC lead to reduced rejection rates and seller shirking. Recall
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that Tables 3 and 4 include regressions that use the SEC dummy as an explanatory variable.

Under Hypothesis 3, the coefficients for the SEC dummy should be negative for both the

rejection (Table 3) and seller shirk (Table 4). Indeed, in Table 3, both regressions (2) and (3)

show that SEC robustly reduce rejection rates (coefficients of -0.27 and -0.32, respectively

with p < 0.01). Similarly, the SEC dummy coefficients in Table 4 are also negative at -0.26

and -0.18, respectively (p < 0.01).

Taken together, the regression results largely support the theory in that (1) the direct

impact of δ on performance (rejection rates and shirk rates) is tenuous at best; (2) δ largely

operates through the indirect effect by robustly influencing the number of SEC that are

endogenously chosen by buyers; and (3) SEC strengthen performance.

Importance of SEC for establishing and sustaining cooperation.

The previous section focused on the importance of SEC in the aggregate. It would also

be useful to understand the importance of SEC for subsets of the data, partitioned by

whether the contracting parties were trying to establish cooperation or attempting to sustain

cooperation. This would provide insights into whether there are specific circumstances under

which it is particularly important for contracts to obey all constraints.

Table 6 reports LPM estimates for contract rejection using various partitions of the data.

Regression (1) was estimated using only data on initial matches; i.e. the first time a buyer

and seller have encountered each other at the beginning of a new supergame. Regression (2)

is estimated using data for which there was prior non-cooperation; i.e. the trading parties

had already been matched for at least one round in a supergame but either the seller shirked

and/or the buyer shirked on the discretionary bonus in the prior period. Regression (3) is
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estimated using data for which there was prior cooperation; i.e. the trading parties had

already been matched and both parties honored their obligations in the prior round.

Table 6: LPM Estimates

Binary Dependent Variable - Seller Reject=1
(1) (2) (3) (4) (5) (6)

Initial Prior non- Prior Initial Prior non- Prior
Matches Cooperation Cooperation Matches Cooperation Cooperation

SEC dummy -0.14∗∗∗ -0.24∗∗∗ -0.05 -0.13∗ -0.24∗∗∗ -0.08
(0.03) (0.03) (0.03) (0.05) (0.04) (0.04)

q̂ -0.01 -0.03∗ -0.004∗∗

(0.013) (0.012) (0.015)

DPR 0.004 0.004∗ -0.0005
(0.004) (0.0017) (0.0005)

Promised seller share -0.18∗∗ -0.07∗∗ -0.31∗∗

(0.07) (0.02) (0.09)

Period -0.004 0.026 -0.004 -0.007 0.02 -0.007
(0.01) (0.014) (0.007) (0.015) (0.012) (0.005)

Period2 0.0006 -0.0005 -0.00007 0.0007 -0.0003 0.0002
(0.0005) (0.0004) (0.0002) (0.0006) (0.0003) (0.0001)

Constant 0.28∗∗∗ 0.397∗∗∗ 0.09 0.47∗∗∗ 0.68∗∗∗ 0.31
(0.05) (0.097) (0.08) (0.12) (0.17) (0.18)

Observations 339 650 139 327 595 139

-Robust standard errors clustered on sessions are reported in parentheses.
∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01

The estimated coefficient for the SEC dummy is -0.14 (p < 0.01) using the initial matches

data. Hence, when two strangers are randomly matched at the beginning of a supergame,

SEC reduce sellers’ propensity to reject. For parties that have already matched but did

not cooperate in a previous period, SEC appear to be even more important as the size the

coefficient nearly doubles in magnitude to -0.24 (p < 0.01). This makes intuitive sense as it

suggests that two parties who have matched but failed to cooperate may have a higher level

of mistrust then strangers who have never contracted before. Interestingly, for parties who
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have cooperated in the past, the coefficient is small in magnitude (-0.05) and not significant.

In order to check the robustness of these results, regressions (3)-(6) contain additional

control variables. The variable q̂ is included because a higher requested quality also increases

relationship specific surplus. The DPR variable (discretionary payment ratio) is defined as

the ratio of the promised bonus, b(q̂), and the fixed price f . That is,

(8) DPR =
b(q̂)

f

A larger DPR means that more of the payment promised to the agent is at the discretion of

the principal. One can think of a high DPR as reducing payment guarantees to the agent

and increasing agents’ strategic uncertainty. Finally, Promised seller share is just the share

of total surplus promised to the agent under the initial contract.10 While the model does not

explicitly identify these variables as determinants of rejection (or shirking), it would seem

intuitively plausible that these features of contracts can matter.

The results of regressions (3)-(6) show that the results from regressions (1)-(3) are robust

to the inclusion of the new control variables. The signs, significance, and even the magnitude

of the coefficients are impacted only in a minor way. What is particularly interesting is that

promised seller share significantly reduces contract rejection (p < 0.05), with the magnitude

of the effect particularly strong in the presence of prior cooperation. It seems that the

combination of promised seller share and the size of q̂, which increases total surplus, are

more important than whether a contract is SEC after cooperation has been established.

Turning to seller shirking, Table 7 reports LPM estimates for seller shirking using the

10Promised payments are what the parties would earn under a contract if both parties honored their
obligations.
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same partitions of the data as the regressions in Table 6. The estimated coefficient for the

SEC dummy is -0.22 (p < 0.01) using the initial matches data. Hence, when two strangers

are randomly matched at the beginning of a supergame, a SEC reduces sellers’ propensity to

shirk. However, for parties that have already matched but did not cooperate or for parties

that are already cooperating, SEC do not appear to statistically impact seller shirking rates.

To explore shirking further, the same controls that were present in Table 6 are included in

regressions (3)-(6). The addition of these controls do not significantly impact the results from

regressions (1)-(3). Additionally, promised seller share shows up significant (p < 0.05) in

reducing seller shirk rates for parties that have cooperated in the prior period. Promised seller

share also appears to reduce shirking in regression (5), but the magnitude and significance

is not as strong. While the DPR variable shows up as significant in both regressions (5) and

(6), the estimated coefficients do not appear to be stable as the sign switches.

Taken together, the results using the disaggregated data suggest that (1) SEC are im-

portant for reducing both rejection and shirking rates for initial matches but do not appear

to impact performance for parties that are already cooperating; (2) promised seller share

appears to be the main driver of performance for parties that are already cooperating. This

makes intuitive sense because if the payments are designed in such a way so as to compensate

the seller relatively more if the contract is honored, then sellers may be more motivated to

accept and satisfy the terms of the contract in situations where there is a history of cooper-

ation where strategic uncertainty may be lower. For the other situations, particularly initial

matches, it could be that SEC are necessary to ensure that contracts will be honored.
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Table 7: LPM Estimates

Binary Dependent Variable - Seller Shirk=1
(1) (2) (3) (4) (5) (6)

Initial Prior non- Prior Initial Prior non- Prior
Matches Cooperation Cooperation Matches Cooperation Cooperation

SEC dummy -0.22∗∗∗ -0.15 -0.03 -0.20∗∗ -0.13 0.10
(0.03) (0.01) (0.037) (0.05) (0.11) (0.06)

q̂ 0.02∗∗ 0.03∗∗∗ 0.011
(0.007) (0.005) (0.015)

DPR 0.0004 -0.004∗∗∗ 0.002∗∗∗

(0.0005) (0.0002) (0.0005)

Promised seller share -0.07 -0.098∗ -0.52∗∗

(0.09) (0.04) (0.14)

Period -0.01 -0.015 -0.005 -0.013 -0.009 0.007
(0.016) (0.012) (0.007) (0.02) (0.013) (0.01)

Period2 0.0003 -0.0003 -0.00007 0.0004 0.0002 -0.0006
(0.0009) (0.0004) (0.0002) (0.001) (0.0005) (0.0004)

Constant 0.86∗∗∗ 0.95∗∗∗ 0.195∗∗ 0.69∗∗∗ 0.68∗∗∗ 0.22
(0.05) (0.06) (0.07) (0.11) (0.05) (0.18)

Observations 239 271 136 236 267 136

-Robust standard errors clustered on sessions are reported in parentheses.
∗p < 0.10, ∗∗p < 0.05, ∗∗∗p < 0.01

Conclusion and Discussion

This study uses economic experiments to examine the impact of an increase in the discount

factor on cooperation under relational contracts. While there are a number of studies asking

similar questions within the context of simple repeated games, the insights gathered from

these studies may not generalize to relational contracts. According to relational contract the-

ory, there is no direct mechanism through which the discount factor influences cooperation.

Instead, a larger discount factor should theoretically expand the set of contracts that satisfy

important constraints such as the participation and self-enforcement constraints. Hence,
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the theoretical impact of a larger discount factor largely operates through contract design.

The experiment data confirms the indirect effect as an increase in the discount factor has

no appreciable direct impact on performance but unambiguously increases the number of

contracts that obey constraints.

The second question then is how important is it for contracts to be obey all constraints?

To my knowledge, no study has compared the performance outcomes of contracts that si-

multaneously obey all incentive constraints versus those that violate at least one constraint.

I find that, at an aggregate level, contracts that satisfy all constraints robustly decrease both

contract rejection and seller shirking. However, when examining more refined partitions of

the data, a surprising insight is that contracts that obey constraints do not seem to matter

when trading partners have already established cooperation. These self-enforcing contracts

seem to matter most for initial partner matches, or in some cases, for parties trying to re-

establish cooperation. For trading partners who are already in a cooperative relationship, it

appears that promised share of surplus is the most robust driver of performance.

The practical implications of these results are that, if economists or development agencies

would like to facilitate contract adoption in practice, it is important as a first step to ensure

that contracts satisfy important incentive compatibility conditions, particularly when there

is no history of cooperation. Moreover, after cooperation is established, it is important to

ensure that agents are promised a non-trivial share of the relationship-specific rents to ensure

continued cooperation. This of course is predicated on the assumption that the contracting

environment is sufficiently stable so that trading partners adequately value of the future.

A qualification of the study is that it is only a first step in understanding the important

factors that may shape contractual adoption and performance in relational contracting en-
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vironments. Thus, while it can shed light on the primary and perhaps necessary ingredients

for facilitating cooperation, future applied studies or program evaluations might focus on

specific industries to identify situation specific determinants that can be stacked on top of

the general determinants identified in this study.
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APPENDIX (Meant to be posted online if accepted)

Sample Instructions for the Experiments

A1



A2



A3



A4



Screenshots for the δ = 0.80 Stage-Game

This section contains the screenshots for the δ = 0.80 treatment stage-game. The δ = 0.50

screenshots are not included because they are identical except for the roulette wheel that

determines the probability of continuation.

The screen shots are presented in the same order as the sequence of moves within a

stage-game.

Period starts with buyer offer screen

A5



If buyer chooses “No offer,” and clicks “Update”, this is what s/he sees

After pressing “Continue” on the previous screen, the subjects are shown the following end
of period summary screen

A6



If instead the buyer had clicked “Make Offer,” then the buyer offer screen (after clicking
“Update”) changes to the screen below.

A7



If the buyer offers a relational contract asking for Q=8, P=60 and B=30, then after clicking
“Commit Decision” the buyer is taken to a waiting screen while the seller is shown the
following decision screen for accepting or rejecting the contract.
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If the seller rejects the discretionary contract, then both buyer and seller are taken to the
end of the period screen much like what has already been shown earlier. However, if the
seller accepts the contract, then the seller is taken to another decision screen to choose actual
quality:

A9



If the seller chooses an actual quality of q=8, s/he is taken to a waiting screen. The buyer
then is shown the following bonus decision screen.
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After the buyer choose the actual bonus to pay, both the buyer and seller are shown their
realized profits for the period. After that, both the buyer and seller see the following screen
that determines their probability of trading with each other again the next period. A key
point to note is that, as a practical matter, the realized draw of the continuation probability
was simultaneously applied to all pairs of buyers and sellers in a session to facilitate orderly
rematching when supergames terminate. In other words, either all pairs in the room contin-
ued or terminated in the same period. This made it easy to implement stranger matching.
Nonetheless, to ensure saliency of the continuation probability, we forced each subject to
press the “Reveal Draw” button to show them the realized draw (whether they will be re-
matched with the same partner or a new partner). To speed up the experiment, they were
given a maximum of 15 seconds to press the button. After 15 seconds, the next period
begins and the buyer offer screen appears. The experimenter announced to subjects whether
they are rematched with the same person or matched with a new person. Moreover, the
top left side of the decision screens for both the buyer and seller remind them how many
periods they have been trading with the same partner. Thus, even if some subjects forgot to
press the “Reveal Draw” button, subjects were still informed of the realized draw because
we implemented multiple layers of prompts to ensure that subjects knew the draw.
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