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Abstract: The expansion of the Panama Canal, completed in 2016, approximately doubled its
capacity. The expansion should have direct and indirect effects on United States soybean
transportation, because grain and oilseed exports dominate the East to West dry bulk traffic
through the canal. In this paper, I examine how the Panama Canal expansion might change soybean
flows from North Dakota. North Dakota is situated on the “economic divide” between shipments
west to Portland and shipments south down the Mississippi River. I specify a spatial-temporal
partial equilibrium model of soybean flows from North Dakota producing regions and calibrate
this model to 2010-2016 data using positive mathematical programming. With Monte Carlo
methods, I simulate prices and transportation costs to conduct sensitivity analysis of the calibrated
model. I solve for soybean shipments from North Dakota regions before and after benefits of the
Panama Canal expansion are realized. Results show that after the Panama Canal expansion more
than two million bushels (1.5 percent) fewer North Dakota soybeans will be exported through
Portland, Oregon. These soybeans will travel South instead, and are sourced from North Dakota
regions close to Minneapolis, Minnesota. We can expect approximately five to six more unit-train
shipments to Minneapolis during the first three months of the soybean marketing year.
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The Panama Canal expansion, a $5.5-billion infrastructure project, has doubled the capacity of the
canal. A third channel allows more ships through. Locks on that third channel accommodate larger
vessels, ships with carrying capacity of 120,000 deadweight tons versus ships with capacity of
52,500 deadweight tons.
The growing Chinese demand for U.S. grain and oilseeds can be satisfied by two shipping
routes to Asia: the U.S. Pacific Northwest-Asia route and the Gulf of Mexico-Panama Canal-Asia
route. The Panama Canal expansion is not a comprehensive change in the transportation system or
a shift in world soybean supply. Rather, it is an improvement expected to lower ocean shipping
costs along a specific transportation route. Improvements along this one soybean export route
should alter regional transportation flows within the United States. In this study, I consider how
the Panama Canal expansion changes North Dakota soybean shipping patterns.
Among U.S. states, North Dakota is the largest net exporter of soybeans. More important,
it is on the economic divide where soybeans may be exported to Asia via Pacific Northwest ports
or via Gulf of Mexico ports. The term “economic divide” refers to the notion that in North Dakota
soybeans are being sent in two different directions towards the same final destination. The Pacific
Northwest and the Panama Canal are both along main maritime shipping lanes and North Dakota
is positioned such that both the Pacific Northwest-Asia route and the Gulf-Panama Canal-Asia
route is utilized in the soybean trade.
I focus on flows from the four crop reporting districts that produce soybeans in North
Dakota to three main transshipment regions; the Pacific Northwest, Minnesota-Wisconsin, and
Midland.1 The primary research questions are: will the Panama Canal expansion divert soybean
shipments from the Pacific Northwest? What quantity can we expect to be diverted? And, during
what time of year will the diversions occur?
The expansion is a large change in transportation infrastructure. Many studies have focused
on changes in container shipping patterns (Rodrigue 2010; Kim, Anderson, and Wilson 2014;
Justice et al. 2016; Liu, Wilson, and Luo 2016). A theme of these studies is that the Panama Canal
competes with the U.S. intermodal transportation system. The Panama Canal expansion is

1

The Pacific Northwest is Oregon, Washington, and Idaho. Midland includes Iowa, Missouri, Arkansas, Louisiana,
South Dakota, Nebraska, Kansas, Oklahoma, Texas, Montana, Wyoming, Colorado, New Mexico, Arizona, Nevada
and California.
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expected to draw container shipments traveling from Asia to the U.S. East Coast towards an allwater route to the East Coast. The premise of this paper is similar, but for agricultural trade and in
the other direction, from the United States to Asia. Few articles have considered the effects on
transportation flows of bulk and agricultural products. Even fewer consider the far-reaching
secondary effects of the Panama Canal expansion on shipping patterns interior to land masses.
North Dakota is interior, to say the least.
In particular, I consider the situation where savings from the Panama Canal are passed
through. Because I use information on monthly soybean flows from North Dakota in addition to
flows between North Dakota origin and destination region pairs, my model can provide insights
into infrastructure constraints that would otherwise be overlooked. This information is
foundational to answer questions about incidence and magnitude of benefits, say to farmers, due
to the Panama Canal expansion.
Additionally, I use my modelling approach to explore the relationship between
transportation flows and storage inventories throughout a marketing year. This was not an
objective of the relevant previous literature, but is critical here. More than 200 million bushels of
North Dakota soybeans are harvested in the span of two months, and rail congestion in North
Dakota has affected agricultural goods in recent years. Therefore, in this context it is important to
assess not only where North Dakota soybeans are shipped, but when.
To analyze the effects of the Panama Canal expansion on North Dakota soybean flows, I
first specify an intertemporal partial equilibrium model. Second, I calibrate the model to historical
data using positive mathematical programming techniques. Third, I determine marginal and joint
distributions of soybean and transportation parameters and generate simulated values for 5000
representative marketing years. Fourth, I solve the calibrated programming model accounting for
the Panama Canal expansion with simulated parameters to find monthly soybean shipments from
North Dakota production regions throughout the marketing year.
If prices in regions affected by the expansion, Minnesota-Wisconsin and Midland, increase
by 2.0 percent, a plausible increase, then 1.5 percent of North Dakota soybeans are diverted from
the Pacific Northwest. This result amounts to five or six additional unit trains traveling from the
Southeast corner of North Dakota to Minnesota-Wisconsin during the first three months of the
soybean marketing year.
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Background
Spatial arbitrage is a common feature in commodities markets, and this paper is about changes in
soybean shipping patterns if there are long-run changes in the relative levels of spatial price
relationships. This section explains how the Panama Canal expansion lowers long-run shipping
costs to Asia, describes why North Dakota is an important region affected by changes in spatial
price relationships, and discusses previous literature.
Panama Canal Expansion
The Panama Canal was originally approved by the United States Congress in 1903 and
construction was completed in 1914. The Panama Canal saves ships from traveling more than
7,500 miles around the tip of South America. Until recently, the largest improvement to the canal
was the addition of Madden Dam in 1935 to improve flood control and navigation along the
shipping channel.2 In 2006 a plan to create a third set of locks was proposed by the Panama Canal
Authority and approved by Panamanians in a vote.
The expanded Panama Canal opened 26 June 2016, featuring an additional channel with
larger locks. The expansion adds a third traffic lane, which can accommodate much larger New
Panamax sized ships. Panamax-size vessels continue to pass through the two original channels of
the Panama Canal.3 Because larger ships and more ships will be able to traverse the canal, the U.S.
Department of Transportation (2013) estimates the Panama Canal’s cargo volume capacity
doubled with the expansion. Bulk carriers in excess of 52,500 deadweight tonnage frequently
travel between the Pacific Northwest and Asia. Now carriers accommodating up to 120,000
deadweight tons are also able to travel from the Gulf of Mexico to Asia. During the first year of
operation, 1,738 New Panamax vessels transited the expanded canal alongside continued operation
of the original locks (Panama Canal Authority).
Reduced transit time and lower per-unit cargo costs due to increased vessel size offer the
potential for significant decreases in transportation costs for cargo travelling through the canal. An
2

In 1977 the United States began to transfer control of the canal to Panama. Panama has fully managed the canal
since 1999.
3
These are widely used shipping terms labeling different classes of vessels that fall within specific dimensions.
“Panamax” describes mid-sized cargo ships that can pass through original Panama Canal locks. “New Panamax” or
“Neopanamax” refers to ships built to pass through the new locks. These vessels cannot always be fully laden. Prior
to the dredging and raising of the Gatun Lake water level as part of the Panama Canal expansion, Panamax vessels
have been subject to additional draft restrictions in times of limited fresh water availability.
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important trade route affected by the expansion is the U.S. East Coast – Panama Canal – Asia
Route. A widely cited study by the Boston Consulting Group and C.H. Robinson states that without
the Panama Canal Expansion East Coast ports were expected to have a 40 percent share of East
Asia to United States container traffic; with the expansion they are expected to have a 50 percent
share (Bratton et al., 2015). Many U.S. Gulf of Mexico and East Coast container ports have begun
improvements to capture New Panamax traffic. Dry bulk ports in the Gulf of Mexico have also
been anticipating more traffic due to the expansion. For example, the Port of New Orleans is
investing in new rail facilities and its plans to dredge the lower Mississippi have been approved.
The benefits of the Panama Canal expansion have not yet been fully realized because it takes time
to complete these additional infrastructure improvements.
Dry bulk cargo will especially benefit from the expansion because it is high volume and
often shipped for long distances. More tons of dry bulk are shipped through the canal than any
other type of cargo (Panama Canal Authority). According to the Department of Transportation
(2013), dry bulk cargos through the Panama Canal are usually westbound and dominated by U.S.
grain exports. Grains have historically been a large component of Panama Canal traffic: in 2014,
grains were 32.7 percent of tonnage of the Atlantic to Pacific canal traffic (Panama Canal
Authority). Simulations by Informa Economics (2011) for U.S. soybean stakeholders estimate that
soybean ocean transportation costs could decrease by 13 percent, or 35 cents per bushel. This
suggests a substantial reduction in costs for all grain and oilseeds shipped via the Gulf to Asia.
North Dakota
Asian demand for soybeans, especially Chinese demand, is increasing. Within soybean production
regions, factors such as transportation networks and prices in intermediate export markets
influence the profitability of shipping to one destination versus another destination. In North
Dakota, it is usually more profitable to market soybeans to the Pacific Northwest, but some
soybeans are marketed to Minnesota-Wisconsin where soybeans can be transferred to a Mississippi
River barge to New Orleans. Inherent geographic tension exists because North Dakota is far inland
and near the edge of feasible economic distance for both export routes.
North Dakota has significantly increased soybean production in recent years. In 2006, the
state produced 121,905,000 bushels; by 2016, production has more than doubled to 249,000,000
bushels (USDA National Agricultural Statistics Service). Because very little processing takes
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place in North Dakota, it is the largest net exporter of soybeans within the United States. The
Panama Canal expansion makes the Gulf of Mexico – Panama Canal – Asia shipping route less
expensive, which could divert North Dakota soybeans from the Pacific Northwest to MinnesotaWisconsin. I evaluate the magnitude of the diversion and the timing of shipments throughout the
marketing year.
Literature
Most literature about the Panama Canal expansion focuses on container shipping, but my work
contributes to the short list of research on how the Panama Canal expansion influences agricultural
shipments. Although there are no other papers using a partial equilibrium framework to model
regional changes in agricultural flows, there are a few papers using a general equilibrium approach
to investigate changes in global agricultural trade flows. Vorotnikov and Devedoss (2016)
investigate the effect of the Panama Canal Expansion on dairy exports from U.S. regions using a
spatial equilibrium model. Costa and Rosson (2012) study how the Panama Canal expansion could
affect cotton trade flows also using a spatial-temporal equilibrium model. These papers show that
expansion causes substantial changes in dairy and cotton global trade flows. Given that expansion
is of significant interest to agricultural stakeholders, my work contributes to the important
discussion about the expansion’s impact on agricultural markets.
My work also contributes to the existing literature concerning commodities shipments by
featuring capacity constraints directly within the objective function of my model. Regarding grain
and oilseed markets, Fellin et al. (2011) use a spatial-temporal general equilibrium model of grain
markets to estimate the costs of a catastrophic event on the upper Mississippi. Their model is
similar to the model in Costa and Rosson (2012) and accounts for railroad capacities by manually
adjusting programming constraints and shipping costs.
This paper broadens the scope of simulation analyses of commodities shipments by
including a time dimension. Skadberg et al. (2015) considers spatial arbitrage for a representative
vertically integrated firm in the U.S. soybean market. Skadberg et al. (2015) set up a profitmaximization objective constrained by risk for one time period and simulate using a normal copula
function; they find that spatial arbitrage opportunities vary by origin.
There is no previous literature addressing how the Panama Canal expansion will affect
United States domestic grain and oilseed flows. The studies cited above had goals such as
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determining changes in global trade flows, establishing the value of critical Mississippi locks, and
determining when spatial arbitrage opportunities exist. My aim is different. It is to identify how
the Panama Canal expansion will change regional soybean flows due to changes in arbitrage
opportunities. Therefore, I combine the programming model and Monte Carlo strategies from
previous literature and augment these methods to estimate flows of soybeans from North Dakota
regions.
Empirical Method
A traditional econometric approach to examine the effects of the Panama Canal expansion is not
possible. Minimal data exists on regional transportation flows, not to mention that the Panama
Canal expansion is a non-marginal change in the transportation system. Instead, a mathematical
programming approach is appropriate.
Fortunately, some aggregate data on historical North Dakota grain and oilseed flows are
available from the Upper Great Plains Transportation Institute. Incorporating these data into a
programming model by using positive mathematical programming techniques allows me to use
the limited soybean flow data available. Using aggregate data in this framework informs the model
about constraints in the broader transportation network that are not directly observed. With positive
mathematical programming, these constraints are characterized as implied costs and it is possible
to study non-marginal changes in the system.
After estimation and calibration of the partial equilibrium model, I determine marginal and
joint distributions of soybean prices and transportation cost parameters. Using these distributions,
I simulate 5000 sets of model parameters for one representative marketing year. A set includes
monthly soybean prices in each location and transportation costs between locations for 12 months.
I solve the partial equilibrium model with the simulated parameters to establish a base case before
the Panama Canal expansion.
The Panama Canal expansion does not affect costs of shipping soybeans from Pacific
Northwest ports to Asian ports. Therefore, I account for the Panama Canal expansion by increasing
prices in the Minnesota-Wisconsin and Midland regions, by assuming savings from the Panama
Canal expansion are passed through. I solve the model accounting for the Panama Canal expansion
and test sensitivity of the model to seasonality in benefits of the Panama Canal expansion.
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Data
Programming models have extensive data needs. I assembled data from many sources to
parameterize the model of September 2010 to August 2016 monthly soybean flows that is
presented in the next section. These data are soybean prices in each location, transportation costs
between locations, soybean production, storage costs, and transportation constraint parameters.
The model presented in the next section includes four exporting regions in North Dakota
and three transshipment regions. North Dakota regions are crop reporting districts 3, 5, 6, and 9.
These crop reporting districts shown in Figure 1 have consistently produced soybeans for the last
decade and produce over 80 percent of North Dakota soybeans. The transshipment regions are the
Pacific Northwest, Minnesota-Wisconsin, and Midland. Most North Dakota soybeans are shipped
to the Pacific Northwest and the second most likely destination is Minnesota-Wisconsin. The
transshipment regions each cover a large area and I select the most likely destination within each
transshipment region: Portland, Minneapolis, and Kansas City. Origin and destination locations
are shown in Figure 2.
Figure 1: North Dakota crop reporting districts that produce soybeans
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Figure 2: origin and destination locations

I compiled soybean prices in these cities from USDA agricultural Marketing Service bid
data. Monthly soybean prices in North Dakota districts are cash bid data purchased from GeoGrain.
Production data are from the USDA National Agricultural Statistics Service and I assume that all
North Dakota soybean production occurs in September at the beginning of each marketing year. I
derive rail and truck transportation costs between regions using USDA Grain Transportation
Report data, the BNSF rail mileage calculator, and Google Maps road mileage estimates. I assume
storage costs are $0.05 per bushel per month.4
Calibration data are from annual grain and oilseed marketing and transportation reports
published by the Upper Great Plains Transportation Institute. They report aggregate results from
monthly surveys of elevators. There are two types of data from these reports used to calibrate the
model. The first is crop-year quantities of soybeans shipped from North Dakota Crop reporting

4

$0.05/bu/month is the maximum storage cost allowed in CBOT contracts and a constant parameter in the model.
Paul (1970) discusses cost of commodities storage in public versus private elevators and how storage costs are
competitively determined. I plan to conduct sensitivity analysis accounting for declining storage costs as stocks
diminish. I expect it will affect the optimal timing of shipments by reducing the urgency to ship immediately after
harvest.
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districts to the three transshipment regions.5 The second is the monthly total of all soybean
shipments from North Dakota.
The data described above are compiled at the monthly-crop-reporting-district level because
it is the highest resolution possible given the calibration data. Spatial and temporal aggregation
makes it difficult to identify exactly where the economic divide lies. But even with more detailed
data it is likely the case that the economic divide is indistinct. Elevator managers located close to
each other may make different shipment decisions because they have different access to
transportation or have different inventory levels. Also, if information were available at the
elevator-level or available at higher frequency, it would be difficult to assess opportunity costs
accurately. Having monthly soybean flows from four relatively large regions eliminates concerns
over idiosyncrasies in favor of a broad geographic analysis.
Model and Calibration
In this section, I model North Dakota soybean flows from September 2010 to August 2016.
Average dual values calibrating the 2010 to 2016 model will be used to calibrate a representativeyear model of North Dakota soybean flows. The representative-year model is solved with
parameters simulated via Monte Carlo methods to analyze the effects of the Panama Canal
expansion. The relationship between the linear programming model and the calibrated model of
2010 to 2016 soybean flows provides intuition for why my modelling strategy is an appropriate
method for this type of analysis.
The objective function of the programming model used to calibrate the single-year model
is to maximize industry surplus subject to supply and non-negativity constraints. The objective
establishes the model as a social planner’s problem. Table 1 lists the components of the model and
Equation 1 shows the model in mathematical notation. Choice variables are storage in each
soybean producing crop reporting district, truck shipments between crop reporting districts, and
the variable of interest, which is rail flows to main U.S. soybean demand regions. Parameters are
origin and destination prices, rail and truck transportation costs, storage costs, and regional
soybean production.

5

Crop years are different than soybean marketing years. Crop years in the Upper Great Plains Transportation Institute
data are defined as July to June.
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𝑖
𝑗
𝑘
𝑡
𝑡1 ⊂ 𝑡
𝑡2 ⊂ 𝑡
𝑡3 ⊂ 𝑡
𝑡4 ⊂ 𝑡
𝑡5 ⊂ 𝑡
𝑡𝑚 ⊂ 𝑡
𝑥𝑖𝑗𝑡
𝑦𝑖𝑘𝑡
𝑠𝑖𝑡
𝑝𝑗𝑡
𝑐𝑖𝑗𝑡
𝑔
𝑏i𝑡
𝛾𝑖𝑗

Table 1: components of the programming model used to calibrate representative-year model
Sets
North Dakota crop reporting districts (CRDs)
𝐶𝑅𝐷3, 𝐶𝑅𝐷5, 𝐶𝑅𝐷6, 𝐶𝑅𝐷9
Rail destination locations
𝑚𝑛 − 𝑤𝑖, 𝑚𝑖𝑑𝑙𝑎𝑛𝑑, 𝑝𝑛𝑤
Truck destination locations
𝐶𝑅𝐷3, 𝐶𝑅𝐷5, 𝐶𝑅𝐷6, 𝐶𝑅𝐷9
1,2,3, … ,72
Months from Sep 2010 to Aug 2016
11 to 22
Jul 2011 to Jun 2012, crop year 1 (CY1)
23 to 34
Jul 2012 to Jun 2013, crop year 2 (CY2)
35 to 46
Jul 2013 to Jun 2014, crop year 3 (CY3)
47 to 58
Jul 2014 to Jun 2015, crop year 4 (CY4)
59 to 70
Jul 2015 to Jun 2016, crop year 5 (CY5)
1 to 70
Sep 2010 to Jun 2016
Variables
Rail quantity shipped from 𝑖 to 𝑗 during month 𝑡
Truck quantity shipped from 𝑖 to 𝑘 during month 𝑡
Storage in 𝑖 during month 𝑡
Parameters
Price in location 𝑖 during month 𝑡
Shipping cost between 𝑖 and 𝑗 during month 𝑡
Storage cost
Production in 𝑖 during month 𝑡
Dual Values
Rail crop year origin-destination pair lower bound dual value
Rail crop year origin-destination pair upper bound dual value

𝜆𝑖𝑗
𝜌𝑡
𝜇𝑡

Rail lower bound on total soybeans shipped from North Dakota in month 𝑡 dual value
Rail upper bound on total soybeans shipped from North Dakota in month 𝑡 dual value

Equation 1 shows rail flow variables between North Dakota districts and demand
destinations are constrained by two types of aggregate measures. First, total rail shipments from
all North Dakota districts each month must match historical flow levels. Second, the total quantity
of soybeans shipped between each North Dakota district and each destination region over each
crop year must fall within historical ranges. There are no constraints on individual choice variables.
In addition to rail shipments to destinations outside North Dakota, I include the possibility
for truck shipments within North Dakota. The benefit of this inclusion is to ensure that the
constraints of the programming model are consistent with each other. Moreover, this possibility
realistically portrays transportation mode decisions of North Dakota soybean shipments. An
analysis of 2012 Census Bureau Commodity Flow Survey data shows that in North Dakota trucks
are the preferred form of commodities transportation when distances are less than 250-300 miles.6
Over distances greater than 300 miles, rail is presumably cheaper.
(1)
6

max ∑ ∑ ∑[𝑝𝑗𝑡 − 𝑝𝑖𝑡 − 𝑐𝑖𝑗𝑡 ]𝑥𝑖𝑗𝑡 + ∑ ∑ ∑[𝑝𝑖𝑡 − 𝑝𝑘𝑡 − 𝑐𝑖𝑘𝑡 ] 𝑦𝑖𝑘𝑡 − ∑ ∑ 𝑔𝑠𝑖𝑡
𝑥𝑦𝑠

𝑖

𝑗

𝑡

𝑖

𝑘

𝑡

𝑖

𝑡

Commodity Flow Survey microdata is shipment-level data including all modes of transport. In the case of soybean
shipments originating in North Dakota, the businesses surveyed were most likely elevators.
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subject to
𝑠𝑖𝑡 − 𝑠𝑖 𝑡−1 = 𝑏i𝑡 + ∑ 𝑦𝑖𝑘𝑡 − ∑ 𝑦𝑖𝑘𝑡 − ∑ 𝑥𝑖𝑗𝑡
𝑖

𝑘

𝑗

𝑥𝑖𝑗𝑡 , 𝑦𝑖𝑘𝑡 , 𝑠𝑖𝑡 ≥ 0
Calibration Constraints
𝐶𝑌1𝑚𝑖𝑛𝑖𝑗 ≤ ∑ 𝑥𝑖𝑗𝑡 ≤ 𝐶𝑌1𝑚𝑎𝑥𝑖𝑗
𝑡1

𝐶𝑌2𝑚𝑖𝑛𝑖𝑗 ≤ ∑ 𝑥𝑖𝑗𝑡 ≤ 𝐶𝑌2𝑚𝑎𝑥𝑖𝑗
𝑡2

𝐶𝑌3𝑚𝑖𝑛𝑖𝑗 ≤ ∑ 𝑥𝑖𝑗𝑡 ≤ 𝐶𝑌3𝑚𝑎𝑥𝑖𝑗
𝑡3

𝐶𝑌4𝑚𝑖𝑛𝑖𝑗 ≤ ∑ 𝑥𝑖𝑗𝑡 ≤ 𝐶𝑌4𝑚𝑎𝑥𝑖𝑗
𝑡4

𝐶𝑌5𝑚𝑖𝑛𝑖𝑗 ≤ ∑ 𝑥𝑖𝑗𝑡 ≤ 𝐶𝑌5𝑚𝑎𝑥𝑖𝑗
𝑡5

𝑡𝑜𝑡𝑠ℎ𝑖𝑝𝑝𝑒𝑑𝑚𝑖𝑛𝑡 ≤ ∑ ∑ 𝑥𝑖𝑗 ≤ 𝑡𝑜𝑡𝑠ℎ𝑖𝑝𝑝𝑒𝑑𝑚𝑎𝑥𝑡
𝑖

𝑗

Dual variables
Lower bound
1
𝛾𝑖𝑗
≤0
Upper bound
𝜆1𝑖𝑗 ≥ 0
Lower bound
2
𝛾𝑖𝑗
≤0
Upper bound
𝜆2𝑖𝑗 ≥ 0
Lower bound
3
𝛾𝑖𝑗
≤0
Upper bound
𝜆3𝑖𝑗 ≥ 0
Lower bound
4
𝛾𝑖𝑗
≤0
Upper bound
𝜆4𝑖𝑗 ≥ 0
Lower bound
5
𝛾𝑖𝑗
≤0
Upper bound
𝜆5𝑖𝑗 ≥ 0
Lower bound
𝜌𝑡 ≤ 0
Upper bound
𝜇𝑡 ≥ 0

A well-known feature of linear programming models like the one in Equation 1 is that
corner solutions are common and results will often over-specialize in a few routes. Solving the
linear spatial-temporal programming model in General Algebraic Modelling System (GAMS) and
obtaining solutions at constraint boundaries enables me to find the dual values on the rail
transportation constraints.
I use dual values from the GAMS solution to the Equation 1 model in a positive
mathematical programming framework. This method was introduced by Howitt (1995). I follow
standard procedures with straightforward modifications to apply the technique to the transportation
data available. A main difference is calibration is limited to a subset of choice variables. Truck
flows and soybean storage variables are not calibrated. Of the variables that are calibrated, rail
flows, they are calibrated cumulatively rather than individually. The implication of these changes
is that we should still expect extreme solutions for non-calibrated variables and for individual rail
flow variables. For example, rail shipments between North Dakota district 3 and Midland must fall
within historical ranges over the course of a year, but all shipments to Midland could take place in
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a single month. Yet due to calibration of aggregate rail flows, results will still provide insights into
the seasonality and magnitude of total soybean shipments from North Dakota.
max ∑ ∑ ∑[𝑝𝑗𝑡 − 𝑝𝑖𝑡 − 𝑐𝑖𝑗𝑡 ]𝑥𝑖𝑗𝑡 + ∑ ∑ ∑[𝑝𝑖𝑡 − 𝑝𝑘𝑡 − 𝑐𝑖𝑘𝑡 ]𝑦𝑖𝑘𝑡 − ∑ ∑ 𝑔𝑠𝑖𝑡
𝑥𝑦𝑠

𝑖

𝑗

𝑡

𝑖

𝑘

𝑡

𝑖

𝑡

2

𝜆1𝑖𝑗
− ∑∑[
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌1𝑚𝑎𝑥𝑖𝑗
𝑖

+

𝑗

1
∑ ∑ [−2𝛾𝑖𝑗
𝑖

𝑗

𝑡1

2

𝛾𝑖𝑗1
+
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌1𝑚𝑖𝑛𝑖𝑗
𝑡1
2

𝜆2𝑖𝑗
− ∑∑[
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌2𝑚𝑎𝑥𝑖𝑗
𝑖

𝑗

𝑡2

2

𝛾𝑖𝑗2
+ ∑ ∑ [−2𝛾𝑖𝑗2 +
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌2𝑚𝑖𝑛𝑖𝑗
𝑖

𝑗

𝑡2
2

𝜆3𝑖𝑗
− ∑∑[
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌3𝑚𝑎𝑥𝑖𝑗
𝑖

𝑗

𝑡3

2

𝛾𝑖𝑗3
+ ∑ ∑ [−2𝛾𝑖𝑗3 +
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌3𝑚𝑖𝑛𝑖𝑗
𝑖

𝑗

𝑡3
2

𝜆4𝑖𝑗
− ∑∑[
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌4𝑚𝑎𝑥𝑖𝑗

(2)

𝑖

𝑗

𝑡4

2

𝛾𝑖𝑗4
+ ∑ ∑ [−2𝛾𝑖𝑗4 +
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌4𝑚𝑖𝑛𝑖𝑗
𝑖

𝑗

𝑡4
2

𝜆5𝑖𝑗
− ∑∑[
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌5𝑚𝑎𝑥𝑖𝑗
𝑖

𝑗

𝑡5

2

𝛾𝑖𝑗5
+ ∑ ∑ [−2𝛾𝑖𝑗5 +
(∑ 𝑥𝑖𝑗𝑡 ) ]
2𝐶𝑌5𝑚𝑖𝑛𝑖𝑗
𝑖

𝑗

𝑡5

2

𝜌𝑡
− ∑[
(∑ ∑ 𝑥𝑖𝑗𝑡 ) ]
𝑡𝑜𝑡𝑠ℎ𝑖𝑝𝑝𝑒𝑑𝑚𝑎𝑥𝑡
𝑡𝑚

𝑖

𝑗

2

𝜇𝑡
+ ∑ [−2𝜇𝑡 +
(∑ ∑ 𝑥𝑖𝑗𝑡 ) ]
𝑡𝑜𝑡𝑠ℎ𝑖𝑝𝑝𝑒𝑑𝑚𝑖𝑛𝑡
𝑡𝑚

𝑖

𝑗

subject to
𝑠𝑖𝑡 − 𝑠𝑖 𝑡−1 = 𝑏i𝑡 + ∑ 𝑦𝑖𝑘𝑡 − ∑ 𝑦𝑖𝑘𝑡 − ∑ 𝑥𝑖𝑗𝑡
𝑖

𝑘

𝑗

𝑥𝑖𝑗𝑡 , 𝑦𝑖𝑘𝑡 , 𝑠𝑖𝑡 ≥ 0

Equation 2 shows the objective function of the calibrated programming model for North
Dakota soybean shipments from 2010 to 2016. The first line of the objective function is the same
as the linear model in Equation 1. However, the calibrated model includes non-linear penalties for
deviating from observed soybean flows. Solutions to the linear model in Equation 1 and the
positive mathematical programming model in Equation 2 are approximately the same.
Following from the discussion on positive mathematical programming penalties in Paris,
Drogue, and Anania (2011), penalties for deviating from observed soybean flows can be thought
of as cost adjustments. Consider flows between North Dakota crop reporting district 3 and the
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Pacific Northwest during crop year 1. The sum of all shipments between this origin-destination
pair for each month, July 2011 to June 2012, must fall within the observed range. But as I have
noted, solutions to linear programming models tend to extremes. Almost all North Dakota
soybeans go to the Pacific Northwest. So the upper bound is binding with 𝜆1𝐶𝑅𝐷3,𝑃𝑁𝑊 > 0 and
1
𝛾𝐶𝑅𝐷3,𝑃𝑁𝑊
= 0. Yet the lower bound for shipments between crop reporting district 3 and
1
Minnesota-Wisconsin for the same crop year is binding in the linear model, i.e. 𝛾𝐶𝑅𝐷3,𝑀𝑁−𝑊𝐼
< 0.

Therefore, in Equation 2, the net benefit of shipping the next unit of soybeans from district 3 to
the Pacific Northwest is less than the net benefit of shipping to Minnesota-Wisconsin near the
optimum. Essentially, positive mathematical programming adjusts the relative costs of shipping
from North Dakota regions to transshipment regions as soybean flows increase and decrease along
each route.
Similarly, penalties on the total amount shipped from North Dakota each month can be
regarded as cost adjustments accounting for limitations on how much can be shipped within any
time period. Without adjustments on the monthly costs of shipping, all North Dakota soybeans
would be shipped in September immediately after harvest to avoid storage costs. Because soybeans
are observed to be shipped in all months, some constraints on transportation must be present, but
they are not known directly. Cost adjustments help account for loading rates and equipment
availability at the origins and destinations. It accounts for the fact that shipping in October is
different from shipping in June.
Essentially, the positive mathematical programming partial equilibrium model is a model
of regional soybean flows nested implicitly into a model of the world soybean market. North
Dakota soybeans are shipped to three main destinations. The Pacific Northwest, MinnesotaWisconsin, and Midland regions are what link the North Dakota market to the world market.
Anything that occurs in the world market will affect regional transportation flows through the
transshipment regions. An increase in Chinese demand for soybeans, for example, increases
demand for soybeans at all three destinations. In contrast, the Panama Canal expansion has a
disproportionate influence on the Minnesota-Wisconsin and Midland soybean markets.
The circumstances above are what establish positive mathematical programming as the
correct technique to evaluate how the Panama Canal expansion may change North Dakota soybean
flows, and to generally evaluate non-trivial changes in transportation systems. In this context,
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penalties approximate increasing marginal costs that occur when constraints (capacity, equipment,
etc.) are present. If relative costs among routes are key in determining changes in flows, positive
mathematical programming in a partial equilibrium model is useful.
This approach would not be appropriate if the exogenous change is such that the soybean
flows rely heavily on the supply elasticity of soybeans. This could be the case for an infrastructure
improvement that, say, doubled the price of soybeans in Minnesota-Wisconsin and Midland.
Calibrating a regional transportation system using positive mathematical programming may also
be an inappropriate model for another region effected by the expansion, Missouri. Suppose instead
that I had detailed soybean shipment information for Missouri, located much further down the
Mississippi River. All Missouri soybeans that are exported are surely exported via Gulf ports. In
this case a change in flows due to the Panama Canal expansion would not be due to diversions
from different export regions, but rather it would be due to the change in supply of soybeans in the
region.
Simulation
I solve the calibrated model with simulated parameters because using average 2010 to 2016 prices
in a single-year model would not accurately depict relationships essential to addressing the
research questions. Parameters may have non-linear relationships with each other, and a set of
averages would not adequately capture the co-movement of these prices over time. Also, at any
time, spatial price relationships must be sensible given the economic context. It is more appropriate
to consider parameters as a set of prices with relationships that we can reasonably anticipate.
To establish the base case of North Dakota soybean shipments, i.e. to consider possible
parameter sets if the Panama Canal had not been expanded, I simulate monthly soybean prices,
fuel prices, and rail indices, for a marketing year based on 2010 to 2016 data used in the previous
section. There are nine time series: soybean prices in seven locations, and diesel fuel prices and
rail indices for a marketing year. These prices have strong spatial and temporal correlations.
Therefore, I use an augmented copula strategy to simulate data for 5000 representative soybean
marketing years.
Most literature on copulas have focused on cross-sectional dependence, but in finance there
are some copula models of multivariate time series (Patton 2006; Patton 2012; Smith 2015). And
some in hydrology (Cong and Brady 2012; Villarini et al. 2014; Serenaldi and Kilsby 2017). These
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rely on the separability hypothesis - the assumption that correlation over time and over space are
independent of each other. Here, I simulate monthly data for a marketing year, but with a higher
number of spatially related parameters and low-resolution data compared to these previous papers.
My simulation procedure, although more complex, is similar and based on the same logic.
Generally, to simulate a time series of two related daily prices, I would start by empirically
determining the joint distribution of the prices and the marginal distribution of each price. Then I
would simulate the first observation using a copula accounting for cross-sectional dependence
between prices. Next, I would model each series as an AR(1) process, for example, and fit a copula
function to the errors. The copula is used to simulate time-independent errors for both prices. I
feed these errors into the AR(1) model of each price. Equation 3 shows an example of two prices,
𝑤 and 𝑦, modeled by AR(1) processes. The green horizontal rectangles demonstrate how this
procedure accounts for serial dependence. The red vertical rectangle shows how a copula function
accounts for cross-sectional dependence. This technique will yield simulations that exhibit both
serial and cross-sectional dependence of the original data, assuming dependence does not change
over time.
(3)

𝑤𝑡 = 𝑐 𝑤 + 𝛽 𝑤 𝑤𝑡−1 + 𝛿𝑡
𝑦𝑡 = 𝑐 𝑦 + 𝛽 𝑦 𝑦𝑡−1 + 𝜖𝑡
For my model, I need to simulate nine monthly averages and do not have high frequency

data for every series in the set. Therefore, correct specification of all nine time-series models is
difficult. Use of the previous method with residuals from misspecified models results in time series
that diverge from their expected cross-sectional relationships. Instead, I make an additional
assumption: if cross-sectional relationships hold and the time-series relationship for one price
holds, then the time-series relationship for all prices are maintained. This strategy is displayed in
Equation (4). A main difference is that, in addition to the copula accounting for cross-sectional
dependence, an error term 𝜖𝑡 must also be simulated. The error term is time independent, but
necessary to capture the stochastic nature of prices throughout time. Accounting for two types of
simulated data in each time period adds extra steps into the simulation procedure.
(4)

𝑤𝑡 = 𝑐 𝑤 + 𝛽 𝑤 𝑤𝑡−1 + 𝛿𝑡
𝑦𝑡 = 𝑐 𝑦 + 𝛽 𝑦 𝑦𝑡−1 + 𝜖𝑡

The simulation approach for a single marketing year is summarized as:
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1. I find the marginal distributions of soybean prices and transportation values. And I find the
cross-sectional dependence structure between them using a vine copula.
A vine copula is necessary to characterize the dependence structure between soybean and
transportation prices because standard copulas, such as a Gaussian copula, assume the same
dependence structure between pairs of variables and are inflexible in high dimensions. Vine
copulas allow for asymmetric dependence between variables and is appropriate here. I expect the
price of soybeans in Portland to influence the price in North Dakota crop reporting district 5, but
I do not expect price in North Dakota crop reporting district 5 to have a large influence on Portland
soybean prices.
2. Using the dependence structure from the previous step, I simulate 1000 cross-sectional
[0,1] uniform observations of soybean prices, fuel, and rail index parameters. And I
transform these using their estimated marginal distributions.
3. Next, I model Portland soybean prices as an ARIMA(1,1,1) process. I find the marginal
distribution of the first differences. For the errors, I find the marginal distribution and
dependence structure for a series of 13 months. This information is used to construct the
temporal innovations of simulated data.
Cross-sectional observations are selected based on Portland soybean prices because I expect an
asymmetric relationship between Portland prices and prices elsewhere. I.e. Portland prices are near
the root node of the cross-sectional vine copula. Furthermore, the Pacific Northwest is an important
demand region within this partial equilibrium framework. North Dakota districts are supply
regions and North Dakota soybean production is not a sufficiently large enough proportion of the
North American soybean market such that a North Dakota supply response would be evident in
prices.
4. I simulate one first difference and thirteen errors of the Portland soybean price
ARIMA(1,1,1) process and transform these to their estimated marginal distributions.
5. September values are taken to be the first observation in the set of 1000 cross-sectional
simulated values. September prices are depicted in Equation 5. The red rectangle denotes
cross sectional dependence is accounted for via the vine copula.
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𝑤1
𝑦1
𝑧1

(5)

I forecast October values by employing the simulated first difference and the first two
simulated errors in the ARIMA(1,1,1) model of Portland soybean prices. I select the crosssectional observation with the smallest squared error compared to the forecasted Portland
soybean price as the set of October prices. Equation 6 depicts how the October observation
is selected from the larger set, based on 𝑦̂2 , the predicted October price of soybeans in
Portland.

(6)

𝑤2
=
𝑦2 ≈ 𝑦̂2 =
𝑧2
=

𝑊(∙) + 𝛿2
𝑦1 + 𝛽 𝑓𝑑1 + 𝛽 𝑟𝑒𝑠 𝜖1 + 𝜖2
𝑍(∙) + 𝛾2
𝑓𝑑

6. November through August prices are chosen in a similar manner, shown in Equation 7. I
forecast Portland soybean prices based on the previous first difference, the previous
residual, and the current period simulated residual. The observation with the smallest
squared error when compared to the forecasted Portland soybean price is the next month
cross-sectional observation.

(7)

𝑤𝑡
=
𝑦𝑡 ≈ 𝑦̂𝑡 =
𝑧𝑡
=

𝑊(∙) + 𝛿𝑡
𝑦𝑡−1 + 𝛽 𝑓𝑑𝑡−1 + 𝛽 𝑟𝑒𝑠 𝜖1 + 𝜖𝑡
𝑍(∙) + 𝛾𝑡
𝑓𝑑

I repeat this process 5000 times and simulate soybean and transportation prices for 5000 marketing
years.
On average, simulated parameters are representative of the soybean and transportation data
used to calibrate the programming model. Frequencies of spatial arbitrage violations in the
simulated data, which are shown in Table 2, are stable throughout the marketing year. A spatial
arbitrage violation is where the price of soybeans at a rail destination region is lower than the price
in any North Dakota district. If the price in North Dakota is well above destination prices, then it
may be profitable to ship soybeans into North Dakota. However, little processing takes place in
North Dakota and data do not show soybean flows into North Dakota.
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Table 2: frequency of spatial arbitrage violations

Destination
Portland
Minneapolis
Kansas City
Portland
Minneapolis
Kansas City

How often is this below a North Dakota price?
Original data
0.00%
0.00%
0.14 %
Simulations
0.27%
8.92%
3.51%

Figures 3 and 4 show the correlation between first differences in the original data and the
simulated data. Although Pacific Northwest soybean prices move stochastically, we can conclude
that the set of simulated prices moves together as in the 2010 to 2016 data.
Figure 3: first differences in 2010 to 2016 data
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Figure 4: first differences in simulated data

Results
To account for the Panama Canal expansion, which reduces shipping time and cost
disproportionately across export routes, I increase soybean prices in Midland and MinnesotaWisconsin. Pacific Northwest prices do not change. Consider the market for U.S. soybeans in
China. Main export locations are the Gulf of Mexico and the Pacific Northwest. Soybean bids are
typically lower at Gulf of Mexico ports, simply because ocean shipping costs are also higher from
the Gulf. The Panama Canal expansion lowers the cost of sourcing soybeans from the Gulf. Figure
5 is a stylized example of the market for U.S. soybeans in Asia. The Panama Canal expansion
lowers costs of obtaining soybeans from Gulf regions. Therefore, more soybeans will be sourced
from the Gulf relative to the Pacific Northwest. Assuming savings from the expansion are passed
through, demand increases in regions that export via the Gulf.7

7

Pascali (2017) provides an example of this. He shows that the introduction of steamships in the 19th century changed
shipping costs disproportionately across routes, and had a major impact on trade patterns. Another historical example
is the closing of the Suez Canal in 1967 to 1975. Feyrer (2009) finds the closure had heterogenous impacts on trade
between country pairs.
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Figure 5: increased demand for U.S. soybeans exported from the Gulf of Mexico

The likely soybean price increase in Midland and Minnesota-Wisconsin ranges from 0.5
percent to 4 percent. On average, this amounts to a price increase ranging from 6 to 50 cents per
bushel. The range is validated by a report from Informa Economics, predicting that using New
Panamax bulk vessels between U.S. Gulf ports and Northeast Asia could result in a 13 percent
reduction in ocean transportation costs, or about 35 cents per bushel of soybeans.
A price differential of 0.5 to 4.0 percent is also reasonable given historical context. In
January 1980 U.S. President Carter halted agricultural sales to the Soviet Union in response to
their invasion of Afghanistan. All corn, wheat, and soybean shipments were abruptly stopped. The
effects were disproportionate across locations. Comparing the weeks prior to the weeks after, St.
Louis spot prices declined by 5.5 percent, the Toledo spot prices declined 2.5 percent, and prices
in Indianapolis declined by 8.4 percent. The change in price relationships persisted throughout the
summer of 1980 (Kansas City Grain Market Review, various issues 1979 –1980). The abrupt halt
of shipments to a major importer of U.S. soybeans seems to have changed spatial price
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relationships within the United States at roughly the same magnitude as is considered in this
analysis of the Panama Canal expansion.
After the benefit of the Panama Canal expansion is realized, prices in Midland and
Minnesota-Wisconsin should increase relative to Pacific Northwest soybean prices and less of the
North Dakota soybean crop should be shipped to the Pacific Northwest. Figure 6 shows the annual
crop-year proportions of soybeans shipped from each North Dakota destination to each
transshipment region over the soybean crop year. The effect of the Panama Canal expansion
primarily occurs in North Dakota crop reporting district 9, which is the closest district to
Minneapolis. The Panama Canal expansion causes no change in soybean shipping patterns in crop
reporting district 5. These results are a consequence of the fact that North Dakota is near the
economic divide of whether soybeans are shipped to the Pacific Northwest or southeast towards
the U.S. Gulf. As soybean prices increase in regions benefiting from the Panama Canal expansion,
the economic divide should move westward.
Figure 6: changes in proportions of soybeans sent from North Dakota crop reporting districts (CRDs) to transshipment regions
as price increases in Minnesota-Wisconsin and Midland due to the Panama Canal expansion

Figure 7 presents results when the price increase due to the Panama Canal expansion is 2
percent, or an average of 25 cents per bushel. Though most North Dakota soybeans are still shipped
to the Pacific Northwest, the results are that on average 1.5 percent fewer North Dakota soybeans
are exported through Portland. Based on North Dakota soybean production for the last 5 years, 1.5
percent amounts to more than 2 million bushels diverted to Minnesota-Wisconsin and Midland.
This roughly amounts to the quantity of soybeans needed to fill one Panamax vessel.
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Figure 7: proportion of North Dakota soybeans sent to each destination if the benefit of the Panama Canal Expansion (PCE) is a
two percent increase in Minnesota-Wisconsin and Midland prices
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Shipping Seasonality
In addition to the spatial arbitrage results of the Panama Canal expansion, my modelling strategy
provides insight into the timing of soybean shipments. Most likely, the additional shipments from
North Dakota district 9 to Midland or Minnesota-Wisconsin will take place right after harvest,
from September to December. However, the Mississippi River, which begins near the Twin Cities
in Minnesota, is a primary component of the U.S. grain and oilseed transport system and is prone
to seasonal closures. The freezing of the river may affect the magnitude of diversions from the
Pacific Northwest and the timing of additional shipments to Minnesota-Wisconsin.
Freezing along the upper Mississippi implies that if North Dakota soybeans are shipped to
Minnesota-Wisconsin, the soybeans would need to be stored there until springtime. Winter storage
costs diminish the net benefit of higher prices due to the expansion, since over-wintered soybeans
need to be stored, whether in North Dakota or in Minnesota-Wisconsin. However, it may be that
soybeans produced near Mississippi River ports are shipped immediately, and during the winter
soybeans from North Dakota are shipped to Minnesota-Wisconsin as staging for barge shipment
as soon as winter ends. Eliminating benefits of expansion from winter months is an extreme case,
which bounds deviations from the previously presented results.
I restrict the price increase due to the expansion to only occur in non-winter months in
Minnesota-Wisconsin, such that there is no benefit to expansion in December, January, and
February in Minnesota-Wisconsin. According to the model, additional shipments to MinnesotaWisconsin take place in fall months rather than December or January. This effect is primarily
observed in shipments from crop reporting district 9 and these results are shown in Figure 8. If the
benefit to expansion is a price increase of 2 percent, then annual shipments from district 9 to
Minnesota-Wisconsin fall by 9.7 percent, a decrease of 197,755 bushels, when compared to a price
increase unrestricted throughout time.
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Figure 8: seasonality of soybean shipments from North Dakota district 9 to transshipment regions with and without the
Mississippi River freezing

Very Large Benefits to the Panama Canal Expansion
Finally, I test what happens if the benefits of the Panama Canal expansion are extraordinarily large.
I.e., what if soybean prices in Minnesota-Wisconsin and Midland doubled while there is no change
to soybean prices in the Pacific Northwest? In addition to providing intuition, this exercise
demonstrates a situation when positive mathematical programming and my model of the freight
network is not appropriate.
Doubling the Minnesota-Wisconsin and Midland soybean prices drastically changes the
relationship between soybean prices at different locations. Figure 9 presents results when prices in
these two transshipment regions double due to expansion. The model predicts more than 90 percent
of North Dakota soybeans will still be exported through the Pacific Northwest. This is unrealistic,
demonstrating that such a model cannot predict activities beyond the scope or scale of historical
data because penalty terms become overly restrictive. Positive mathematical programming
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penalties become less informative approximations of the relative costs of shipping to different
locations.
Figure 9: proportion of North Dakota soybeans sent to each destination if the benefit of the Panama Canal Expansion (PCE) is a
200 percent increase in Midland and Minnesota-Wisconsin prices

My analysis provides sensible results because the core assumption, that North Dakota is on
the economic divide, can be maintained before and after the Panama Canal expansion. If this
assumption did not hold, then we would observe soybean transportation activities not included in
my model. If soybean prices doubled in Minnesota-Wisconsin and not the Pacific Northwest,
soybeans would be grown in Oregon, for example, and shipped east. A reversal of flows is not
permitted in my framework because then North Dakota would no longer be along the economic
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divide. The model also does not allow truck shipments to transshipment regions because this
activity is not observed in Commodity Flow Survey data. However, if the price of soybeans were
doubled in Minnesota-Wisconsin, and no railcars were available, at that price differential it would
be profitable to ship soybeans via trucks to Minneapolis.
This experiment helps illustrate when a positive mathematical programming model of
regional transportation flows should and should not be utilized. The methodology was selected, in
part, because data post-expansion does not yet exist. But also, because linear programming model
results would be too simplistic to address the magnitude and seasonality of diversions. Most
importantly, it is the correct method given the plausible range of effects due to the Panama Canal
expansion.
Conclusion
The Panama Canal is a main grain and oilseed transport artery and is particularly important for
U.S. soybean exports to Asia. Doubling the capacity of the Panama Canal changes flows of
soybeans within the United States, particularly along the economic divide of soybean exports
between the West Coast or the Gulf of Mexico.
These results are important for both economic and transportation researchers who seek to
model shipping in highly seasonal markets. I build a spatial and temporal positive mathematical
programming model and simulate soybean prices and transportation costs over time to predict the
quantity of soybeans diverted towards the Gulf. The programming model approach allows me to
account for the unobserved relative rail transportation costs between North Dakota districts and
elsewhere. I find that most North Dakota soybeans will still be exported from Pacific Northwest
ports; however, there will be additional shipments from North Dakota’s crop reporting district 9
to Minnesota-Wisconsin. Furthermore, my model provides insight into seasonal soybean shipping
patterns and shows that these additional shipments will only take place in the first quarter of the
marketing year if Mississippi River freezes eliminate the benefits of the Panama Canal expansion
in winter months.
These results are also useful to policymakers’ decisions about building or maintaining
infrastructure. It is important to consider the secondary effects of large infrastructure changes on
regional markets, especially markets that lie on economic boundaries. Unit trains from North
Dakota crop reporting district 9 to Minnesota-Wisconsin may seem far-removed from the Panama
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Canal. Nevertheless, the Panama Canal expansion will have system-wide effects in grain and
oilseed transportation markets and change equilibrium economic geography.
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Appendix A: Data
This appendix details sources and handling of data I use for calibration and sensitivity analysis of
the parameters of the model. Because the frequency of the model is monthly, I aggregated more
frequent data. Also, in some cases, a complete time series from September 2010 to August 2016
was nonexistent and in these circumstances, I imputed data.
Soybean prices
Although soybean prices are available at the elevator-level, shipment data are at the cropreporting-district-level. To find the relevant soybean prices in North Dakota crop reporting
districts, I geocoded all North Dakota elevators and calculated the center of gravity of each crop
reporting district using average latitudes and longitudes. I selected 5 or 6 elevators that were closest
to the center of each district. Wednesday soybean prices from June 2009 to September 2016 for
these 5 or 6 elevators were purchased from GeoGrain and I computed the average among the
elevators each month in each district.
For Kansas City and most Minneapolis soybean prices, I obtained daily price data from the
USDA Agricultural Marketing Service. To be consistent with the North Dakota origin prices, I
selected Wednesday prices and used the average of Wednesday prices to be the transshipment
price for each month.
During winter months, some Minneapolis bids were missing from the Agricultural
Marketing Service data. The missing data were December 2010, January through March 2011,
January through March and December 2012, and February through March 2013. These data were
imputed using bids from Southern Minnesota, as the data do not suggest any trend in the
geographic differential between Minneapolis and Southern Minnesota bids. For the missing
months listed above, 11 cents (the average geographic differential) was added to the Wednesday
monthly averages of Southern Minnesota soybean bids to obtain the price in Minneapolis.
Similarly, soybean prices in the Pacific Northwest are missing because they were not
reported by USDA until April 2015. I imputed Portland soybean prices by adding rail tariffs and
fuel surcharges to Minneapolis soybean prices. This assumes a competitive market for soybeans.
The only difference in prices should be the transportation cost. These estimates of Portland
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soybean prices were comparable to estimates using the New Orleans-Portland geographic basis for
corn, and adding that differential to the New Orleans soybean prices.
Rail Transportation Rates
Rail transportation costs between North Dakota origins and the destination cities needed for the
calibrating model are not available. However, the USDA Agricultural Marketing Service Grain
Transportation Report does include rail costs for selected origin-destination pairs. Grain
Transportation Report data includes monthly observations of rail tariffs and fuel surcharges per
bushel of shipping corn, soybeans, and wheat by rail. I use the Grain Transportation Report data
to predict the rail costs needed to calibrate the model.
I ran OLS regressions on USDA Grain Transportation Report data and used the coefficients
to predict rail costs. Results from this regression are shown in Table 3. Also, I gathered rail mileage
information between North Dakota crop reporting districts and Portland, Minneapolis, and Kansas
City. Rail mileage was computed using the online BNSF rail calculator because BNSF is the
dominant railroad in North Dakota. The rail depot closest to the geographic center of each crop
reporting district was used for the origin location.8
Table 3: regression used to predict September 2010 to August 2016 rail costs
OLS regression:
Rail costs in cents per bushel = intercept +𝛽1(rail mileage) + 𝛽2 (year) + 𝛽3 (month)
Estimate
Std. Error
(Intercept)
5148.39259
201.20297
Rail mileage
4.27954
0.07298
2011
924.08757
154.97095
2012
1721.80196
155.04561
2013
2087.78236
154.97095
2014
2369.94893
154.97095
2015
2570.95063
154.97095
2016
2430.35753
154.97095
February
15.82104
184.13191
March
-133.49885
184.13191
April
-13.64483
184.13191
May
86.88967
184.13191
June
148.56741
178.40628
July
155.76146
178.40628
August
129.60605
178.40628
September
114.12438
178.40628
October
325.56705
178.40628
November
444.62491
178.40628
December
337.19234
178.40628
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Pr(>|t|)
< 2e-16 ***
< 2e-16 ***
2.77e-09 ***
< 2e-16 ***
< 2e-16 ***
< 2e-16 ***
< 2e-16 ***
< 2e-16 ***
0.9315
0.4685
0.9409
0.6370
0.4051
0.3831
0.4676
0.5224
0.0681 .
0.0127 *
0.0589 .

Residual standard error: 1966 on 2982 degrees of freedom
Multiple R-squared: 0.5673,
Adjusted R-squared: 0.5647
F-statistic: 217.2 on 18 and 2982 DF, p-value: < 2.2e-16
8

There are approximately 400 elevator locations in North Dakota. I ranked the elevators in each crop reporting district
by smallest sum of squared differences in latitude and longitude from the center of gravity. A BNSF elevator was
always in the top four. BNSF rail maps can be found here: http://www.bnsf.com/customers/where-can-i-ship/maps/
Page 31 of 39

Predicted rail costs are compared to the Grain Transportation Report data in Figure 10.
Both the original rail costs and the predicted rail costs exhibit similar non-linear relationships
between distance and cost per mile. This nonlinearity is a key component of the model.
Figure 10: comparing imputed rail transportation cost data to USDA Grain Transportation Report data

Truck Transportation Prices
I estimated the cost of trucking soybeans between North Dakota crop reporting districts based on
distances between geographic centers of the districts and the price of diesel fuel.
Truck transportation prices were generated via the following assumptions:
•

45,000 pounds (750 bushels) per truckload

•

5 cents per bushel fixed cost

•

Fuel costs are 30 percent of variable trucking costs (fuel, labor, maintenance)

•

6 miles per gallon

𝑡𝑟𝑢𝑐𝑘𝑖𝑛𝑔 𝑡𝑟𝑎𝑛𝑠𝑝𝑜𝑟𝑡𝑎𝑡𝑖𝑜𝑛 𝑐𝑜𝑠𝑡 𝑝𝑒𝑟 𝑏𝑢 = 0.05 + ([(𝑓𝑢𝑒𝑙 𝑝𝑟𝑖𝑐𝑒)/6] [
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100
] /750) × 𝑚𝑖𝑙𝑒𝑠
30

Road distances between each pair of districts were acquired from Google Maps. Diesel prices are
from the USDA Agricultural Marketing Service Grain Transportation Report.
Appendix B: Simulation
I use a copula strategy to simulate the parameters of the model because soybean prices across
locations are highly correlated with each other and with transportation costs due to arbitrage
relationships. Therefore, I jointly simulate these parameters. Copulas are a common tool for
forecasting financial data because, by using a copula, one can separate marginal distributions from
the dependence structure relating those distributions.
Because my model also incorporates a time dimension, I need to simulate three sets of data.
Soybean prices, a rail index, and a diesel price must be simulated jointly. Next, the first difference
of Portland soybean prices and the error term in the ARIMA(1,1,1) model of Portland soybean
prices can be simulated independently. I use a copula in the first set of simulated data to account
for cross-sectional dependence.
Cross-sectional Dependence
To simulate using a copula, two types of information are needed: marginal distributions of each
variable and the dependence structure.
I used Kolmogorov-Smirnov, Cramer-von Mises, and Anderson Darling tests to select
distributions for soybean prices, the diesel price and the rail index. Generally, a distributional
choice for each series was obvious. Results for the soybean price in Minnesota-Wisconsin are
shown in Table 4. I cannot reject the null hypothesis of the Beta distribution for soybean prices.
Tests for each variable to be simulated are too extensive to include here. Instead, in Table 5, I
include log-likelihoods for all variables and distributions tested to provide a sense of the relative
goodness-of-fit.
Table 4: marginal distribution tests for soybean prices in Minnesota-Wisconsin
Null Hypothesis
p-values
Kolmogorov-Smirnov Cramer-von Mises Anderson Darling
Normal
4.44E-16
2.48E-11
8.33E-06
Beta
0.5510
0.3782
0.2360
Logistic
4.44E-16
4.00E-12
8.33E-06
Weibull
2.02E-13
1.37E-11
8.33E-06
Gamma
4.44E-16
< 2.2e-16
8.33E-06
Log-normal
4.44E-16
< 2.2e-16
8.33E-06
Exponential
6.51E-11
8.21E-08
8.33E-06
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Table 5: log-likelihoods of all soybean prices and transportation costs
Test
distribution

Soybean
price
district 3

Normal

Soybean
price
district 5

Soybean
price
district 6

Soybean
price
district 9

Soybean price
MinnesotaWisconsin

Soybean
price
Midland

Soybean
price Pacific
Northwest

Diesel
fuel price

Rail
index

-7.2804

-9.1476

-10.8925

-10.6465

-6.0789

-6.1175

-8.1373

-15.8297

21.1897

Beta

3.8860

2.8334

3.1244

2.8665

1.1780

3.9952

2.0732

13.3495

18.4433

Log

-10.4268

-12.4615

-14.1834

-13.9488

-8.9476

-9.1706

-11.0798

-17.5262

26.0739

Weibull

-6.7268

-10.2431

-12.0463

-12.0167

-8.3957

-8.4648

-9.6333

-25.3410

29.7952

Gamma

-8.5598

-12.2363

-13.6357

-13.7982

-12.0627

-10.4007

-12.2251

-34.6473

29.1144

Log-normal

-25.4167

-31.4959

-33.4458

-35.0570

-30.9041

-32.7350

-31.1888

-59.3082

13.7214

Exponential

-9.2512

-12.8178

-13.8587

-14.1199

-15.3550

-10.7174

-13.4938

-44.4746

17.6142

A poor fit would imply that the marginal distribution of the simulated soybean price in
Minnesota-Wisconsin does not accurately represent historical Minnesota-Wisconsin soybean
prices. However, because of the copula approach, Minnesota-Wisconsin soybean prices would still
have the estimated cross-sectional relationship with soybean prices in other locations.
Selected distribution structures are shown in Table 6. All programming model parameters
were normalized because simulation with a copula function produces values on a [0,1] hypercube.
After simulation, I need to apply the selected marginal distribution and rescale each simulated
parameter. Therefore, Table 6 also includes maximums and minimums of each simulated value.
Table 6: marginal distributions and parameters used in simulation of soybean prices and transportation costs
Distribution
Parameters
Cross-sectional dependence
Soybean price district 3
Soybean price district 5
Soybean price district 6
Soybean price district 9
Soybean price Minnesota-Wisconsin
Soybean price Midland
Soybean price Pacific Northwest
Diesel fuel price
Rail index

Beta
Beta
Beta
Beta
Beta
Beta
Beta
Beta
Weibull

Alpha
0.6850
0.6649
0.6970
0.6859
1.2283
1.0394
1.0404
1.4383

Beta
0.9332
0.8538
0.8801
0.8646
1.3873
1.3083
1.2589
0.6137

Shape

Scale

1.6454

0.3211

Min
7.8230
7.8675
7.8740
7.9025
8.1700
8.7475
9.6190
2.0000
178.3597

Max
15.7875
15.9085
15.8265
15.8876
16.8180
17.5220
18.3376
4.1478
349.8747

The dependence structure between prices and transportation costs is estimated using the
VineCopula package in R. The structure of the R-vine is selected pairwise using AIC and estimated
sequentially.
The main advantage of using a vine copula versus the typical Gaussian copula to account
for cross-sectional dependence is that the vine copula allows for different types of dependence
between pairs of variables. The Gaussian copula assumes the same type of symmetric relationship
Page 34 of 39

between every pair of variables. In this context, flexibility allowing for asymmetric dependence
structures are more appropriate.
As I stated in the main text, I simulated 1000 cross-sectional observations for each
marketing year and selected the first observation to be September. Then, from the set of 1000
observations, I selected observations for the next eleven months based on simulated time series
components.
Temporal Dependence
In the main text, I set forth two assumptions I use to simulate series that are correlated over time
and space. The separability assumption posits that correlation over space and correlation over time
are separable. Also, I made the extra assumption that if cross-sectional relationships hold and the
time series relationship for one price holds, then the time series relationships for all prices are
maintained. Therefore, I can simulate the first difference used to create the observation for the
second month of the marketing year, and the errors used to create the second through twelfth
observations independently from the cross-sectional simulations. Because I only need this
information for one time series, a copula accounting for cross-sectional dependence is not
necessary.
The marginal distributions of the first difference and ARIMA(1,1,1) errors were found in
the same manner as in the previous section. Table 7 reports the selected distributions and
distribution parameters.
Table 7: temporal dependence marginal distributions and parameters used in simulation
Distribution
Parameters
Pacific Northwest soybean price first difference
Pacific Northwest soybean price ARIMA(1,1,1) error

Normal
Normal

Mean
0.4026
0.3829

Std. Dev
0.1681
0.1751

Min
-1.6825
-1.4134

Max
2.4867
2.2671

The simulated first-difference is only needed to generate the second month, after that, first
differences can be found directly from the simulated data. Table 8 shows the ARIMA(1,1,1)
coefficients used in conjunction with thirteen simulated errors to select observations following
September, the first month of the soybean marketing year.
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Table 8: time series model of Pacific Northwest prices used to select October through August observations
ARIMA:
x = (PNW soybean price), order = c(1, 1, 1)
Estimate
Std. Error
AR(1)
0.0246
0.7290
MA(1)
0.3790
0.7212
sigma^2 estimated as 0.4215: log likelihood = -70.16, aic = 146.32

Simulated Rail Costs
I simulated only one marketing year. Therefore, I did not use the regression coefficients in
Appendix A, which relied on by-year dummies. Instead, I regressed the predicted rail costs on a
monthly index. This allows me to generate rail costs for each rail origin-destination pair based on
the rail index jointly simulated with diesel fuel and soybean prices. Table 9 presents results from
regressing rail costs from North Dakota district 3 to Minnesota-Wisconsin on the rail index from
the September 2010 to August 2016 USDA Grain Transportation Report data.
Table 9: example of rail index regression
OLS regression:
Shipping cost from ND district 3 to Minneapolis = intercept + 𝛽(rail index)
Estimate
Std. Dev.
Intercept
0.5682
0.0489***
Rail Index
0.0014
0.0002***
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1
Residual standard error: 0.05588 on 70 degrees of freedom
Multiple R-squared: 0.3742, Adjusted R-squared: 0.3653
F-statistic: 41.86 on 1 and 70 DF, p-value: 1.138e-08

Appendix C: Sensitivity Analysis
Sensitivity testing establishes that the calibration procedure works despite incomplete information.
My General Algebraic Modelling System (GAMS) model is linear in storage and trucking flows
within North Dakota. Therefore, changes in parameters can cause large changes for any single
choice variable. Surely, further constraints limit these changes, but the system is not known in this
detail. In particular, there exists incomplete information about storage and transportation cost
parameters. In this appendix, I test the base model with respect to storage costs and fuel prices. In
general, the purpose of this appendix is to provide intuition about the positive mathematical
programming model used in this paper.
Storage
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Short of actual storage cost data in each time and location, it would be ideal if spot prices and
forward prices for each location were available. In this way I could construct a forward curve that
might capture term structures and how storage costs change throughout a marketing year.
However, here I set storage costs constant at $0.05/bushel/month based on the ceiling in Chicago
Board of Trade contracts.9 I vary storage costs by 20 percent above and below this estimate, to
$0.04/bushel/month and $0.06/bushel/month. I also consider a case when storage is free.
Figure 11: total quantity of soybeans stored in North Dakota as storage costs vary

Figure 11 shows that when storage costs change by 20 percent there are still seasonal
patterns for total soybeans stored in North Dakota crop reporting districts 3, 5, 6, and 9. However,
when storage is free, soybeans are stockpiled during the marketing year and these stockpiles grow
over time. This happens even though there are calibration penalties on monthly rail shipping
variables. The intuition is that for a single month, the benefits of waiting for a known better price
in future months is greater than the penalty for not shipping.

9

This information can be found in the rulebook in the section about premium charges.
https://www.cmegroup.com/rulebook/CBOT/II/11/11.pdf
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Figure 12: total quantity of soybeans trucked within North Dakota as storage costs vary

Figure 12 shows quantities of soybeans trucked between districts as storage costs vary. As
storage becomes cheaper, more soybeans are held in inventory within North Dakota. Truck
transport between North Dakota regions increases to take advantage of local spatial price
differentials.
Fuel
Diesel fuel costs affect both rail and truck transportation costs, even though fuel costs are a larger
proportion of variable costs for truck shipments. I test how the base model responds when fuel
costs increase by 1, 5, 10, and 25 percent.
Overall, seasonal storage patterns are qualitatively the same as fuel costs increase.
However, Figure 13 shows that as soon as diesel fuel costs increase by even 1 percent, trucking
between crop reporting districts halts. This sensitivity exercise gives insight into how the partially
calibrated positive mathematical programming model operates. In the previous discussion about
storage cost sensitivity, the storage choice variable is calibrated indirectly because the model
imposes penalties if rail shipments out of North Dakota are too low. The trucking variable is not
calibrated directly or indirectly, thus extreme solutions in trucking choice variables are expected.
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Figure13: total quantity of soybeans trucked within North Dakota as fuel costs vary
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