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1 Introduction 

Since the seminal work of Mendelsohn et al. (1994), economists have sought ways 
to predict the impacts of climate change on economic outcomes using historical data. 
Damage estimates derived from econometric models can be informative by themselves, 
but they are also needed to calibrate larger models of the economy (Au˙hammer, 
2018). One of the main empirical challenges in exploiting historical patterns of climate 
or weather and economic outcomes is attribution. In an ideal but unrealistic situation, 
one could observe two otherwise identical economies subject to di˙erent climates, and 
track relevant outcomes. 

By necessity, empirical work has departed from this ideal comparison in two main 
directions. Keeping with the core idea that the relevant counterfactual comparison 
involves di˙erent climates, Mendelsohn et al. (1994) and the ensuing “Ricardian” liter-
ature have compared outcomes across locations exposed to di˙erent climates, control-
ling to the extent possible for potential cross-sectional confounders (Schlenker et al., 
2005). The belief that no amount of care would be suÿcient to dissipate concerns about 
omitted variable bias has led another branch of literature to favor panel approaches 
with fixed e˙ects, which exploit assumedly random weather fluctuations as a source 
of identifying variation (Deschênes and Greenstone, 2007). The main weakness of this 
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latter approach is that the e˙ect of weather is conceptually di˙erent from the e˙ect of 
climate, due to plausible adaptation (Hsiang, 2016; Au˙hammer, 2018). 

The present paper proposes a novel theoretical and empirical framework that makes 
the best out of both worlds. Our main empirical objects are a collection of local 
marginal e˙ects identified purely from random weather fluctuations using historical 
data. We use these objects to re-construct a common long-run climatic response 
function without any parametric restriction beyond that inherent in the choice of 
relevant climatic variables, making use of both the Envelope Theorem and the Gradient 
Theorem, as initially suggested by Hsiang (2016). 

We begin by characterizing the instances whereby the Envelope Theorem, a well-
knownresult of optimization theory, may legitimatelybe invoked to claim that the long-
run, adaptation-inclusive marginal e˙ects of permanent changes in environmental 
conditions (say, climate as measured over several decades) on an outcome of interest 
are identical to the marginal e˙ects of transient, adaptation-exclusive changes in these 
conditions (say, yearly weather). Specifically, we show that in addition to the usual 
smoothness assumptions, exploiting the envelope result amounts to placing certain 
functional restrictions on the relationship between weather, climatic adaptation, and 
the outcome of interest. To our knowledge, we are the first to discuss these restrictions 
explicitly in the literature. 

We then demonstrate how the envelope result can be used empirically to trace out 
a global long-run response to climate without imposing any parametric restrictions on 
the shape of the response function, while eliminating concerns about omitted variables. 
Intuitively, we exploit assumedly random fluctuations in weather at each given climate 
to estimate a local slope, which reflects both short-run and long-run e˙ects under the 
tangency property implied by the Envelope Theorem. We then recover the global 
long-run response function through Riemann integration across adjacent climates. 

Our application uses corn yields observed over 38 years across more than a thou-
sand US counties. In spite of the high flexibility of our approach and the demands put 
on our data to estimate climate-specific marginal responses, the long-run responses 
to climatic variables that we obtain are surprisingly smooth and precisely estimated, 
even after accounting for spatial and temporal correlations. In addition, they conform 
to stylized expectations as well as basic restrictions imposed in prior parametric work. 

There is a perception in the literature, and among econometricians with an interest 
in climate impact assessment, that the principal restrictions to the use of the Envelope 
Theorem pertain to whether the outcome is optimized (maximized or minimized) 
and whether adaptations can be considered to have a continuous, rather than discrete, 

2 



e˙ect on the outcome (Guo and Costello, 2013; Nordhaus, 2010; Hsiang, 2016; Blanc and 
Schlenker, 2017; Deryugina and Hsiang, 2017).1 Here, we argue that even for optimized 
outcomes that depend smoothly on adaptation actions, the Envelope Theorem does 
not necessarily imply that random weather variation can be used to delineate the slope 
of the long-run outcome functions with respect to climate. The reason is that tangency 
between long-run and short-run responses at the mean weather (i.e., the first moment 
of climate) is guaranteed only when long-run actions are taken to optimize outcomes 
under such mean weather. More realistically however, long-run actions are taken 
to optimize expected outcomes under the entire weather distribution, as recognized in 
several recent studies (Kelly et al., 2005; Schlenker, 2017; Shrader, 2018; Mérel and 
Gammans, 2019). As a result, even under risk neutrality the slopes (and the values) of 
the short-run and long-run responses may not coincide at the mean weather. Without 
a tangency condition, random weather fluctuations are of little use if analysts care 
about long-run responses that include adaptation, which is almost always the case 
(Au˙hammer, 2018). 

Having made that point formally, this paper goes on to derive structural restrictions 
on the outcome function that ensure that even under expected outcome maximization, 
an envelope result holds, allowing the identification of long-run e˙ects of environmen-
tal change from random high-frequency fluctuations. These conditions are shown to be 
both necessary and suÿcient within a broad class of smooth and convex optimization 
problems assumed to underlie long-run adaptation choices. Like previous authors, we 
assume that observed outcomes y(x , a) depend structurally on a realization of weather 
x and an action (or set of actions) a taken in response to climate, and that conditional 
on the weather realization, climate influences outcomes only through these actions. 
The key structural restriction is that the actions a are allowed to interact only with a 
linear function of weather, that is, y(x , a) � Γ(x) + Ψ(a)x + Φ(a), for some smooth 
functions Γ, Ψ, and Φ. Said di˙erently, tangency between the short-run response to 
weather and the long-run response to climate requires the marginal e˙ect of farmers’ 
actions to depend on weather in a linear fashion. We then go on to show that the 
marginal response to weather is also equal to the marginal expected response to climate 
if and only if the function Γ(x) itself is quadratic (or aÿne). 

Armed with a deeper understanding of what the envelope result implicitly as-
sumes, we proceed with its empirical implications. The main consequence of tangency 
is that, for the purpose of delineating marginal climate e˙ects, weather fluctuations can 

1In related work, Lemoine (2018) shows how the envelope-theorem argument can also fail in a 
dynamic framework. 
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be considered as good as climatic changes. Because the assumption of exogeneity is 
much more likely to hold for weather than for climate, this property opens the door to 
consistent estimation of marginal climate e˙ects, which can then be integrated across 
climates to obtain a long-run response function. In our application to US county corn 
yields, we follow the literature and model yields as depending on growing degree days 
(GDD, a measure of beneficial heat exposure), heating degree days (HDD, a measure 
of detrimental heat exposure), and cumulative precipitation. For each of these three 
climate variables, we estimate marginal e˙ects for 100 adjacent climatic intervals. The 
300 slopes are then used to construct the long-run response function of yield to GDD, 
HDD, and precipitation, free of any further functional restrictions. 

Our framework also entails a substantial improvement over previous work in terms 
of model identification. Because county climates have changed during the period of 
observation, in our most conservative specification we are able to control for time-
invariant factors that interact with weather through the inclusion of county-specific 
weather slopes in the estimation of marginal weather responses at each climate inter-
val. Consequently, any contribution of a county’s time-invariant unobservables to its 
marginal weather response (e.g., weather e˙ects mediated through soils) is removed 
from identification, which then entirely relies on counties crossing climatic intervals 
over time due to secular warming or cooling. That is, di˙erences in weather slopes 
across climatic intervals are identified from comparing a county to itself under di˙erent 
climates, rather than from comparing di˙erent counties. 

2 The envelope argument: what are we assuming? 

Previous literature has already acknowledged two central assumptions underlying the 
use of the Envelope Theorem, namely di˙erentiability (Guo and Costello, 2013) and 
the fact that outcomes must be optimized (Hsiang, 2016; Lemoine, 2018). Here, we 
argue in addition to these caveats, functional restrictions are in fact needed to usefully 
invoke the envelope property as a basis for the empirical identification of a marginal 
long-run response to climate from random weather fluctuations. To our knowledge, 
we are the first to make these restrictions explicit. 

For clarity’s sake, we consider unidimensional weather, denoted by x ∈ R. We 
relax this assumption in our empirical implementation. We denote by F the cumulative 
distribution of x and call it the climate. The expectation of weather is denoted by E[x] � 
µ. In many empirical studies it is the only aspect of climate taken into consideration.2 

2Schlenker (2017) is a notable exception. 
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The outcome is a structural function y(x , a) of weather and an action a ∈ U ⊂ R 
taken prior to (or without knowledge of) the realization of weather, where U denotes 
an open, convex subset of R. Importantly, conditional on the weather realization x, 
the value of the outcome only depends on climate (or its moments) through the action 
a. If multiple actions can be taken, then a is interpretable as an index (mapping) that 
varies according to this set of actions. Hence, the assumption of a univariate action 
does not unduly restrict the analysis. We call y(x , a) the structural outcome function. 

2.1 Regularity assumptions 

We restrict the function y to be continuously di˙erentiable with respect to x and a, to 
be concave with respect to a, and to have a unique maximizer in the a dimension, for 
given x. As a result, for all values of x, this unique maximizer, to be denoted â(x), is 
characterized by the first-order condition 

∂y 
(x , a) � 0. 

∂a 

The solution to the previous equation, â(x), thus answers the question: “what action 
would be optimal to maximize the outcome under weather x?” Note that the concavity 
assumption is made here without loss of generality once we require that there be a 
unique critical point characterizing the global maximum, as one can always redefine 
the index a through a well-chosen change of variable such that the resulting function 
be concave. (For a formal proof of this claim, see Appendix A.) 

We further assume that the function â(x) is surjective, though not necessarily 
b¼ective, on U, that is, each possible action a ∈ U is optimal for some value(s) of 
weather. This implies that the equation ∂y (x , a) � 0 has at least one solution x ∈ R for ∂a 
any given value a ∈ U. Solving this equation for x rather than a answers the question: 
“for what value(s) of weather would the action a be optimal?” 

We also make the following assumption: 
∂y ∂yAssumption 1 The function (x , a) is injective with respect to a, that is, (x , a) �∂x ∂x 

0∂y (x , a0) ⇒ a � a .∂x 

Assumption 1 requires that the marginal e˙ect of weather on the outcome depend on 
the action taken, in the sense that di˙erent actions imply di˙erent marginal e˙ects for 
given weather. Note that this assumption does not preclude the same action a to be 
optimal for di˙erent values of weather, say x and x0, as the corresponding conditions 

0would be ∂y (x , a) � ∂y (x , a) � 0.∂a ∂a 
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Finally, note that the fact that the action a is taken without knowledge of the 
weather realization does not mean that there is no possibility of adaptation to weather 
once realized; if there is, the e˙ects of such adaptation are simply accounted for in 
the structural outcome function y(x , a). (That is, y(x , a) can be thought of as the 
value function of an optimization problem where adaptation to weather is assumed to 
maximize the outcome, conditional on weather x and the action a.) 

2.2 Statement of the problem 

The long-run outcome response function to climate µ is given by the value of the following 
problem:3 � � � � 

max y(µ, a) � y µ, â(µ) ≡ Y(µ). (1) 
a∈R 

This definition conforms with the concept of “long run” as typically used in microe-
conomics textbooks, e.g., Perlo˙ (2016) or Nicholson and Snyder (2016). For instance, 
although firms cannot vary capital, such as plant size, in each production period, the 
long-run cost function is one that minimizes the cost of producing any given quantity 
when allowing all factors, including capital, to vary with output. This long-run cost 
function tells us how production costs would change if output quantity were to change 
from say, durably low levels to durably high levels. However, it is not very informative 
if we are interested in the e˙ects of transient production shocks, because it assumes a 
degree of flexibility that the firm typically does not have. Similarly, the function Y(·) 
indicates how the outcome would respond to weather, if the action a could be taken in 
anticipation of weather. It is informative about how the outcome would respond if 
climate changed from say, a durably cool climate to a durably warmer climate. 

The Envelope Theorem implies that Y0(µ) � ∂y � 
µ, â(µ)

� 
. This theorem has been ∂x 

invoked in the literature as a way to justify the use of weather fluctuations to identify 
the marginal e˙ects of changes in climate. The reason is that it is easier to observe 
weather shocks than climatic shocks in empirical work. Weather changes at a yearly 
frequency, sometimes with large swings, providing arguably exogenous variation in 
many settings. In contrast, climate may be stationary, or may only change at a slow 
pace over time. These changes may only be detectable over very long periods of 
time during which other relevant factors may change, raising concerns about omitted 
variable bias. 

3The squiggly brackets around the maximization problem, although perhaps redundant, are meant 
to emphasize that the element on the right-hand side of the equality sign is equal to the value, rather 
than the objective, function. The equivalency sign (≡) indicates a definition. 
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� �
Unfortunately, the function observed in the data may not be y x , â(µ) , as implic-

itly assumed by the use of the Envelope Theorem. For â(µ) is the long-run adaptation 
that maximizes the outcome under mean weather. Instead, if economic agents are taking 
long-run actions in response to climatic signals, a more tenable assumption would be 
that they choose a to maximize expected outcomes, that is, the expected realization of y 
given the climate F. The same point has been made, for instance, in contributions by 
Kelly et al. (2005), Schlenker (2017), or Shrader (2018). Conceptually, agents’ choice, 
denoted ã(F), would thus solve the following problem: ( Z ) Z � � 

max y(x , a)dF(x) � y µ, ã(F) dF(x). (2) 
a∈R 

There is a conceptual di˙erencebetween maximizing the outcome undermeanweather, 
as in Problem (1), and maximizing the expectation of the outcome under given climate, 
as in Problem (2). Notably, maximization of expected outcomes implies that higher-
order moments of the climate, for instance its variance, may influence choices, whereas 
only the mean matters in Problem (1).� �

We will denote ŷ(x , µ) ≡ y x , â(µ) the reduced-form outcome function that would 
obtain if a were chosen to solve Problem (1). The long-run outcome response function is� �
related to this reduced-form outcome function because Y(µ) � y µ, â(µ) � ŷ(µ, µ), 

∂ ŷ ∂ ŷ ∂y � �
and Y0(µ) � (µ, µ) since (µ, µ) � µ, â(µ) â0(µ) � 0 from the first-order ∂x ∂µ ∂a 
condition to Problem (1). In contrast, we will denote ỹ(x , F) ≡ y (x , ã(F)) the reduced-
form outcome function that obtains when a is chosen to solve Problem (2). It is this 
latter function, not ŷ(x , µ), that we expect to observe in the data. We will thus refer to 
ỹ(x , F) as the short-run reduced-form outcome function, and to ŷ(x , µ) as the conditional 
reduced-form outcome function. 

Unfortunately, the relationship between the functions ỹ(x , F) and Y(µ) is not as 
straightforward as that between ŷ(x , µ) and Y(µ). Due to Assumption 1, the slopes 
∂y � � � � 
µ, â(µ) and ∂y 

µ, ã(F) di˙er unless â(µ) � ã(F). If â(µ) , ã(F) and agents solve ∂x ∂x 
Problem (2) rather than (1), then the Envelope Theorem, which is based on Problem (1), 
cannot be legitimately invoked in empirical work. That is, a local slope obtained using 
random weather fluctuations (i.e., ∂ ỹ � 

µ, F 
�
) does not reflect the underlying long-run 

∂ ŷ 
∂x 

slope Y0(µ) � (µ, µ).∂x 
In addition to the long-run outcome response function Y(µ), one may be interested 
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Table 1 Definitions of functions 

Function Name 
y(x , a) structural outcome function � � 
ŷ(x , µ) ≡ y x , â(µ) conditional reduced-form outcome function 
Y(µ) ≡ ŷ(µ, µ) long-run outcome response function 
ỹ(x , F) ≡ y (x , ã(F)) short-run reduced-form outcome function R 
Y(F) ≡ ỹ (x , F) dF(x) long-run expected outcome response function 

in what we may call the long-run expected outcome response function, defined as Z Z 
Y(F) ≡ y (x , ã(F)) dF(x) � ỹ (x , F) dF(x). 

This function recognizes that economic agents may decide on actions a based on 
expectations, but that once actions are set optimally outcomes are still random due 
to the randomness of weather. Said di˙erently, Y(F) is the expectation of the short-
run reduced-form relationship ỹ(x , F) that we expect to observe in the data. Can 
the Envelope Theorem be used here to argue that the marginal e˙ect of climate on 
the expected outcome, ∂∂µ 

Y , can be identified from the empirically identified marginal 

change in weather, namely ∂ ỹ � 
µ, F 

�
? Unfortunately the answer is no, because taking ∂x 

the partial derivative of the objective function in Program (2) with respect to the mean 
weather µ entails taking the derivative of the probability density function, rather than 
that of the function y(x , a) itself. 

Table 1 summarizes the definitions of the various functions discussed in this paper. 
In what follows, we first derive a necessary and suÿcient condition on the structural 
outcome function y(x , a) under which â(µ) � ã(F) for all F. This property implies that 
the marginal e˙ect of weather, evaluated at the mean weather, identifies the long-run 
marginal e˙ect of climate, that is, ∂ ỹ 

� Y0. We then derive a more restrictive necessary ∂x 
and suÿcient condition under which the marginal e˙ect of weather also identifies the 
marginal e˙ect of climate on the long-run expected outcome, that is, ∂ ỹ 

� ∂Y .∂x ∂µ 

2.3 Necessary condition for â(µ) � ã(F) 

Suppose that, despite the fact that Problem (1) and Problem (2) are conceptually 
di˙erent, it is nonetheless the case that ã(F) � â(µ) for all F, where µ denotes the 
expected weather under climate F. We will show the following Proposition: 

Proposition 1 The function ∂y (x , a) is aÿne in x for all a ∈ U.∂a 
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Proof: Consider some a ∈ U. By assumption, there exists µ ∈ R such that ∂y (µ, a) �∂a 
0, that is, a � â(µ). Then for all distributions F with mean µ, it must be the case that R ∂y (x , a)dF(x) � 0 from the first-order condition of Problem (2). Define the function ∂a 
φa (x) � ∂y (x + µ, a). Then φa (0) � 0. It is also the case that for all distributions G∂a R 
with mean zero, φa (x)dG(x) � 0. To see why, rewrite Z Z Z 

∂y ∂y
φa (x)dG(x) � (x + µ, a) g(x)dx � (x , a) g(x − µ)dx � 0 

∂a ∂a 

where g is the p.d.f. associated with G and the last equality obtains because the densityR R 
f (x) ≡ g(x − µ) has mean µ. (To see why, note that x f (x)dx � x g(x − µ)dx �R 

(x + µ) g(x)dx � µ since G has mean zero.) R 
Using the fact that φa (x)dG(x) � 0 for all G with mean zero, we will now show 

φ(−x)that φa is a linear function. First, for all x ∈ R, we must have that φ(x) 
+ � 02 2 

−xsince x 
2 + � 0. That is, φa is an odd function. Second, for all x > 0, consider the 2 � � 

x 1 xdistribution Gx � −1, x; x+1 , x+1 that takes on the value -1 with probability x+1 and 
the value x with probability x+ 

1
1 . Gx is a zero-mean distribution, therefore we must 

have 

x + 
x 

1 φa (−1) + 
x + 

1
1 φa (x) � 0 

that is, φa (x) � −xφa (−1) � xφa (1) where we have used the fact that φa is odd. Finally, 
for x < 0, we have φa (x) � −φa (−x) � −(−x)φa (1) � xφa (1). Therefore, for all x ∈ R, 
we have that φa (x) � φa (1)x, that is, φa is a linear function. 

Since φa (x) � ∂y (x + µ, a), we must have ∂y (x , a) � φa (x − µ) � φa (1)(x − µ) �∂a ∂a 
φa (1)x − φa (1)µ, which shows that the function ∂y is aÿne in x. Q.E.D.∂a 

2.4 Implied structural outcome function 

Given that ∂y is aÿne in x for all a ∈ U, we have that ∂a 

y(x , a) � Γ(x) + Ψ(a)x + Φ(a) (3) 

for some C1 functions Γ, Ψ, and Φ. Note that the structure in Equation (3) only 
imposes that actions interact with a linear function of weather, but the functions Γ, Ψ, 
and Φ may themselves be nonlinear. Therefore, if we assume that expected-outcome 
maximizing actions are the same as outcome-maximizing actions under mean weather, 
we essentially impose that actions interact with a linear function of weather in the 
structural outcome function. Another way to express this restriction would be to say 

9 



that the marginal e˙ect of weather on the marginal e˙ect of actions is constant with 
respect to weather. 

It is easy to check that for the class of functions y(x , a) defined by Equation (3), R ∂y ∂y(x , a)dF(x) � (µ, a), where µ is the mean of the distribution F. Therefore, if ∂a ∂aR 
a maximizes y(x , a)dF(x), it also maximizes y(µ, a), hence â(µ) � ã(F) and the 
structure in (3) is not just necessary, but also suÿcient. 

Thus, a necessary and suÿcient condition for ∂ ỹ 
� Y0 is that the structural outcome ∂x 

function follow the structure in (3). 

2.5 Long-run expected outcome response function 

Here we are interested in the behavior of the function Y(F), particularly how it changes 
when the mean of climate changes, that is, when there is a shift in the weather distribu-
tion, say towards higher temperatures. We derive a necessary and suÿcient condition 

∂ ỹunder which ∂Y 
� , which provides the needed envelope result (equality of slopes). ∂µ ∂x 

For expositional convenience, we consider distribution functions F that can be 
described by two parameters µ and σ2 reflecting the mean and variance of weather, 
respectively. Ourderivationswould still hold ifweallowedhighermoments todescribe 
the set of possible weather distributions. We denote f (x , µ, σ2) the p.d.f. of F. We 
can then view Y(F) as a function of the two distributional parameters, Y(µ, σ2). 
We are interested in the change in the expected outcome with respect to µ, holding 

∂Yσ2 constant, that is, ∂µ , and therefore it may be useful to derive conditions under 

which the empirically identified e˙ect ∂ ỹ (µ, F) represents the e˙ect ∂Y , in addition ∂x ∂µ 
to representing the e˙ect Y0(µ) discussed previously. We thus consider the set of 
structural outcome functions y(x , a) satisfying the structure in Equation (3), and ask 
what additional restrictions, if any, are needed for the empirically identified functions 
to also reflect the behavior of the function Y(µ, σ2) with respect to µ.� � � � 

Given Equation (3), we have that ỹ(x , µ, σ2) � Γ(x) + Ψ ã(µ, σ2) x + Φ ã(µ, σ2)� �
∂ ỹand therefore (µ, µ, σ2) � Γ0(µ) + Ψ ã(µ, σ2) . We also have that Y(µ, σ2) �R ∂x 

Γ(x)dF(x) + Ψ(ã(µ, σ2))µ + Φ(ã(µ, σ2)) and therefore Z 
∂Y ∂ f 

(µ, σ2) � Γ(x) (x , µ, σ2)dx + Ψ(ã(µ, σ2)) 
∂µ ∂µ 

f g ∂ã 
+ Ψ0(ã(µ, σ2))µ + Φ0(ã(µ, σ2)) (µ, σ2)

∂µ Z 
� Γ(x) 

∂ f 
(x , µ, σ2)dx + Ψ(ã(µ, σ2)) 

∂µ 
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where we have used the fact that ã(µ, σ2) � â(µ) together with the first-order condition 
for the maximization of y(µ, a). 

∂ ỹTherefore, it is apparent that the essential condition for ∂Y 
� , under the struc-∂µ ∂x 

tural model implied by (3), is that Γ0(µ) � 
R 
Γ(x) ∂ f (x , µ, σ2)dx for all distributions F,∂µ 

that is, Z ! 
Γ0(µ) � 

∂ 
Γ(x)dF(x) . (4)

∂µ 

Condition (4) is trivially satisfied if Γ(x) is aÿne. It is also satisfied if Γ(x) is quadratic. 
To see why, write Γ(x) � ax2 + bx + c. We then have: Z Z Z Z 
Γ(x) f (x , µ, σ2)dx � a x2 f (x , µ, σ2)dx + b x f (x , µ, σ2)dx + c f (x , µ, σ2)dx 

2
� a(µ + σ2) + bµ + c 

and therefore 
R 
Γ(x) ∂ f (x , µ, σ2)dx � 2aµ + b � Γ0(µ).∂µ 

However, the property does not carry forward if Γ(x) is cubic.4 As expressed in 
the following proposition, it turns out that the fact that Γ(x) be quadratic is necessary 
for condition (4) to hold for all F. 

∂ ỹProposition 2 A necessary and suÿcient condition for ∂Y 
� for all F � (µ, σ2) is that ∂µ ∂x 

y(x , a) � γx2 
+ Ψ(a)x + Φ(a) (5) 

for some γ ∈ R and some C1 functions Ψ and Φ. In that case, Y(µ, σ2) � Y(µ) + γσ2, that 
is, the long-run expected outcome function is a vertical translation of the long-run outcome 
response function. 

Proof: We have already argued suÿciency. To show necessity, consider the class � �
of probability distributions Gx ,x0 ,p � x , x0 + x; 1 − p , p that take on the value x with 
probability 1−p and the value x0 +x with probability p, and 0 ≤ p ≤ 1. The expectation 

2is µ � px0 + x, while the variance is σ2 � x0 p(1 − p). Therefore, if one holds x0 and p 
constant, then a change in the mean µ, keeping the variance constant, is equivalent to 

0x3 24Consider the function Γ(x) � a + bR0x + c0x + d0. Writing x3 � (x − µ + µ)3 � (x − µ)3 + 3µ(x − 
µ)2 + 3µ2(x − µ) + µ3 and defining M3 ≡ (x − µ)3dF(x), we obtain: Z 

3 2 0 µ + d0Γ(x) f (x , µ, σ2)dx � a0(M3 + µ + 3µσ2) + b0(µ + σ2) + c 

and therefore 
R 
Γ(x) ∂µ 

∂ f (x , µ, σ2 , M3)dx � 3a0(µ2 + σ2) + 2b0µ + c0 which is di˙erent from Γ0(µ) � 

3a0µ2 + 2b0µ + c0. 

11 
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a change in the value of x. Applying condition (4) to this class of distributions, we get 

∂ � � 
Γ0(px0 + x) � (1 − p)Γ(x) + pΓ(x0 + x)

∂x p ,x0 

� (1 − p)Γ0(x) + pΓ0(x0 + x). 

If condition (4) is to hold for all distributions, it must hold for all values of the distri-
bution parameters x0 and p within the Gx ,x0 ,p class. That is, we must have 

∀x0 , ∀x , ∀p ∈ [0, 1] Γ0(px0 + x) � (1 − p)Γ0(x) + pΓ0(x0 + x), 

that is, 

Γ0 
� � 

∀x0 , ∀x , ∀p ∈ [0, 1] (1 − p)x + p(x0 + x) � (1 − p)Γ0(x) + pΓ0(x0 + x), 

that is � � 
∀x , ∀y , ∀p ∈ [0, 1] Γ0 (1 − p)x + p y � (1 − p)Γ0(x) + pΓ0(y). 

This last property implies that Γ0 must be aÿne (as a function that is both concave and 
convex), and thus Γ must be quadratic. Given that the structure in (3) already allows 
for an interaction between x and an unspecified function of a (which may include 
a constant), the restriction of Γ(x) to a single quadratic term does not constrain the 
model specification beyond what has been shown to be necessary. The last part of 
the Proposition is obtained by specializing the definitions of Y and Y to the assumed 
structure for y(x , a). Q.E.D. 

Proposition 2 provides an interesting result in light of the common use of the 
quadratic functional form to represent the relationship between weather and outcomes 
in empirical work. However, as demonstrated in Mérel and Gammans (2019), it should 
not be construed as implying that estimating a quadratic panel regression of the 
outcome on weather, even with fixed e˙ects, will trace out the long-run expected 
outcome response function, or even the long-run outcome response function.5 

Finally, note that although Proposition 2 establishes a result about equality of 

5Mérel and Gammans (2019) demonstrate how a quadratic weather panel leads to biased counterfac-
tual estimates when the structural outcome function is of the form y(x , a) � β0 + β1x + β2x2 + β3(x − a)2, 
with β3 < 0. This is a special case of Equation (5) with γ � β2 + β3, Ψ(a) � β1 −2β3a, and Φ(a) � β0 + β3a2. 
The authors show that estimates of the parameters (β1 , β2) obtained from a simple quadratic panel with 
fixed e˙ects are biased, a˙ecting inference on both the long-run outcome response function Y(µ) and 
the long-run expected outcome response function Y(F). The intuition behind this result is that although 
fixed e˙ects account for the function Φ(a), structurally the slope term Ψ(a)x still depends on actions and 
thus climate, whereas the quadratic specification imposes common coeÿcients on x across panels. 
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Figure 1 Key outcome functions and their relative positions 
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slopes, it does not ensure tangency, as there is no guarantee that Y(µ, σ2) � ỹ(µ, µ, σ2). 
Of course, equality in levels is not required for counterfactual analysis of changes in 
climate, so one should not view this caveat as a weakness. The proposition below 
establishes that tangency requires Γ(x) to be aÿne, that is, γ � 0 in Equation (5). 

Proposition 3 A necessary and suÿcient condition for Y(µ, σ2) to be tangent to ỹ(x , µ, σ2) 
at x � µ for all (µ, σ2) is that 

y(x , a) � Ψ(a)x + Φ(a) (6) 

for some C1 functions Ψ and Φ. 

Proof: Under the structure of Proposition 2, Y(µ) is tangent to ỹ(x , µ, σ2) at x � µ 
∂ ỹand ∂Y (µ, σ2) � (µ, µ, σ2). Since Y(µ, σ2) � Y(µ) + γσ2, a necessary and suÿcient ∂µ ∂x 

condition for tangency between Y and ỹ is that γ � 0. 

2.6 Illustration 

Figure 1 depicts the short-run reduced-form outcome function, the long-run outcome 
response function, and the long-run expected outcome response function in the special 
case where the structural outcome function has the form y(x , a) � β0 + β1x + β2x2 + 
β3(x − a)2, with β3 < 0 and β2 < 0. This structure satisfies Assumption 1 because 
∂y 

� β1 − 2β3a + 2(β2 + β3)x and β3 , 0. It is a special case of the structure in∂x 
Proposition 2 with γ � β2 + β3 < 0, Ψ(a) � β1 − 2β3a, and Φ(a) � β0 + β3a2. 
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Because the restriction of Proposition 1 is satisfied, there is tangency between the 
short-run reduced-form outcome function corresponding to climate µ0 (itself equal to 
the conditional reduced-form outcome function) and the long-run outcome response 
function at µ0. Because the restriction of Proposition 2 is satisfied, there is also equality 
of slopes between the short-run reduced-form outcome function and the long-run 
expected outcome function at µ0. But because the restriction of Proposition 3 does not 
hold, these last two functions are not tangent to each other. 

3 Consequences for empirical work on optimized outcomes 

A large literature has sought to exploit random weather fluctuations to identify the 
response of optimized or quasi-optimized outcomes to climate (Dell et al., 2014; Blanc 
and Schlenker, 2017; Au˙hammer, 2018). While some of this literature, notably De-
schênes and Greenstone (2007), acknowledges at the outset that the identified e˙ect 
may not reflect long-run adaptation to climate, many papers have invoked the En-
velope Theorem to argue that the estimated e˙ect is still relevant for climate change 
analysis, at least at the margin. A recent working paper goes further by invoking 
the Envelope Theorem as justification for non-marginal analysis, arguing that a global 
nonlinear relationship between an optimized outcome (GDP) and weather identified 
in a panel with fixed e˙ects represents a long-run relationship inclusive of climatic 
adaptation (Deryugina and Hsiang, 2017). 

Such a strong result requires more than the Envelope Theorem to hold (Mérel and 
Gammans, 2019). Nonetheless, it remains true that, to the extent that anEnvelope result 
holds locally, as in the instances highlighted in Section 2, a global long-run relationship 
may be recovered by stepwise integration, as initially suggested by Hsiang (2016). This 
is the approach taken in the rest of this paper. While we cannot claim as our own the 
idea of integrating marginal e˙ects estimated using local time-series variation, to the 
extent of our knowledge we are the first to implement this idea in an empirical setting. 
In our most demanding specification, we also improve on the initial idea of Hsiang 
(2016) by exploiting local climate trends to allay remaining concerns about omitted 
variables. 
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Figure 2 Stepwise integration between two climates 

D y
`

Μ0 Μ1
Μ

y

Note: Vertical dashed lines delimit climatic intervals. Δ̂y represents our estimate of the 
change in outcome resulting from a movement from climate µ0 to climate µ1 along the 
estimated long-run response function. 

3.1 Recovering a long-run response by integrating marginal e˙ects across 
climates 

By assuming that the long-run and short-run responses of the outcome are tangent to 
each other at the mean weather (which, as shown above, is tantamount to assuming the 
structure in Equation (3) for some unspecified functions Γ, Φ, and Ψ), we can use local 
time-series variation in weather to identify local marginal responses in a first step, and 
in a second step integrate stepwise across climates to recover the global relationship 
between climate and the outcome. 

More specifically, assume we have panel data, where each panel represents a lo-
cation, e.g., a county. We may estimate marginal responses for each county, or more 
parsimoniously we may group counties by climates, for instance by defining climatic 
intervals, and estimate local marginal responses for each climate interval. The first 
step of our analysis thus consists of estimating the following regression: 

yit � αi + fi (t) + βµ(i) xit + �it (7) 

where i denotes a county, t denotes a year, yit denotes the outcome (in our application, 
yield), fi (t) is a county-specific flexible time trend, xit denotes weather, µ(i) denotes 
the climatic interval where county i is located, and βµ is the weather slope relevant for 
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climate interval µ. We specify climatic intervals so that about 10 counties are present 
in each interval on average. (This implies that intervals have varying widths; typically 
those located at the endpoints of the climatic spectrum are wider due to the smaller 
number of counties with extreme climates.) Our preferred inference is based on an 
estimate of the variance-covariance matrix that allows for arbitrary spatial correlation 
across counties and limited time correlation across years (Driscoll and Kraay, 1998). 

In the second step, stepwise integration to recover the long-run di˙erence in out-
come between an initial climate µ0 and a final climate µ1 is performed by multiplying 
local marginal e˙ects by the climatic width of each interval and summing up across 
intervals located between the initial and final climate values. This procedure is repre-
sented graphically on Figure 2 for the case of unidimensional climate. 

Contrary to previous work, the approach described above is essentially model-free, 
or non-parametric, once the choice of relevant weather variables has been made. The 
global response to climate is identified flexibly by the simple arrangement of short-run 
slopes across a large number of climates (in our case, 100 intervals for each climatic 
variable). The only assumptions required for the resulting relationship to identify 
the underlying long-run response are thus (i) the existence of a common (or global) 
long-run response across climates, and (ii) the local tangency result. Note that climatic 
variation is not in any way absent from recovery of the long-run response: although 
only weather fluctuations are used to identify local marginal e˙ects, the arrangement of 
these slopes into a global response requires knowledge of mean weather, i.e., climates. 

3.2 Addressing omitted variable bias in local slope estimates 

While the integration of local slopes along a climate gradient yields a long-run response 
function under the functional assumptions discussed in Section 2, there remains a pos-
sibility that these local slopes, which reflect a marginal response at any given climatic 
value, may be biased by the presence of omitted variables. Specifically, if there exist 
time-invariant unobserved factors common to counties in a given climatic interval that 
contribute to the marginal weather response, i.e., that interact with weather (e.g., the 
interaction e˙ects of soil moisture potential and precipitation), they will confound the 
estimated weather slope. That is, the weather slope estimated at a given climate may 
reflect the e˙ect of soils, in addition to that of climate. This is a problem for counter-
factual climate analysis because as counties’ climate changes under warming, making 
them cross climatic intervals, their soils typically do not change. In order to address 
this type of bias, we exploit the fact that counties’ climates have changed during the 
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period of observation, which in our setting spans 38 years. Specifically, in our most 
demanding specification we include county-level weather slopes as additional covari-
ates, which non-parametrically controls for time-invariant, county-specific factors that 
interact with weather. That is, in the first step we estimate the following regression: 

yit � αi + fi (t) + βµ(i ,t) xit + γi xit + �it (8) 

where µ(i , t) now indicates the climatic interval where county i is present in year t. 
This latter determination is based on a rolling climate µit calculated using the weather Pt−1 

s�t−30 xis average over the previous thirty years, µit � . Due to perfect multicollinearity, 30 
we omit the term γi xit for exactly one county. This normalization implies that the 
estimated marginal slopes β̂ µ represent those relevant for the omitted county. Marginal 
slopes for other counties are obtained by adding the constant slopes γi to the set of 
slopes βµ, yielding county-specific climatic trajectories net of soil and other potentially 
confounding e˙ects. 

This refinement implies that identification of weather slopes within a given climate 
intervals relies on the movement of counties across di˙erent climatic intervals over 
time. Said di˙erently, di˙erences in weather slopes across climatic intervals are not 
identified from di˙erences across counties located in di˙erent intervals, but rather 
from within-county slope di˙erences when said counties are exposed to varying cli-
mate intervals during the period of observation. When implementing this approach, 
we verify that the variation induced by counties crossing climatic intervals is driven 
at least in part by climate trends, rather than movements in the rolling average driven 
by weather shocks. To investigate this possibility, we compare the number of interval 
crossings by a county to the number of intervals “visited.” The median county expe-
riences 11 climate intervals crossings and visits 5 climate intervals. On average, 40% 
of crossings are to a previously unvisited climate, suggesting that a meaningful share 
of these crossings are driven by climate trends, rather than weather fluctuations. Also 
note that climate trends may be non-monotonic, with periods of cooling followed by 
periods of warming for example, which implies that re-visits of a climatic interval by 
a county may be due to “genuine” climatic variation. 

4 Empirical implementation 

Using the methods highlighted in Section 3, we derive the long-run response of US 
county-level corn yield to three climatic variables: growing degree days (GDD, a mea-
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sure of cumulative exposure to beneficial temperatures), heating degree days (HDD, 
a measure of cumulative exposure to very high temperatures), and precipitation. We 
contrast our findings with those from a benchmark panel model that is linear in GDD, 
linear in HDD, and quadratic in precipitation. 

4.1 Data 

US county-level data on corn yields over the period of 1980-2017 come from USDA 
QuickStats. As in Schlenker et al. (2006) and Schlenker and Roberts (2009), our anal-
ysis focuses on counties east of the 100th meridian, where corn agriculture is largely 
non-irrigated. We use historical weather data derived from the PRISM monitoring 
network (PRISM Climate Group, 2018). The raw data is available at a 4 km resolution 
and includes daily information on maximum temperature, minimum temperature, and 
precipitation. Following the approach of Schlenker and Roberts (2009), we aggregate 
weather data to the county level using farmland areas as weights. We focus on weather 
and climate during the growing season defined as April to October. Like Schlenker 
(2017), we consider three weather variables: growing degree days, heat degree days, 
and cumulative precipitation. We define growing degree days by counting exposure 
to temperatures between 10 and 29°C, and heat degree days by counting exposure to 
temperatures above 29°C6. The calculation of degree-day variables uses the tempera-
ture distribution within each day of the growing season, itself obtained from a sine 
interpolation between minimum and maximum daily temperatures. 

For each county, we first calculate the 30-year rolling average of past weather in 
each year for which the outcome is observed, and then use the average of this time 
series as the central climate value. For each of our three climatic variables, we divide 
the spectrum of observed central climates into 100 climatic intervals. 

US corn agriculture spans a wide swath of climates. Climate GDD ranges from 
under 1,000 in Minnesota to over 3,000 in Georgia. Similarly, while many counties in the 
Upper Midwest may only accumulate HDD on a few hot days each year, many southern 
counties accumulate well over 1,000 HDD each year on average. For precipitation, 
most of the mass of the distribution is centered around 700 mm per year, although our 
sample includes both dramatically drier (<400 mm) and wetter (>1,000 mm) climates. 
This cross-sectional variation will be useful in constructing a long-run response curve 
whose domain includes most of the future climates likely to be seen as a result of 
climate change. 

6We used data and code made available by Wolfram Schlenker to generate these data. See http: 
//www.columbia.edu/~ws2162/links.html. 
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4.2 Models 

We implement the envelope-gradient-theorem approach on three variants, and com-
pare the results to those obtained from a traditional panel approach. Our benchmark 
panel model includes county fixed e˙ects and is linear in GDD, linear in HDD, and 
quadratic in precipitation. This benchmark is similar to one of the specifications ex-
plored in the well-cited study of Schlenker and Roberts (2009). (It is equivalent to a 
piecewise linear specification of exposure to temperature bins with breaks at 10°C and 
29°C.) All our estimated models include county-specific quadratic time trends ( fi (t)) 
to control for time e˙ects. 

Our first envelope-gradient-theorem approach assumes that climates are stationary 
in each county. County climates are computed using the simple average of climate P2017 

t�1980 µit values over the 38 observation years as µ̄ i � 38 . As a consequence, in this 
variant each county remains in the same climatic interval across the entire period 
of observation. Marginal weather e˙ects are computed by estimating Equation (7). 
Climate-specific marginal e˙ects are given by the set of estimated coeÿcients β̂ µ. 

One shortcoming of the previous approach is that it assumes away climatic trends 
during the observation period. To the extent that counties have experienced trends in 
climate, such variation could be exploited to identify the climate-outcome relationship. 
In fact, variation arising from climatic trends could be viewed as more legitimate 
than pure cross-sectional climatic variation because it is presumably less prone to 
confounding factors (Burke and Emerick, 2016). In a second variant, we thus replace the 
time-invariant county climates µ̄ i by their value at any given point in time, computed by 
averaging weather over the previous 30 years (i.e., µit ). That is, counties are allowed 
to cross climatic intervals based on variation in their rolling climatic average. Our 
estimating equation thus becomes: 

yit � αi + fi (t) + βµ(i ,t) xit + �it . (9) 

This equation is nearly identical to to Equation (7), with the key di˙erence that βµ(i) is 
replaced with βµ(i ,t) . Thus, when comparing the marginal e˙ects of di˙erent climates, 
we are essentially making both across- and within-county comparisons. 

A possible improvement a˙orded by the use of rolling climates is to control for 
time-invariant, county-specific factors that may a˙ect the response of yield to weather 
variables. This possibility is explored in our third approach, which relies on estimates 
of the marginal weather e˙ects obtained from Equation (8). Di˙erences in the marginal 
e˙ect of weather across climates are identified o˙ within-county comparisons exclu-
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sively. As a result, this approach relies on the existence of temporal variation in climate 
to identify the marginal e˙ect of climate. Climatic trends tend to be quite small relative 
to the large cross-sectional climatic variation in our sample. For example, the standard 
deviation of the stationary climates, µi , is 530 for GDD, 580 for HDD, and 97 mm for 
precipitation, while the average of the within-county standard deviations of µit is 17 
for GDD, 33 for HDD, and 17 mm for precipitation. Despite their small size relative to 
the cross-sectional variation, these climate trends are statistically significant in many 
locations, as evidenced in prior work by Burke and Emerick (2016) and Cui (2020). 

Our preferred estimate of the variance-covariance matrix is a Driscoll-Kraay esti-
mate with two time lags that allows for arbitrary spatial correlation across counties. An 
alternative estimate assumes away any time correlation (as in Schlenker and Roberts 
(2009) or Schlenker (2017)) and uses a spatial-robust estimate based on the method 
of Conley (1999) that allows for spatial correlation, but with a decay. We use these 
estimates of the variance-covariance matrix of the β̂ µ coeÿcients to construct confi-
dence intervals around the long-run response functions of corn yield to each climate 
variable. These confidence intervals demonstrate the uncertainty pertaining to a coun-
terfactual change from the median of the county-specific climates µ̄ i to any climatic 
value, lower or higher. Since predicted changes in the outcome are a linear combina-
tion of estimated β̂ µ parameters, confidence intervals can be easily constructed using 
the variance-covariance matrix of coeÿcient estimates. 

4.3 Long-run responses to climate 

Figure 3 depicts the long-run response curves for GDD, HDD, and precipitation, for 
each of the three envelope-gradient-theorem models and the benchmark panel. The 
distribution of climates is shown at the bottom of each panel and does not depend 
on the model. Confidence intervals based on either Driscoll-Kraay standard errors or 
less conservative Conley-type standard errors are shown with light and dark shading, 
respectively. 

Column (a) of Figure 3 shows long-run responses for the benchmark panel model. 
This model finds significantly positive e˙ects of GDD and significantly negative e˙ects 
of HDD when moving away from the median climate. The estimated precipitation 
response is an inverted U-shape, with the yield response peaking around 650 mm of 
cumulative precipitation. Relying on Driscoll-Kraay standard errors, this precipitation 
response is not significant at a 95% confidence level, although the less conservative 
Conley standard errors imply significant yield losses at both low and high levels of 
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precipitation relative to the median. 
The patterns depicted in Columns (b) and (c) of Figure 3 are reassuring about the 

ability of our methodology to deliver meaningful and useful response functions. First, 
despite the demands put on our data (marginal e˙ects are only identified from a few 
counties in each climate interval), the counterfactual e˙ects we derive are relatively 
precisely estimated, no matter which estimate of the variance-covariance matrix is 
used. Second, these e˙ects largely conform to expectations grounded in agronomy 
as well as previous parametric work: the e˙ect of GDD is beneficial, at least up to a 
certain level, while the e˙ect of HDD is detrimental, and the e˙ect of precipitation is 
very small relative to the temperature e˙ects (Schlenker and Roberts, 2009; Mérel and 
Gammans, 2019). Notably, the long-run response to HDD is convex, a fact already 
recognized in previous papers by Schlenker et al. (2006) and Schlenker (2017) and 
that can be rationalized by the observation that above a certain level of heat exposure, 
productivity is so low that the marginal detrimental e˙ects necessarily taper o˙. Since 
nothing in our two-step procedure forces this convexity to arise, our results provide 
further evidence that empirical analyses of temperature and yields ought to allow for 
this nonlinearity in the HDD response. In contrast to the benchmark panel estimates, 
we do not observe a clear inverted U-shaped precipitation response, suggesting that 
that the long-run response to precipitation may meaningfully di˙er from the responses 
estimated using year-to-year weather variation. Overall, results from the first two 
variants are comparable to each other, except for the absence of a decline in yield for 
very large values of the GDD variable (over about 3,000 GDD) in the second variant. 
Note that very few observations have climates in that range. 

Column (d) of Figure 3 depicts the long-run responses for each climatic variable in 
our most flexible variant that relies on climatic trends for the identification of climate-
specific marginal e˙ects. In this model, each county’s climate response is allowed to 
follow a di˙erent trajectory. County trajectories di˙er from one another by a constant 
slope adjustment, added to each of the 100 climatic intervals. The figure represents the 
long-run response of a fictitious county endowed with the simple average of county-
specific slope parameters γi . Because all model parameters are estimated within 
the same regression, the confidence intervals shown in Figure 3 also account for the 
covariance between the γi parameters. The response functions obtained in this model 
di˙er from those of the previous two models in two main aspects. First, the marginal 
response of yield to GDD is more positive at higher GDD levels. Second, the marginal 
response to HDD is less convex, albeit very imprecisely estimated. 
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4.4 Climate counterfactuals 

We use our calculated long-run response functions to derive county-level impacts of a 
2°C uniform warming on corn yields. These impacts compare predicted yields under 
the 1980-2017 climate to a counterfactual where the climate is 2°C warmer for all coun-
ties. The impact on yield is calculated by evaluating our long-run response functions 
at both the county’s 1980-2017 climate and the county’s counterfactual climate under 
a 2°C warming scenario, and then taking the di˙erence between these two values. 
Figure 4 shows these county-level impacts for the benchmark panel model and our 
three envelope-gradient-theorem models. The x-axis represents the county’s reference 
period climate GDD value and the y-axis represents the change in the logarithm of 
yield associated with a 2°C warming. For each county-level impact, we show a 95% 
confidence interval based on our preferred Driscoll-Kraay standard errors. In each 
panel, we report cumulative US impacts, which are calculated by weighting county-
level impacts by average harvest over the 1980-2017 period. The first row provides the 
impact of warming attributable to changes in GDD, the second row provides the impact 
attributable to changes in HDD, and the third row provides net warming impacts. 

Column (a) of Figure 4 shows impacts for the benchmark panel model. This model 
implies that all counties benefit from increases in GDD and that all counties are harmed 
by increases in HDD. The HDD e˙ect dominates the GDD e˙ect for most counties, with 
nearly all counties experiences yield losses under warming. Net county-level impacts 
range from near zero in the coolest counties to predicted losses of over 60% in the 
warmest counties.7 Overall, we find statistically and economically significant US yield 
losses of 13.8%. 

Columns (b) through (d) of Figure 4 show impacts for our envelope-gradient-
theorem models. Column (b) provides results for a model that uses a stationary 
climate, defined by Equation (7). Focusing on the impact of changes in GDD, this 
model implies larger benefits for cooler climates than the benchmark panel model, 
but also projects that GDD increases in the warmest counties will decrease yields. 
These decreases stem from the negative marginal e˙ect of GDD for very high values 
of GDD, as can be seen in Figure 3 Column (b), Row 1. Considering increases in HDD, 
this stationary climate model implies more detrimental e˙ects than the benchmark 
panel model in cooler climates, but less severe decreases in warmer climates. This 
discrepancy is due to the convex shape of the HDD long-run response. Considering 
the e˙ects of GDD and HDD in conjunction, the stationary climate model projects that 

7For these counties, Δ log (yield) < −1 which implies a decrease in yield of over 60%. 
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warming will decrease yields in all but the coolest counties. Aggregating across all 
counties, we find that a 2°C warming is associated with a 15.3% yield loss, a decline 
that is both economically and statistically significant. The results from a model that 
uses a rolling climate without allowing for county-specific slopes are shown in Column 
(c). Overall, results from this model are similar to results from the stationary climate 
model, although for the rolling climate model there are no yield losses associated with 
increases in GDD for any county. Aggregating across counties, we find statistically 
significant net yield losses of 14.4%, a result similar to those of the stationary climate 
and benchmark panel models. 

We provide results for our most flexible model in Figure 4 Column (d). This variant, 
described by Equation (8), allows for county-specific weather coeÿcients and is identi-
fied solely from within-county changes in climate over time. Consequently, it controls 
for time-invariant factors that interact with weather, removing a potential source of 
omitted variable bias. Consistent with the climatic response functions depicted in 
Figure 3, this innovation leads to substantially less precise county-level impact esti-
mates. Additionally, since counties are allowed their own weather slope coeÿcient 
(γi in Equation (8)), there is substantial variation in the estimated impact of warming 
across counties, even across counties with similar climates. Still, increases in GDD are 
associated with yield gains for the vast majority of counties and increases in HDD are 
associated with yield losses in all but three counties. Despite the variation in county-
level impacts, our net warming impact projections are quite similar to those of our 
other models. We find that a 2°C uniform warming leads to a 15.1% decline in US corn 
yields. This value is statistically significant at a 95% confidence level, despite being 
less precise than the estimates implied by our less flexible variants. It is arguably the 
most reliable of the impact estimates presented here, being purged of potential omitted 
variable bias in climate-specific slope estimates. 

5 Conclusion 

A full accounting of the consequences future climate change on outcomes of economic 
interest remains an important, yet elusive, research goal. There has been a long-
standing debate on the ability of methodologies that rely on random weather fluctua-
tions to provide information on the long-run e˙ects of climate change, accounting for 
adaptation by economic agents. This paper provides a set of necessary and suÿcient 
conditions for the short- and long-run responses to climate to be tangent to each other 
at any given climate. Delineating these conditions is important because the tangency 
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property enables the use of weather fluctuations to identify long-run marginal e˙ects. 
We then introduce an empirical methodology to estimate marginal e˙ects that are 
specific to a given climate interval. Using the gradient theorem, we demonstrate how 
these marginal e˙ects can be integrated to construct long-run response functions to 
important climatic drivers, as initially proposed in Hsiang (2016). 

We apply this envelope-gradient-theorem approach to a panel of weather and corn 
yields from the US and compare our results to those obtained from a benchmark 
panel model. We find qualitatively similar long-run responses to climate across spec-
ifications, including in our most stringent specification that uses only climate trend 
variation to identify marginal e˙ects. Our results indicate that, despite the consider-
able demands put on our data, the approach delivers long-run response functions that 
conform with agronomic expectations and prior parametric work, with some impor-
tant nuances. For instance, we provide empirical support for nonlinear e˙ects of heat 
degree days on yield. 

We then consider the e˙ect of a 2°C uniform warming on US corn yields. Using the 
long-run climate responses derived from our envelope-gradient-theorem approach, 
as well as the marginal weather e˙ects estimated from the benchmark panel model, 
we derive impacts for every county in our dataset. We find net impacts that are 
similar across specifications and are in line with prior parametric work, at least in 
the aggregate. For example, our most flexible specification, which allows for climate-
specific marginal weather e˙ects and relies exclusively on climatic trends for their 
identification, implies a net yield decline of 15.1%, compared to a decline of 13.8% in 
the benchmark panel. Both results are in line with 14.9% corn yield decline reported 
for a 2°C warming in Schlenker and Roberts (2009). On the one hand, our results are 
reassuring in the sense that they suggest that prior panel estimates of the relationship 
between climate and yield may indeed reflect long-run adaptation. On the other hand, 
they imply that climate change is likely to significantly reduce US crop yields. 
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Figure A.1 The upper concave envelope 

Α1 AHΑ1L a* Α2=AHΑ2L AHΑ3L Α3
Α,a

Appendices 
A Concavity of y(x , a) with respect to a 

We assume that for all x, y(x , a) ≡ yx (a) has a unique maximizer characterized by 
0y (a) � 0 (that is, there is only one critical point at which the derivative function is x 

zero). Now consider the upper concave envelope of yx (·), defined as � 
ỹx ≡ inf u |u is convex and u(a) ≥ yx (a) ∀a ∈ U . 

A representation of such an envelope is depicted in Figure A.1. 
Since yx has only one critical point, say a ∗, at which it is maximized, we must have 

0 0 ∗that y (a) > 0 ∀a < a ∗ and y (a) < 0 ∀a > a . Further denote by y− the restriction of x x 
∗ ∗ y to the range a ≤ a and y+ its restriction to the range a > a . Both y− and y+ are 

monotone and therefore b¼ective. Now consider the following change of variable: ( � � 
y−1 ỹ(α) if α < a ∗ −a � A(α) � −1 � ỹ(α)

� 
∗ . y if α > a+ 

The change of variable is illustrated in Figure A.1 for various values of α. It is clear that 
it is well defined because it is both injective (for each α, there is a unique A(α)) and 
surjective (for each a, there is a unique α such that a � A(α)). The composite function 
α 7→ y (A(α)) is by construction equal to the function ỹ(α), therefore it is concave. 
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