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Abstract
How has the interannual volatility of crop yields changed over time? We examine corn and soybean
yields in the U.S. Corn Belt over the past 65 years. Volatility increased dramatically during this period,
but perhaps more interestingly, the increase in volatility was asymmetric: the lower tail has gotten
considerably longer, suggesting increasing levels of risk over time. For the most part, spatial variation
in yield volatility does not explain observed changes in climate; instead, it seems innovation has induced
higher volatility and longer lower tail. We discuss the role of crop insurance in the propagation of seed
technology as a potential mechanism underlying these changes.
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The scope of economic behavior in agricultural production is limited. Producers choose when, where, and
what to plant, as well as which management practices they use to cultivate their crop’s productivity. However,
outputs, prices and incomes are ultimately determined by the vagaries of the weather. As a result, the
interannual volatility of production—in particular, volatility in the lower tail—is at least as important to
producers as average yields. Indeed, developed country governments funnel billions of dollars to assist
producers in risk management: in the U.S. alone, subsidies to the federal crop insurance program totalled
$60 billion over the past ten years and have been trending upwards since their inception in the early-1990s
(Figure 1).1 Management of interannual volatility is arguably even more important in developing countries,
where subsistence farming is more prevalent, agriculture tends to be responsible for a greater share of the
national economy, and lavishly-subsided risk management schemes may not be feasible. Indeed, recent work
in development economics suggests the lack of effective risk management is a more important impediment
to social and economic progress than credit or liquidity constraints (e.g. Karlan et al., 2014). Furthermore,
as negative weather shocks (such as drought) tend to be spatially correlated, low yield outcomes can strain
the livelihoods of producers and rural community members throughout entire regions.
In this manuscript we examine how the interannual volatility of crop yields has changed over the past 65
years in the U.S. Corn Belt and estimate the decomposed contributions of climate and innovation to these
changes. Our focus is on the U.S. Corn Belt for three reasons. First, the U.S. accounts for approximately 40
percent of all exported corn and soybeans traded on the world market, the vast majority of which comes from
the Corn Belt. Second, our research question demands a lot from the data: a long-time series is necessary to
identify changes in the second moment over time and, because aggregation can hide variability, we require
this time-series to be recorded at small observational units. The U.S. has detailed, county-level accounts
on corn and soybean production in the Corn Belt going back at least 65 years.2 Third, U.S. producers use
state-of-the-art production technologies, many of which will eventually find their way to developing countries.
We begin by presenting and discussing a number of new stylized facts on changes in crop yield volatility
over time. The interannual volatility of both corn and soybean yields has increased throughout the Corn
Belt: on an acreage-weighted basis, yield volatility has increased by a factor of 2.5 for corn and 2.0 for
soybeans; however, we find there is considerable cross-county heterogeneity in these increases (Figure 1).
These maps show the predominance of increasing volatility throughout the Corn Belt: county-level indexes
were fell below 100 in only 1.6 percent of corn and 3.8 percent of soybean counties, whereas it more than
doubled for 77.9 percent of corn and 51.7 percent of soybean counties. For corn, yield volatility has more
than doubled in most counties—and especially in Illinois, Indiana, and most of Iowa—while Missouri and the
1 Counties not meeting the criteria for inclusion in the data set (described in detail below) are in gray. A formal definitions
of the county-level yield volatility index is provided in the online Appendix.
2 Farm-level records are not available at the time-scale we require for identifying changes in the second moment.
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Figure 1: Top: Increases in yield volatility index from 1951–1963 to 2003–2015 across counties in the sample.
Bottom: Annual subsidies to the U.S. federal crop insurance program.
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northeastern counties of Iowa have seen the lowest increases in volatility. For soybean, yield volatility more
than doubled in western Iowa, northern Illinois, and most of Indiana, but increased at lower rates elsewhere.
The next set of stylized facts is more nuanced, but arguably more important: comparing the upper and lower
tails of the distribution over time. Nearly ubiquitously, the length of the lower tail has increased far greater
than the length of the upper tail. This pattern suggests the risk of lower tail outcomes has increased over
time, contrary to the intuition that agricultural innovations would be risk-reducing.
In order to consider the mechanisms behind these patterns, we conduct an attribution exercise whereby
cross-sectional variation in climate trends is used to decompose the effects the contributions of climate and
innovation to volatility changes. While climate seems to have left a fairly large fingerprint on volatility
changes—cross-sectional variation in climate trends explain between 25 percent and 30 percent of the variation in volatility trends—the majority of the increases in volatility can be attributed to innovation. We
hypothesize the incentives created by crop insurance may be a mechanism through which innovation could
induce higher yield volatility. Insurance can create an incentive for producers to adopt riskier technologies,
particularly when it is highly subsidized: intuitively, if insurance costs the producer very little in the years
without indemnity payments, and the producer is covered in the event of an indemnity, the producer has an
incentive to choose riskier technologies. Further, a seed company facing an increased demand for seeds with
risky traits will respond by selecting and propagating those traits, a decision which will be compounded over
multiple generations of breeding. While it is difficult to demonstrate causality, our results and anecdotal
evidence are consistent with such a scenario—a scenario which would undoubtedly merit changes to public
risk management policy and agricultural research priorities.3
Previous work by both economists and scientists has focused almost exclusively on average yields. There
is a large body of literature examining the causes of increased average crop productivity, particularly in
the scientific literature (Duvick, 1977; Duvick and Cassman, 1999; Cassman, 1999; Hafner, 2003; Ray et al.,
2012). More recently, concerns have been raised about a plateau in average productivity (Ladha et al.,
2003; Peng et al., 2004; Brisson et al., 2010; Finger, 2010; Lin and Huybers, 2012; Ort and Long, 2014), or
declines in average productivity due to damages from climate changes (Lobell, Schlenker, and Costa-Roberts,
2011; Schlenker and Roberts, 2008; Tack, Barkley, and Nalley, 2015; Gammans, Mérel, and Ortiz-Bobea,
2017). There is also a literature which considers how to provision a safe and secure supply of food with
increasing populations, changing preferences, and the potential competition between food and fuel over
scarce agricultural resources (Roberts and Schlenker, 2009; Godfray et al., 2010; Tilman et al., 2011). These
studies consider only average yields. Of course, consideration of agricultural production risk is by no means
3 Multiple-peril federally subsidized crop insurance was introduced in the U.S. in the early-1990s, but its precursor, ad hoc
disaster payment programs, would create similar incentives.
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new: Botts and Boles (1958) and Day (1965) proposed statistical models of crop yield distributions for exactly
this reason. There is also a rich literature on the risk implications of production factors such as fertilizer
(e.g. Moschini and Hennessy, 2001). However, the literature examining the complex interaction between
weather, climate, and the higher moments of yields is relatively emergent. These more recent studies tend
to examine how weather shocks are correlated with measures of the higher moments: Tack, Harri, and Coble
(2012) and Lusk, Tack, and Hendricks (2017) used the second and three empirical moments, Urban et al.
(2012) used a standardized second moment (i.e. a coefficient of variation), and Tolhurst and Ker (2015)
estimated the probability of falling into a mixture of two Normal’s lower component. In a similar spirit to
this manuscript, Urban, Sheffield, and Lobell (2015) examined the correlation between weather and yield
volatility, concluding that weather volatility explains roughly one-third of the interannual volatility in corn,
rice, wheat, and soybean yields around the world.
The contributions of this manuscript are threefold. First, in contrast to the majority of the literature
we focus on average yields, and in contrast to the emergent literature, we place a particular interest on
changes in lower tail yield outcomes which are most relevant to risk-management. Second, we document a
number of new and interesting stylized facts regarding changes in interannual volatility. Third, we provide a
potential explanation for the increasing and asymmetric crop yield volatility we observe throughout the Corn
Belt: the path of seed trait selection and breeding has been altered by crop insurance, which disincentives to
agricultural producers to adopt risk-reducing seed technologies.4 This argument is consistent with the earlier
arguments advanced by Babcock and Hennessy (1996) and Smith and Goodwin (1996) on the disincentive
effect of insurance for fertilizer application rates, as well as the more recent argument that crop insurance
creates a disincentive to adapt to extreme heat (Annan and Schlenker, 2015). Our data set, which covers
roughly 75 percent of national corn and soybean production from 1951–2015, enables us to build on the
earlier literature in these three ways: it is sufficiently long to identify changes in the second moment over
time with a focus on the lower tail and technology is sufficiently homogeneous at any given point in time
within the Corn Belt that we identify the contribution of innovation to changes in interannual variability.
This stands in contrast to Urban, Sheffield, and Lobell (2015), where because of the global scope, the data
series is limited to 30 years and observational units with obviously distinct technologies (i.e. corn in China
versus the U.S.) are included in the same model.5
4 Of course, producers must follow best practices to qualify for their insurance and we are not suggesting anything nefarious
on the part of seed companies or agricultural producers. Instead, we are arguing that insurance and disaster payments created
an environment of incentives such that there was little reason for producers to purchase risk-reducing seed traits, and thus little
reason for seed companies to select or propagate those traits, a cycle which is reinforced by multiple generations of breeding.
5 In this context, identifying changes in an outcome is challenging even in a 65 year sample. Intuitively, one can see how a
sample size is a problem if bad weather events occurred with, say, 1-in-20 (1.5 versus 3.25 events), 1-in-10 (3 versus 6.5 events),
or even 1-in-5 (6 versus 13 events) odds.
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1

Empirical Approach

In this section we describe our estimation approach to measure potentially asymmetric increases in corn
and soybean volatility and to decompose the changes in observed changes in volatility into components
attributable to climate changes and technology.

1.1

Measuring Yield Volatility

We follow what has remained the predominant view in the literature since at least Botts and Boles (1958) and
Day (1965). In brief, yield realizations are modeled as an annual draw from an unknown latent probability
distribution. Changes in both production processes and climate can alter the location, scale, and shape of
this probability distribution over time. The time-conditional location of the latent distribution is estimated
with a trend line and deviations from the estimated time-conditional location are interpreted as volatility.
The specification used to estimate the location of the distribution is an important assumption of our
analysis. Four different specifications are commonly used in the literature: linear, polynomial (i.e. cubic),
median, and nonparameteric local lines regression. We use median trend estimation for two reasons. First,
cubic and nonparametric approaches lead to almost perfectly linear trend lines (as shown in the online
Appendix) and thus we favor the parsimony of a linear approach. Second, unlike the least squares criterion,
the least absolute deviation criterion allows us to consider the possibility of asymmetric changes in volatility.6
Aside from the asymmetric volatility results where the other estimators are not applicable, all approaches
lead to the same conclusions and the results are provided in the online Appendix.
For an overview of quantile regression see Koenker and Hallock (2001). Coefficients are estimated using
linear programming methods as the solution to the optimization problem:

b̂τk ≡ arg min
τ

b ∈<

X

ρτ (ykt − b0 − tbτk )

(1)

t

where b̂τk are the estimated coefficients at quantile τ and ρτ (·) is a tilted absolute value function with the
τ th sample quantile as the solution. We estimate the time-conditional location for each county-crop location
using the quantreg package in R with τ = 0.5. Denote ŷkt as the time-conditional location estimate for
county k at time t. Then the estimated residuals êkt = ykt − ŷkt form the basis for the analysis that follows.
Symmetric Measures.—Intuitively, a symmetric measure of changing volatility allows the scale of the
6 Consider a simple thought experiment. If the underlying data generating process is symmetric, the L -norm and the L 2
1
norm will give the same location estimate. However, if it is asymmetric, observations in the longer tail will leverage the location
estimate for the L2 -norm—in particular, the location estimate will be pulled in the direction of the lower tail. Consequently,
the residuals from the location estimate will become more symmetric than they would be under the L1 -norm, which is robust
to “asymmetric contamination.” See for example Huber (1972).
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distribution to change, holding the shape constant. We use two measures of symmetric volatility. First, we
construct a nonparametric yield volatility index by pooling deviations from trend into five subsets of 13 year
bins (1951–1963, 1964–1976, 1977–1989, 1990–2002, and 2003–2015). The value of the index for a given bin
is calculated as the standard deviation of the residuals in the given time bin, normalized such that the first
period equals 100. The value of the index is calculated at the county level and then aggregated together using
the acreage weights described above. A formal description of the index is provided in the online Appendix.
Second, we conduct a timewise non-constant volatility test following Park (1966). To do so, assume the
variance of residuals as a function of time t is structured such that

βk
Varêkt (t) = σk2 ŷkt
exp{ukt }

(2)

where σk2 is a time independent variance at the county-level, and ukt is a well-behaved error term. Then a
county-level coefficient of non-constant volatility, βk , can be estimated in log-log form using least squares
regression by plugging in ê2kt for V arêkt and αk for σk2 :
ln ê2kt = ln αk + βk ln ŷkt + ukt

(3)

where the coefficient β̂k parameterzes the degree of non-constant yield volatility for a given county—for
example, a value of zero implies no change in volatility (i.e. homoscedasticity). While the non-constant
volatility model imposes a parametric form on the structure of changing volatility, it allows us to expand
on the volatility index in at least three ways: (i) the model does not depend on ad hoc assumptions for the
number or length of bins; (ii) under the assumption of correct specification, the model allows for straightforward inference using a standard t-test; and (iii) by construction the estimated coefficient is expressed relative
to the time-conditional median yield. Note that, with respect to (ii), the t-tests incorporate uncertainty in
the first-stage detrending using a 5000 repetition studentized bootstrap with paired sampling (Cameron and
Trivedi, 2005, pg. 363). Further, as we are conducting hypothesis tests on K counties for each crop, we
report pointwise (anticonservative) and familywise rejection rates under any arbitrary form of dependence
(conservative). Specifically, the familywise rejection rates control for the generalized familywise error rate using Holm’s multiple-testing procedure (Holm, 1979; Romano, Shaikh, and Wolf, 2010) with g = 11 such that
we are 95 percent confident there are no more than ten (g − 1) false discoveries. Also note that, with respect
to (iii), when β = 4 the increase in volatility is proportionate to the time-conditional median (analogous to
a constant coefficient of variation).
Asymmetric Measures.—Intuitively, an asymmetric measure of changing volatility allows the length of
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the tails to change independently, freeing the scale and shape of the distribution to change. We use two
asymmetric measures of yield volatility. First, we re-calculate the nonparametric yield volatility index
separately for positive and negative residuals and normalize both indices such that the positive volatility
index in the first period equals 100. Second, analogous to the additional term in AGARCH, we modify (3)
with an additional term to allow for asymmetrical variance:
ln ê2kt = ln αk + βk ln ŷkt + δk 1{êkt <0} ln ŷkt + ukt

where

(4)

1{êkt <0} is an indicator function which takes value one for negative residuals and zero otherwise. A

δk coefficient of zero would imply any changes in volatility are symmetric, whereas positive δk coefficients
indicate volatility in the lower tail is increasing relative to the upper tail.
Robustness Checks.—We use two alternative models to check robustness. First, we use quantile regression
(1) to estimate the time-conditional quantiles τ = {10, 30, 70, 90}. To evaluate symmetric volatility changes,
10
we calculate b90
k − bk , which is positive when volatility is increasing over time. To evaluate asymmetric

volatility changes, we calculate:


10
70
b30
− b90
k − bk
k − bk

(5)

which is positive when the length of the lower tail increases over time. Second, we estimate the two component
normal mixture model with embedded linear trends of Tolhurst and Ker (2015):

2
2
ykt = (1 − λk )N (ak` + bk` t, σk`
) + λk N (aku + bku t, σku
)

(6)

Intuitively, one could think of model 6 as similar to conditional quantile trend model with two quantiles, but
where the relevant quantiles are endogenously determined by the data through the mixing weight parameter
λ. To evaluate symmetric volatility changes, we evaluate the closed-form derivative of the change in the
second moment with respect to time:
∂Var[ykt ]
= 2(1 − λk )λk (aku − ak` + (bku − bk` ) t) (bku − bk` )
∂t

(7)

at the estimated parameters for county k. The corresponding expression for the change in the third moment is
more complex, so we simply evaluate the decadal change in the skewness from 2005 to 2015, Skew[ykt ]
Skew[ykt ]

t=2005

t=2015

−

, where:
Skew[ykt ] = (1 − λk )(3S` σ`2 S`3 ) + λk (3Su σu2 Su3 )

(8)

and Sj = akj + bkj t + (λk (aku + bku t) − (1 − λk )(ak` + bk` t)) for j = {`, u}. We estimate (6) with the EM
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algorithm using the starting values strategy set out in the online Appendix.

1.2

Attribution model

We decompose the contribution of innovation and climate on yield volatility patterns using a high-dimensional
analog to the cross-sectional identification strategy of Lobell and Asner (2003a), which proceeds as follows.
For county k, denote dyk a measure of changing yield volatility and dc k a j-length vector of weather trend
coefficients. Then estimate

yk = a0 + dyk t + k

(9)

ck1 = a1 + dck1 t + νk

(10)

..
.
ckJ = aJ + dckJ t + εk
dyk = r0 + dc >
k r y + vk

(11)

where r0 is a regression constant, r y is a j-length vector of response parameters, and vk are random regression residuals. Intuitively, this model explains cross-sectional variation in yield trends using cross-sectional
variation in climate trends. Note the regression constant, r0 , has a particular interpretation in this model:
it estimates the climate-adjusted yield effect (i.e. when dc k = 0 ) corresponding to the given dependent
variable. Thus
dck = 0
Net climate effectk ≡ dyk − dyk |dc

(12)

and we can attribute the difference between the conditional and unconditional mean of dyk to the net effect
of climate on dyk .
The model is intended to decompose yield trends into the the impacts of climate and innovation on
observed yield trends. However, as detailed in Dell, Jones, and Olken (2014), the cross-sectional identification
strategy may have pitfalls. The primary concern raised elsewhere in the literature is the interpretation of
r0 as innovation when it may be confounded with other variables. For instance, Kucharik (2008) notes the
model implicitly assumes other factors which may contribute to yield trends (e.g. ozone, pests, disease) but
are uniform across space would be erroneously attributed to r0 . It also should be noted that identification
relies on historical yield data and assumes technologies adopted during the sample have not been targeted
at mitigating the effects of a changing climate. In a survey of 1,276 Iowa farmers in 2011, 55.4 percent of
participants did not believe climate change is occurring or believed it is a natural phenomenon and were
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“[far less likely to believe] that steps leading to adaptation should be pursued,” (Arbuckle, Morton, and
Hobbs, 2013). Implicit then, at least anecdotally, is that extensive preemptive or reactive technologies had
not been widely adopted in Iowa over the sample period; however, when adaptive measures are taken in the
Corn Belt, the Lobell and Asner (2003a) approach may no longer be feasible. Finally, the climate trends
may themselves be correlated and thus lead to the familiar problem of inference under multicollinearity and
inference on particular coefficients may be problematic. This final issue is somewhat less problematic because
the main object of interest in our analysis is the ability of climate trends to explain cross-sectional patterns
in nonconstant volatility. That is, for our particular analysis, we would argue the correlations themselves
are interesting and even a summarizing metric such as R2 is interesting in and of itself.
We extend the Lobell and Asner model in two important ways. First, we extend it to examine changes in
yield volatility by using coefficients of nonconstant volatility as dependent variables; that is, we set dyk = βk
(dyk = δk ) to examine the relationship between nonconstant (asymmetric) volatility and observed changes
in climate variables. Second, we relax assumptions on the functional form of (11) by estimating


dyk = r0 + h dc >
k r y + uk

(13)

with a high-dimensional linear model to approximate h(·). Attribution model selection is conducted using
least absolute shrinkage and selection operator (LASSO) where the penalty function parameter minimizes
cross-validated mean squared error. This allows us to go beyond other contributions within the literature
and relax the assumptions on within-season temporal aggregation of the weather measures: we incorporate
climate trends on a monthly basis as explanatory variables in (13). At the annual level observed climate
trends tend to be small, so this allows us to possibly incorporate additional variation into the model to
improve identification. It also allows us to consider possible nonlinearity in the climate trends by estimating
the trend in each climate variable as a cubic in time as well as trends in the second and third moment of
climate variables by estimating trends in the squared and cubic terms of each climate variable. The cost of
this highly-flexible approach is that inference in high-dimensional linear models remains a challenge due to,
amongst other factors, potential multicollinearity in the selected model (Belloni et al., 2013). We avoid these
2
complications by limiting our attention to the predictive ability of the estimated (13). The RHD
reports the

R2 from these estimates.
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2

Data

We perform all analysis at the county-level using county-level crop yield data from the United States Department of Agriculture (USDA) and interpolated weather data from PRISM and the National Oceanic and
Atmospheric Association (NOAA).

2.1

Crop Yield Data

To measure yield volatility we use observed county-level yields from the USDA’s National Agricultural
Statistics Service (NASS) database: specifically, 65 years (1951–2015) of county-level yield data, the lowest
available level of aggregation with sufficient spatial and temporal coverage. This database is based on the
USDA’s County Agricultural Production Survey, which is conducted annually at the end of the harvest
season to collect acreage and production estimates for state and federal programs. The stated purpose of the
survey is to generate data with sufficient sample size for county-level analysis and the stated target of the
survey is all farms in each state. The USDA relies on this data for a variety of purposes pertinent to yield
volatility; for example, the USDA Farm Services Agency uses it to administer disaster assistance programs
and the USDA Risk Management Agency uses it to determine crop insurance premiums and payments.
Our analysis focuses on the 13 contiguous states which account for the vast majority of national corn and
soybean production: Illinois (IL), Indiana (IN), Iowa (IA), Kansas (KS), Kentucky (KY), Michigan (MI),
Minnesota (MN), Missouri (MO), Nebraska (NE), North Dakota (ND), Ohio (OH), South Dakota (SD),
and Wisconsin (WI). Each of these states produced over 200 million bushels of corn and 88 million bushels
of soybean in 2015; in terms of rank, they include the top-12 producing corn producing states (Kentucky
ranked 14th) and top-eight soybean producing states (all are within the top-15, where we are excluding
ninth-ranked Arkansas and 11th-ranked Mississippi). We remove all counties with more than five percent
of their sample missing (i.e four or more missing observations) or with less than 5,000 acres of production
in 2011, leaving 801 counties for corn and 655 counties for soybean.7 Between 2001–2015, these counties
accounted for 79.0–86.1 percent and 62.2–76.8 percent of national corn and soybean production, respectively.
Note that, for brevity in reporting results, we delineate the Corn Belt into three subregions, which we
term central (IL, IN, IA, KY, and OH), northern (MI, MN, ND, SD, and WI), and western (NE, KS, and
MO). In general, irrigation is much more prevalent in the western region and the central region has the
highest acreage and yields. Summary statistics for the sample and subsets of the sample by region and state
are provided in the online data Appendix.
7 So as to not impose a deviation from the time conditional mean of zero, missing observations that remain in the sample
are simply omitted. Unless otherwise noted, we use planted (rather than harvested) acreage. Planted acreage better reflects
producer’s expectations and abandoned plots are subject to selection bias.
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Unless otherwise noted, all results are reported on an acreage-weighted basis. We generate acreage
weights as follows. For each county in the sample we retrieve annual, county-level planted acreage from the
NASS database for 2010–2015. Within this six year period, 9.1 percent of corn and 7.2 percent of soybean
counties were missing at least one acreage observation with a maximum of three observations missing. For
counties missing one (more than one) acreage observation, missing values are estimated using cubic spline
(linear) interpolation. We then calculate each county’s share of the total acreage on an annual basis and use
the six-year average of these shares as the county’s acreage weight.
As noted in Schlenker and Roberts (2009), some observations in the NASS database may be spuriously
low, particularly observations early in the sample period. A spuriously low observation early in the sample
leads to higher volatility in earlier periods, and thus less of an increase in volatility over time. Similarly, it
would create a longer lower tail early in the sample and thus understate the magnitude of later increases to
the length of the lower tail. As a result, spuriously low observations early in the sample would attenuate the
conclusions of our analysis.

2.2

Weather Data and Climate Trends

We construct explanatory variables for the attribution model using precipitation data from the PRISM
(Parameter-elevation Relationships on Independent Slopes Model) Climate Group and minimum and maximum temperature from the the National Oceanic and Atmospheric Administration (NOAA) National Data
Center’s Global Surface Summary. The PRISM data is reported on a monthly interval and thus incorporated
directly in the analysis. Specifically, we average precipitation values over each of the 4km × 4km grid cells
to generate a county-level precipitation measure.8 The NOAA data is used to construct daily temperature
measures from 1951–2015 at each county centroid included in the yield data. The detailed process for doing
so is explained at length in the online Appendix, including an out-of-sample prediction experiment which
shows our approach leads to prediction errors well within the range of others (e.g. Schlenker and Roberts,
2009; Auffhammer and Kellogg, 2011; Lusk, Tack, and Hendricks, 2017).9
We use the county-level daily temperature measures to calculate annual trends in daily growing degree
days (GDD), harmful degree days (HDD), and vapor pressure deficit (VPD). GDD is a nonlinear agronomic
metric which measures daily accumulated exposure to temperatures that are beneficial for plant growth
based on daily minimum and maximum temperatures. HDD is an analogous measure but for temperatures exceeding the optimum, which tend to be harmful for plant growth. Specifically, a trigonometric sine
8 To the extent that neither farms nor rainfall are not uniformly distributed across a county, this will introduce some
measurement error into the rainfall measure.
9 Of note: mean absolute deviations of 0.958◦ C and 0.992◦ C for minimum and maximum temperature compare favorably
to 1.36◦ C and 1.49◦ C in Schlenker and Roberts (2009), as do correlation coefficients exceeding 0.99 in a “worst case” scenario
compared to 0.95 in Auffhammer and Kellogg (2011).
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curve approximation with multiple temperature thresholds is used to calculate GDD and HDD (Schlenker
and Roberts, 2009). Intuitively, temperatures below the threshold do not contribute to plant growth, temperatures between the lower and upper threshold contribute positively, and temperatures above the upper
threshold contribute negatively. We use an upper temperature threshold of 29◦ C for corn and 30◦ C for
soybean based on Schlenker and Roberts (2009) and assume a lower temperature threshold of 10◦ C. VPD is
also a nonlinear agronomic metric based on daily minimum and maximum temperature; however its purpose
is to proxy for plant water demand based on diurnal temperature variation (Roberts and Schlenker, 2009).
High VPD is associated with hot and dry conditions when water demand will be high, whereas low VPD is
associated with cool and cloudy conditions which provide less solar radiation for photosynthesis (Lobell et al.,
2014; Ort and Long, 2014). Vapor pressure at temperature T in degrees Centigrade is V P (T ) = 0.6107 expA
where A = 17.269T /(T + 237.3) and VPD is simply the difference between the vapor pressure at the daily
maximum and minimum temperature.
For corn and soybeans all climate variables were calculated on a daily basis over a fixed 214 day growing
season from April 1 to October 31 using the interpolated county centroid data. Then, in order to correspond
with the annual yield data (i.e. one observation per year), daily GDD, HDD, VPD, and precipitation
(PCP) are annualized by summing over the 214 days of the growing season. Following Roberts, Schlenker,
and Eyer (2012) and Lobell et al. (2014) we also include a separate metric for July 1 to August 31 VPD
and precipitation, denoted respectively VPDJA and PCPJA, because the magnitude and direction of these
coefficients may change over different portions of the growing season. For instance, relatively dry and high
VPD conditions may facilitate planting and plant growth throughout the growing season except during
the hot and dry months of July-August, when insufficient moisture or excessive VPD could be harmful.
VPDJA is responsible for roughly 30 to 40 percent of the VPD accumulated over the growing season,
whereas PCPJA accounts variously from roughly 10 to 50 percent of the total rainfall accumulated over the
growing season. For the robustness check we relax the aggregation of these variables within the growing
season; that is, we estimate trends in GDD, HDD, VPD, and PCP on a monthly basis from April to October
and use these as the explanatory variables in estimating (13). We also allow for flexibility in the estimation
of these monthly climate trends using a third-order polynomial in the trend estimation.
Climate Trends.—Figure 2 illustrates the growing season climate trends used as explanatory variables for
the estimation of (11). For the purpose of illustration the estimated coefficients are expressed as a percentage
of their conditional mean value at the beginning of the sample period (1951). A few general observations are
noteworthy from these plots. First, the estimated climate trends tend to be spatially correlated. Second, the
magnitude of the trends is often very small, particularly in the case of HDD, VPDJA, and PCPJA. Third,
trends that are larger in magnitude tend to be negative. Fourth, there appears to be a moderate degree
13
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Figure 2: Decadal growing season climate trends (expressed as a percent of their 1951-conditional mean).
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of correlation across variables (though interestingly this is not true for VPD–VPDJA and PCP–PCPJA),
which might create a multicollinearity problem for inference on any given coefficient. However, as explained
above, we are interested in the joint explanatory power of the climate trend variables and so need not be
too concerned. Fifth and final, if we focus just on the Central region of states (IL, IN, IA, KY, and OH),
there is quite a bit more variation across both counties and variables, increasing our confidence in the use of
the Lobell and Asner attribution model for this important region.

3

Patterns of Changing Yield Volatility

In this section we describe the asymmetric increase in corn and soybean volatility over the past 65 years
throughout the U.S. Corn Belt: namely, (1) volatility has more than doubled in most counties throughout
the Corn Belt and (2) this increase in volatility has been overwhelmingly asymmetric—and in the direction
of higher risk.

3.1

Pattern 1: Volatility Increased Dramatically Throughout the Corn Belt

Figure 3 illustrates the yield volatility index with counties weighted proportional to their size in acreage, by
crop and region. Overall, corn volatility has steadily increased to 277.8 and soybean volatility to 207.8. In
both cases, volatility decreased slightly from 1977–1989 to 1990-2002, but increased in every other period.
The index results for the Central region—the most important by yield and acreage—generally follow a
similar pattern to the aggregated index. However, their maximum values of 317.4 and 218.6 are noticeably
higher. These values imply, that in the most important corn and soybean production region for the U.S.
(and arguably the world), yield volatility has more than tripled for corn and doubled for soybean over the
past 65 years. Interestingly, corn in the Northern region experienced a decrease in volatility from 280.3 in
1990–2002 to 255.1 in 2003–2015, though the pattern for soybeans is similar to the Central region. Given the
prevalence of irrigation in the Western region, it is perhaps not surprising that increases in volatility were
considerably lower (202.0 and 170.5, respectively) than in the other two regions. However, in all regions, it
is clear that acreage-weighted corn and soybean volatility have increased considerably since 1951–1963.
Next, we turn to the (symmetric) non-constant volatility estimates of (3), which are plotted over space
in Figure 4. From the map a number of observations are readily apparent. The extreme values of less than
zero and greater than four are rather rate. In fact, in only 2.1 percent of corn and 2.4 percent of soybean
counties does the coefficient exceed four, and in only 4.4 percent of corn and 8.1 percent of soybean counties
is the coefficient negative. Coefficients greater than four—recall these imply volatility is increasing faster
than the time-conditional median over time—appear bunched around northeastern Missouri, western Illinois
15
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Figure 3: Yield volatility index over time
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Figure 4: Symmetric nonconstant volatility coefficients for corn (left) and soybean (right).
and throughout Iowa for corn. For soybean, they appear more disperse over space, though with clusters
in northern Illinois/southern Iowa and northeastern Illinois. Negative coefficients also appear clustered
together: for corn there is one large cluster in Nebraska, and for soybean one cluster across state boundaries
running along the western borders of Minnesota and Iowa and another in western Illinois. The apparent
spatial correlation of coefficient estimates foreshadows the attribution analysis to come in Section II.
The vast majority of counties have estimated coefficients within the interval (0, 4), which makes interpretation somewhat more difficult. However, for all these counties, volatility is strictly increasing in nominal
terms, but decreasing in relative terms. For both crops, most of the counties—67.7 percent of corn and 64.7
percent of soybean—fell within the upper half of this interval. However, this analysis does not speak to the
statistical significance of the results.
To evaluate statistical significance, we examine conduct hypothesis testing under null hypotheses of
non-increasing volatility over time

1
1
H0,k
: βk ≤ 0 versus H1,k
: βk > 0

(14)

and non-decreasing coefficient of variation over time

2
2
H0,k
: βk ≥ 4 versus H1,k
: βk < 4.

(15)

for which results are reported in Table 1. While we will examine the results from the familywise rejections,
note that these likely understate the true level of rejections because (a) they control for arbitrary forms
17

Table 1: Symmetric nonconstant volatility hypothesis tests.
Reject
1
H0,k
: βk ≤ 0
Region

Counties

PW

Reject
2
H0,k
: βk ≥ 4
FW

PW

FW

485
300
111
74

662
316
209
137

525
236
176
113

263
142
85
36

512
260
149
103

411
207
121
83

A. Corn
All
Central
Northern
Western

801
403
240
158

615
352
169
94
B. Soybean

All
Central
Northern
Western

655
346
177
132

438
225
131
82

Note: Pairwise (PW) rejections at the 5% level. Familywise (FW) rejections control for the generalized familywise error rate
with any form of dependence using Holm’s multiple-testing procedure and g = 11 (Holm, 1979; Romano, Shaikh, and Wolf,
2010). Rejection rates are based on p-values calculated with 5000 repetition studentized bootstrap using paired sampling.

of dependence, which is conservative, and (b) tests for changes in the second moment tend to have low
power. Despite this, 60.5 percent of corn and 40.1 percent of soybean counties reject a null hypothesis of
nonincreasing volatility, provide further evidence for the prevalence of increasing volatility throughout the
Corn Belt. For corn nonincreasing volatility was rejected most frequently in the important Central region,
while for soybean the Central region had the second highest rejection rate. Interestingly, the null hypothesis
of relatively increasing volatility was rejected in 65.5 percent of corn and 62.7 percent of soybean counties,
where the rejection rate in the Central region was the lowest for both corn and soybeans—suggesting this
important region had the highest proportion of counties which could not reject increasing relative volatility.
While in part this speaks to the conservative testing procedure and low power of the test, it also implies the
highest nominal and relative increases in volatility are concentrated amongst the largest and arguably most
important production region.
Discussion.—We summarize these results with our first empirical pattern: in nominal terms, volatility
has increased dramatically throughout the Corn Belt; however, in relative terms, the constant coefficient
of variation has generally decreased slightly. The ultimate qualitative judgment over these results depends
on one’s perspective: an optimist would emphasize the relative results, a pessimist the nominal. We leave
this up to the reader, though note that: (a) socially-desirable technologies would certainly reduce relative
volatility, which we still failed to reject in a considerable (i.e. far above the size of the test) number of
counties; (b) all of the currently adopted (and arguably controversial) genetically engineered seed traits are
designed to limit low tail events; and (c) reductions in relative or nominal volatility may not be desirable in
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and of themselves when they do not shrink the lower tail. Observation (c) is the motivation for the analysis
in the next section.
Robustness Checks.—With conditional quantile regression, we find the conditional time trend at the 90th
quantile is larger than the conditional time trend at the 10th quantile in 95.1 percent of corn and 94.6 percent
10
of soybean counties. The minimum, mean, median, and maximum difference (b90
k − bk ) in bushels per year

is: −0.76, 0.67, 0.65, and 1.85 for corn and −0.12, 0.14, 0.14, and 0.42 for soybean. With the estimated two
component trend mixture model, the computed change in variance is nonnegative in all cases for both crops
and, to give an idea of magnitude, in 90.0 percent of corn and 84.3 percent of soybean counties the change
in variance is larger than one bushel2 per year at t = 2015. Thus, both robustness checks are consistent with
the pattern of increasing volatility throughout the Corn Belt.

3.2

Pattern 2: Increases in Volatility have been Asymmetric, Higher Risk

Arguably, the length of the lower tail is a far more important consideration for producers than the magnitude
of the second moment. With this in mind, in this section we analyze patterns of yield volatility using
measures that allow for asymmetry over the tails of the distribution. Similar to Pattern 1 we begin with the
nonparametric volatility index, then the parametric nonconstant volatility model, discuss the results, and
briefly present the robustness checks.
Figure 5 reconstructs the yield volatility index of Figure 3 but separate indices are calculated for positive
and negative detrending residuals to allow for asymmetry (and the index is scaled such that positive residuals
in the first bin equal 100). For both crops the index clearly illustrates the substantial increase in the length of
the lower tail relative to the length of the upper tail. For example, in the all region corn index, in 2003–2015
the index is 531.8 for negative residuals versus 259.2 for positive residuals, while for the all region soybean
index it is 322.9 versus 176.9. The change is most dramatic in the Central region, where for corn the index is
611.8 in the negative residuals and—perhaps more surprisingly given the prevalent irrigation—almost nearly
as high at 594.4 in the Western region. The index is more moderate for soybean, but nevertheless highest in
the Central region at 386.0.
There are also interesting nuances at the county-level. The top panel of Figure 6 maps the relative change
in county-level indices using a logarithmic difference. Most counties are red for both crops, particularly in
the Central region, indicating the length of the lower tail is more than twice as long for most counties;
however, there are some spatial clusters of symmetric (yellow) and longer upper tail counties, particularly
in the northern region for corn and the southern states (Kansas, Missouri, Illinois, Kentucky) for soybean.
Once again, these spatial patterns foreshadow the analysis to come in Section II.
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Figure 5: Asymmetric yield volatility index over time
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Figure 6: Asymmetric nonconstant volatility for corn (left) and soybean (right). Top: Logarithmic ratio of
negative to positive residual yield volatility indices (2003–2015). Bottom: Estimated nonconstant volatility
asymmetry coefficients.
However, the top panel of speaks to neither the change in the asymmetry over time nor the possible
statistical significance of this asymmetry. For this we turn to the asymmetric non-constant volatility model
(4), for which the estimate asymmetry coefficients are plotted at the county in level in the bottom panel of
6. The relevant value to consider here is δk = 0, which implies changes in volatility over time have been
symmetric, or δk > 0, which implies asymmetric volatility changes over time with an increasingly long lower
tail. Overall, we find the estimated asymmetry coefficient is positive in 74.7 percent of corn and 76.2 percent
of soybean counties, suggesting an increasingly long lower tail. For corn, the Central and Northern regions
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Table 2: Asymmetric nonconstant volatility hypothesis test.
Reject
3
H0,k
: δk ≤ 0
Region

Counties

PW

FW

271
142
89
40

209
110
70
29

228
138
53
37

169
110
37
22

A. Corn
All
Central
Northern
Western

801
403
240
158
B. Soybean

All
Central
Northern
Western

655
346
177
132

Note: Pairwise (PW) rejections at the 5% level. Familywise (FW) rejections control for the generalized familywise error rate
with any form of dependence using Holm’s multiple-testing procedure and g = 11 (Holm, 1979; Romano, Shaikh, and Wolf,
2010). Rejection rates are based on p-values calculated with 5000 repetition studentized bootstrap using paired sampling.

have the highest prevalence of positive coefficients at 77.9 and 81.3 percent, respectively. For soybean, the
Central region has by far the highest prevalence of positive coefficients at 79.5 percent, followed by the
Western region at 70.4 percent, consistent with the spatial patterns noted above.
Similar to Pattern 1, we can test use the estimated coefficients to conduct simple t-tests, though with the
same issues of conservative rejection rates under familywise error control and low power due to the nature of
the empirical question. Further, the low power issue is likely exacerbated because now we are identifying a
coefficient using the half the sample. The results are nevertheless compelling. As we are interested in whether
or not the lower tail is increasing in length over time, we use a one-sided test under the null hypothesis of
symmetric an volatility over time

3
3
H0,k
: δk ≤ 0 versus H1,k
: δk > 0

(16)

the results of which are summarized in Table 2. The null of hypothesis of a nonincreasing lower tail is rejected
in 26.1 of corn and 25.8 percent of soybean counties reject δk ≤ 0. For corn, the rejection rates are highest
in the Western region at 29.2 percent, closely followed by the Central region at 27.3 percent. For soybean,
the rejection rates are far higher in the Central region at 31.8 percent than the Northern (20.1 percent) and
Western regions (18.4 percent). Despite the conservative testing approach and low power, the rejection rates
far exceed the size of the test. In a substantial share of counties throughout the Corn Belt, particularly in
the important Central region, the length of the lower tail has been increasing over the past 65 years.
Discussion.—Taking these results together leads us to our second empirical pattern: the widespread
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increases in volatility realized over the past 65 years have generally taken a particularly form, namely they
have been asymmetric and in the direction of a longer lower tail, implying higher risk over time. The
nonparametric asymmetric volatility index indicates the magnitude of the lower tail was typically longer
to begin with, and the lower tail is now more than twice the length of the upper tail.Using a conservative
testing procedure with a low powered test we still reject the null of hypothesis of a nonincreasing lower tail
in roughly one-in-four counties. From a broad perspective, these results are not particularly encouraging:
one would hope that technological change would lead to improve lower tail outcomes. However, examining
changes in lower tail volatility over the past 65 years throughout the Corn Belt, the data tell us a different
story.
Robustness Checks.—The difference in the trend coefficient for between the 30th and 10th conditional
quantiles is larger than the difference between the 90th and 70th conditional quantiles in 76.3 percent of
the corn and 68.1 percent of soybean counties. The minimum, mean, median, and maximum values for this
statistics, in bushels per year, are: −0.77, 0.18, 0.19, and 0.98 for corn and −0.21, 0.03, 0.03, and 0.27 for
soybean. For the two trend mixture model, we consider the sign of the change in skew as the magnitude
is less readily interpreted. We find the mixture distribution is becoming more negatively skewed over time
in 72.5 percent of corn and 69.2 percent of soybean counties. Both of these robustness checks are broadly
consistent with the patterns more formally considered above—certainly they do not tell a different story.
Thus, it seems the increasing volatility throughout the Corn Belt we observed in Pattern 1 has generally
been asymmetric and indicative of higher risk for agricultural producers.

4

The Relationship between Climate, Technology and Changing
Volatility

The estimation results for the symmetric and asymmetric attribution model are presented in table 3 for corn
(Panel A) and soybeans (Panel B).

4.1

Attribution of symmetric volatility changes

The high-dimensional linear attribution model estimates imply the net effect of climate has been to reduce
symmetric yield volatility in corn; however, there is substantial heterogeneity in the estimated net climate
effect across regions. In the full sample and subsamples for the northern and western regions, the effect
of climate trends was to reduce yield volatility. In other words, if not for the observed climate changes,
technology would have led to even higher levels of volatility. Interestingly though, the pattern is reversed
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Table 3: High-dimensional linear attribution model estimates.

Volatility coefficient

Sample Region
Central
Northern

Full

Western

A. Corn
Symmetric
Observed average volatility trend
Climate-conditional volatility trend
Implied net climate effect

1.714
2.002
-0.288

2.118
1.483
0.635

1.432
1.625
-0.193

1.112
1.597
-0.485

Penalty function parameter
Explained deviation

0.002
0.637

0.009
0.543

0.038
0.327

0.062
0.711

Asymmetric
Observed average volatility trend
Climate-conditional volatility trend
Implied net climate effect

0.108
0.149
-0.041

0.116
0.115
0.002

0.122
0.099
0.023

0.068
0.106
-0.038

< 0.001
0.252

0.013
0.029

0.017
0.074

0.006
0.362

Penalty function parameter
Explained deviation

B. Soybean
Symmetric
Observed average volatility trend
Climate-conditional volatility trend
Implied net climate effect

1.615
1.500
0.115

1.718
-0.973
2.691

1.508
1.115
0.393

1.487
1.450
0.036

Penalty function parameter
Explained deviation

0.015
0.294

0.002
0.517

0.010
0.564

0.093
0.257

Asymmetric
Observed average volatility trend
Climate-conditional volatility trend
Implied net climate effect

0.132
0.104
0.029

0.157
0.170
-0.013

0.102
0.108
-0.006

0.109
0.163
-0.054

Penalty function parameter
Explained deviation

0.007
0.081

0.016
0.029

0.020
0.143

0.024
0.188

Note: Attribution model selection is conducted using least absolute shrinkage and selection operator (LASSO) where the
penalty function parameter minimizes cross-validated mean squared error.
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in the central region and the estimates imply climate trends have increased volatility by a substantial
magnitude—furthermore, the estimates imply, if not for the observed climate changes, yield volatility in
the central region would actually be the lowest of the three regions. The LASSO estimates imply observed
changes in climate trends explain between 32.7 and 71.1 percent of the cross-sectional variation in yield
volatility observed over the past 65 years for corn.
For soybeans, the results are more straightforward. In all cases, the implied net climate effect is positive,
implying yield volatility would have been even higher if not for the observed changes in climate trends. The
magnitude of these effects is rather modest, except in the central region where the implied net climate effect
is substantially larger than the observed volatility trend in magnitude—implying, if not for technological
changes, yield volatility would have decreased given the observed climate trends. The explanatory power of
the LASSO soybean model is slightly lower than for corn, ranging from 25.7 to 56.4 percent.

4.2

Attribution of asymmetric volatility changes

The effect of climate trends on asymmetric corn yield volatility differs across the full and regional samples.
The net climate effect is negative (and rather large in magnitude) for the full sample and in the western
region, implying observed climate trends made the lower tail shorter. In the central region the net climate
effect is very small, implying the increasingly longer tail in these region is not strongly associated with the
observed climate trends. Finally, in the northern region the net climate effect is positive and of modest
magnitude, indicating the obdserved climate trends have been favorable to the northern region in reducing
the length of the lower tail. The explanatory power of the high-dimensional attribution model ranges from
low at 2.9 percent in the central region to 25.2 percent in the full sample and a relatively impressive 36.2
percent in the western region. For soybean the regional results suggest observed climate trends reduced the
length of the lower tail in all of the regions. The explanatory power ranges from 2.9 to 18.8 percent.

5

Conclusions

In this manuscript, we examine how the interannual volatility of crop yields changed over time for corn and
soybean yields in the U.S. Corn Belt over the past 65 years. Volatility increased dramatically during this
period, but perhaps more interestingly, the increase in volatility was asymmetric: the lower tail has gotten
considerably longer, suggesting increasing levels of risk over time. For the most part, spatial variation in
yield volatility does not explain all observed changes in climate. In some cases it seems a much larger role
has been played by innovation. In future work, we will discuss the role of crop insurance in the propagation
of seed technology as a potential mechanism underlying these changes.
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