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1. Introduction: Potential Outcomes and Causality

Three key notions underlying the general approach to causality.

First, potential outcomes, each corresponding to the various

levels of a treatment or manipulation.

Second, the presence of multiple units, and the related stability

assumption.

Central role of the assignment mechanism, which is crucial for

inferring causal effects and serves as the organizing principle.
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1.1 Potential Outcomes

In everyday life, causal language is widely used informally: “my

headache went away because I took an aspirin,” “she got a

good job because she went to college,” or “she has long hair

because she is a girl.”

The fundamental notion underlying our view of causality is that

it is tied to an action (or manipulation or treatment), applied

to a unit.

For instance, when deciding to take an aspirin to relieve your

headache, you could also have choosen not to take the aspirin,

or you could have choosen to take an alternative medicine. In

this framework, articulating with precision the nature of the

action could require a certain amount of imagination.
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Given a unit and a set of actions, we associate each action/unit

pair with a potential outcome. We refer to these outcomes

as “potential” outcomes because only one will ultimately be

realized and therefore possibly observed: the potential outcome

corresponding to the action actually taken at that time.

The causal effect of the action or treatment involves the com-

parison of these potential outcomes, some realized (and per-

haps observed) and others not realized and thus not observed.

The treatment must occur temporally before the observation

of any potential outcome is possible.

Y (0) denote the outcome given the control treatment, and

Y (1) the outcome given the active treatment. W indicator for

treatment, observe W and Y (W ) = W · Y (1) + (1 − W ) · Y (0).
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Is this useful?

• Potential outcome notion is consistent with the way economists

think about demand functions: quantities demanded at differ-

ent prices.

• some causal questions become more tricky: causal effect of

race on economic outcomes. One solution is to make ma-

nipulation precise: change names on cv for job applications

(Bertrand and Mullainathan).

• what is causal effect of physical appearance or height on

earnings (e.g., Hamermesh papers)? Strong statistical correla-

tions, but what do they mean? Many manipulations possible,

probably all with different causal effects.
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1.2 Multiple Units

Because we cannot learn about causal effects from a single

observed outcome, we must rely on multiple units exposed to

different treatments to make causal inferences.

By itself, however, the presence of multiple units does not solve

the problem of causal inference. Consider the aspirin example

with two units—you and I—and two possible treatments for

each unit—aspirin or no aspirin.

There are now a total of four treatment levels: you take an

aspirin and I do not, I take an aspirin and you do not, we both

take an aspirin, or we both do not.
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In many situations it may be reasonable to assume that treat-

ments applied to one unit do not affect the outcome for another

(Stable Unit Treatment Value Assumption).

SUTVA is the first of a number exclusion restrictions: assump-

tions that rely on outside information to rule out the possibility

of any causal effect of a particular treatment.

Researchers have long been aware of the importance of the

no interference condition. In agricultural experiments, for cen-

turies researchers have taken care to separate plots using “guard

rows,” unfertilized strips of land between fertilized areas.

In large scale job training programs, for example, the outcomes

for one individual may well be affected by the number of peo-

ple trained when that number is sufficiently large to create

increased competition for certain jobs.
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Six Observations from the GAIN Experiment in Los Angeles

Individual Potential Outcomes Actual Observed Outcome
Yi(0) Yi(1) Treatment Yi

1 66 ? 0 66
2 0 ? 0 0
3 0 ? 0 0
4 ? 0 1 0
5 ? 607 1 607
6 ? 436 1 436
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1.3 The Assignment Mechanism

The key piece of information is how each individual came to

receive the treatment level received: in our language of causa-

tion, the assignment mechanism.

Pr(W|Y(0),Y(1), X)

Known, no dependence on Y(0), Y(1): randomized experiment

Unknown, no dependence on Y(0), Y(1): Unconfounded as-

signment / Selection on Observables

Compare with conventional focus on distribution of outcomes

given explanatory variables. Here, other way around.
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2. Randomized Experiments: Randomization Inference

Ronald Fisher was the first to grasp the importance of ran-

domization for credibly assessing causal effects (1925, 1926).

Freedman writes: “Experiments offer more reliable evidence

on causation than observational studies,” (Freedman, 2006)

Remarkably, economists do not always agree:

“I argue that evidence from randomized experiments has no

special priority. ... Randomized experiments cannot automat-

ically trump other evidence, they do not occupy any special

place in some hierarchy of evidence,” (Deaton, 2009)
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Given data from a randomized experiment, Fisher was inter-

ested testing sharp null hypotheses, that is, null hypotheses

under which all values of the potential outcomes for the units

in the experiment are either observed or can be inferred.

Notice that this is distinct from the possibly more practial ques-

tion of whether the average treatment effect across units is

zero.

The null of a zero average is a much weaker hypothesis because

the average effect of the treatment may be zero even if for

some units the treatment has a positive effect, as long as for

others the effect is negative.
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2.1 Basics

Because the null hypothesis is sharp we can determine the

distribution of any test statistic T (a function of the stochas-

tic assignment vector, W, the observed outcomes, Yobs, and

pretreatment variables, X) generated by the randomization of

units across treatments.

The test statistic is stochastic solely through the stochastic

nature of the assignment vector, leading to the randomization

distribution of the test statistic.

Using this distribution, we can compare the observed test statis-

tic, Tobs, against its distribution under the null hypothesis.

The Fisher exact test approach entails two choices: (i) the

choice of the sharp null hypothesis, (ii) the choice of test statis-

tic.
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We will test the sharp null hypothesis that the program had

absolutely no effect on reading scores, that is:

H0 : Yi(0) = Yi(1) for all i = 1, . . . ,6.

Under this null hypothesis, the unobserved potential outcomes

are equal to the observed outcomes for each unit. Thus we

can fill in all six of the missing entries using the observed data.

This is the first key point of the Fisher approach: under the

sharp null hypothesis all the missing values can be inferred from

the observed ones.
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Six Observations from the GAIN Experiment in Los Angeles

Individual Potential Outcomes Actual Observed Outcome
Yi(0) Yi(1) Treatment Yi

1 66 (66) 0 66
2 0 (0) 0 0
3 0 (0) 0 0
4 (0) 0 1 0
5 (607) 607 1 607
6 (436) 436 1 436
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Now consider testing this null against the alternative hypothesis

that Yi(0) 6= Yi(1) for some units, based on the test statistic:

T1 = T(W,Yobs) =
1

3

6∑

i=1

Wi · Y obs
i − 1

3

6∑

i=1

(1 − Wi) · Y obs
i .

For the observed data the value of the test statistic is (Y obs
4 +

Y obs
5 + Y obs

6 − Y obs
1 − Y obs

2 − Y obs
3 )/3 = 325.6.

Suppose for example, that instead of the observed assignment

vector Wobs = (0,0,0,1,1,1)′ the assignment vector had been

W̃ = (0,1,1,0,1,0).

That would have changed the value of the test statistic because

different units would have been treated. Under this assignment

vector, W̃ = (0,1,1,0,1,0), the test statistic would have been

(−Y obs
4 + Y obs

5 − Y obs
6 − Y obs

1 + Y obs
2 + Y obs

3 )/3 = 35. We can

repeat this calculation for each possible assignment vector.
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Randomization Distribution for six observations from GAIN data

W1 W2 W3 W4 W5 W6 levels ranks

0 0 0 1 1 1 325.6 1.00
0 0 1 0 1 1 325.6 1.67
0 0 1 1 0 1 -79.0 -1.67
0 0 1 1 1 0 35.0 -1.00
0 1 0 0 1 1 325.6 2.33
0 1 0 1 0 1 -79.0 -1.00
0 1 0 1 1 0 35.0 -0.33
... ... ... ... ... ... ... ...
1 1 1 0 0 0 325.6 -1.00
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Given the distribution of the test statistic, how unusual is this

observed average difference 325.6), assuming the null hypoth-

esis is true?

One way to formalize this question is to ask how likely it is

(under the randomization distribution) to observe a value of

the test statistic that is as large in absolute value as the one

actually observed.

Simply counting we see that there are twelve vectors of assign-

ments with at least a difference in absolute value of 325.6 be-

tween treated and control classes, out of a set of twenty possi-

ble assignment vectors. This implies a p-value of 8/20 = 0.40.
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2.2 The Choice of Statistic

The second decision, the choice of test statistic, is typically

more difficult than the choice of the null hypothesis. First let

us formally define a statistic:

Definition 1 (Statistic)

A statistic T is a known function T(W, Yobs,X) of assignments,

W, observed outcomes, Yobs, and pretreatment variables, X.

Any statistic that satisfies this definition is valid for use in

Fisher’s approach and we can derive its distribution under the

null hypothesis.
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The most standard choice of statistic is the difference in aver-

age outcomes by treatment status:

T =

∑
Wi · Y obs

i∑
Wi

−
∑

(1 − Wi) · Y obs
i∑

(1 − Wi)
.

An obvious alternative to the simple difference in average out-

comes by treatment status is to transform the outcomes before

comparing average differences between treatment levels, e.g.,

by taking logarithms, leading to the following test statistic:

T =

∑
Wi · ln(Y obs

i )
∑

Wi
−
∑

(1 − Wi) · ln(Y obs
i )

∑
1 − Wi

. (1)
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An important class of statistics involves transforming the out-

comes to ranks before considering differences by treatment

status.

We also often subtract (N + 1)/2 from each to obtain a nor-

malized rank that has average zero in the population:

Ri(Y
obs
1 , . . . , Y obs

N ) =
N∑

j=1

1
Y obs

j ≤Y obs
i

− N + 1

2
.

Given the ranks Ri, an attractive test statistic is the difference

in average ranks for treated and control units:

T =

∑
Wi · Ri∑

Wi
−
∑

(1 − Wi) · Ri∑
1 − Wi

.
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P-values for Fisher Exact Tests: Ranks versus Levels

sample size p-values
Prog Loc controls treated t-test FET (levels) FET (ranks)

GAIN AL 601 597 0.835 0.836 0.890
GAIN LA 1400 2995 0.544 0.531 0.561
GAIN RI 1040 4405 0.000 0.000 0.000
GAIN SD 1154 6978 0.057 0.068 0.018

WIN AR 37 34 0.750 0.753 0.805
WIN BA 260 222 0.339 0.339 0.286
WIN SD 257 264 0.136 0.137 0.024
WIN VI 154 331 0.960 0.957 0.249
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2.3 Randomized Experiments: Neyman’s Repeated Sam-

pling Approach

During the same period in which Fisher was developing his p-

value calculations, Jerzey Neyman was focusing on methods

for estimating average treatment effects.

His approach was to consider an estimator of the difference of

these two averages and derive its distribution under repeated

sampling by drawing from the randomization distribution of W,

the assignment vector.
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(N) “So long as the average (italics in original) yields of any treatments

are identical, the question as to whether these treatments affect separate

yields on single plots seems to be uninteresting and academic ... ”

(F) “... It may be foolish, but that is what the z [FEP] test was designed

for, and the only purpose for which it has been used. ...”

(N) “... I believe Professor Fisher himself described the problem of agri-

cultural experimentation formerly not in the same manner as he does now.

...”

(F) “... Dr. Neyman thinks another test would be more important. I

am not going to argue that point. It may be that the question which Dr.

Neyman thinks should be answered is more important than the one I have

proposed and attempted to answer. I suggest that before criticizing previ-

ous work it is always wise to give enough study to the subject to understand

its purpose. Failing that it is surely quite unusual to claim to understand

the purpose of previous work better than its author.”
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Neyman was interested in the population average treatment

effect:

1

N

N∑

i=1

(Yi(1) − Yi(0)) = Y (1) − Y (0) = τ.

Suppose that we observed data from a completely randomized

experiment in which M units were assigned to treatment and

N − M assigned to control. Given randomization, the intuitive

estimator for the average treatment effect is the difference

in the average outcomes for those assigned to the treatment

versus those assigned to the control:

τ̂ =
1

M

∑

i:Wi=1

Y obs
i − 1

N − M

∑

i:Wi=0

Y obs
i = Y obs

1 − Y obs
0 .
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To see that this measure, Y 1−Y 0, is an unbiased estimator of

τ , consider the statistic

Ti =

(
Wi · Y obs

i

M/N
− (1 − Wi) · Y obs

i

(N − M)/N

)
.

The average of this statistic over the population is equal to

our estimator,
∑

i Ti/N = Y obs
1 − Y obs

0 :
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Using the fact that Y obs
i is equal to Yi(1) if Wi = 1 and Yi(0)

if Wi = 0, we can rewrite this statistic as:

Ti =

(
Wi · Yi(1)

M/N
− (1 − Wi) · Yi(0)

(N − M)/N

)
.

The only element in this statistic that is random is the treat-

ment assignment, Wi, with E[1−Wi] = (1−E[Wi]), is equal to

(N − M)/N .

Using these results we can show that the expectation of Ti is

equal to the unit-level causal effect, Yi(1)− Yi(0):

E[Ti] =

(
E[Wi] · Yi(1)

M/N
− (1 − E[Wi]) · Yi(0)

(N − M)/N

)
= Yi(1)− Yi(0)
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The Variance of the Unbiased Estimator Y obs
1 − Y obs

0

Neyman was also interested in the variance of this unbiased

estimator of the average treatment effect

This involved two steps: first, deriving the variance of the esti-

mator for the average treatment effect; and second, developing

unbiased estimators of this variance.

In addition, Neyman sought to create confidence intervals for

the population average treatment effect which also requires an

appeal to the central limit theorem for large sample normality.
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Consider a completely randomized experiment of N units, M

assigned to treatment. To calculate the variance of Y obs
1 −Y obs

0 ,

we need the second and cross moments of the random variable

Wi, E[W2
i ] and E[Wi · Wj].

E[W2
i ] = E[Wi] = M/N.

E[Wi · Wj] = Pr(Wi = 1) · Pr(Wj = 1|Wi = 1)

= (M/N) · (M − 1)/(N − 1) 6= E[Wi] · E[Wj],

for i 6= j, since conditional on Wi = 1 there are M − 1 treated

units remaining out of N − 1 total remaining.

28



The variance of Y obs
1 − Y obs

0 is equal to:

Var(Y obs
1 − Y obs

0 ) =
S2
0

N − M
+

S2
1

M
− S2

01

N
, (2)

where S2
w is the variance of Yi(w) in the population, defined as:

S2
w =

1

N − 1

N∑

i=1

(Yi(w) − Ȳ (w))2,

for w = 0,1, and S2
01 is the population variance of the unit-level

treatment effect, defined as:

S2
01 =

1

N − 1

N∑

i=1

(Yi(1)− Yi(0) − τ)2.
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The numerator of the first term, the population variance of

the potential control outcome vector, Y(0), is equal to

S2
0 =

1

N − 1

N∑

i=1

(Yi(0) − Y (0))2.

An unbiased estimator for S2
0 is

s20 =
1

N − M − 1

∑

i|Wi=0

(Y obs
i − Y obs

0 )2.
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The third term, S2
01 (the population variance of the unit-level

treatment effect) is more difficult to estimate because we can-

not observe both Yi(1) and Yi(0) for any unit.

We have no direct observations on the variation in the treat-

ment effect across the population and cannot directly estimate

S2
01.

As noted previously, if the treatment effect is additive (Yi(1)−
Yi(0) = c for all i), then this variance is equal to zero and the

third term vanishes.

Under this circumstance we can obtain an unbiased estimator

for the variance as:

V̂
(
Y obs

1 − Y obs
0

)
=

s20
N − M

+
s21
M

. (3)
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This estimator for the variance is widely used, even when the

assumption of an additive treatment effect is inappropriate.

There are two main reasons for this estimator’s popularity.

First, confidence intervals generated using this estimator of the

variance will be conservative with actual coverage at least as

large, but not necessarily equal to, the nominal coverage.

The second reason for using this estimator for the variance is

that it is always unbiased for the variance of τ̂ = Y obs
1 − Y obs

0

when this statistic is interpreted as the estimator of the average

treatment effect in the super-population from which the N

observed units are a random sample.
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Comparison to Linear Regression

In ordinary least squares, one regresses the observed outcome

Y obs
i on the indicator for the treatment, Wi, and a constant:

Y obs
i = α + τ · Wi + εi.

(τ̂ols, α̂ols) = argmin
τ,α

N∑

i=1

(Y obs
i − α − τ · Wi)

2,

τ̂ols =

∑N
i=1(Wi − W̄ ) · (Y obs

i − Ȳ obs)
∑N

i=1(Wi − W )2
= Y obs

1 − Y obs
0 ,

α̂ols = Y obs − τ̂ · W.
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Let α be the super-population average outcome under the con-

trol, E[Yi(0)], and let τ be the super-population average treat-

ment effect, E[Yi(1)− Yi(0)]. Define the residual εi as

εi = Y obs
i − (α + τ · Wi) = Yi(0)− α + Wi · (Yi(1)− Yi(0) − τ).

Random assignment implies that assignment to treatment is

independent of the potential outcomes:

Wi ⊥ (Yi(0), Yi(1)).
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This assumption has two implications

Wi ⊥ Yi(0), Wi ⊥ (Yi(1) − Yi(0)).

The combination of random assignment and sampling from a

super-population implies that the residual has mean zero:

E[εi] = (E[Yi(0)] − α) + E[Wi · (Yi(1)− Yi(0) − τ)] = 0.

E[Wi · εi] = E[Wi · ((Yi(0)− α) + Wi · (Yi(1) − Yi(0)− τ))]

= E[Wi] · E[Yi(0) − α] + E[W2
i ] · E[Yi(1) − Yi(0)− τ ] = 0,

implying unbiasedness of the least squares estimator τ̂ols for

E[Y (1) − Y (0)].
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3. Matching Methods

Two applications where unconfoundedness/selection-on-observables

/exogeneity of treatment may be reasonable. How do we go

about analyzing these data?

• Summary Statistics

• Design: ensuring overlap

• Estimates of average treatment effects

• Assessing plausibility of unconfoundedness (should really be

done before estimation of average treatment effects)
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3.1 Introduction

Treatment indicator: Wi

Potential Outcomes Yi(0), Yi(1)

Covariates Xi

Observed outcome: Y obs
i = Wi · Yi(1) + (1 − Wi) · Yi(0).

Nc =
∑

(1 − Wi) number of controls, Nt =
∑

i Wi number of

treated units.

Y obs
c and Y obs

t are average outcomes for controls and treated.
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Application I: Imbens-Rubin-Sacerdote Lottery Study

IRS were interested in estimating the effect of unearned in-

come on economic behavior including effects on labor supply,

consumption and savings.

Those effects are important to understand and improve design

of social security programs.

IRS surveyed individuals who had played and won large sums of

money in the lottery (“winners”). As a comparison group they

collected data on a second set of individuals who also played

the lottery but who had not won big prizes (the “losers”) .
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Nt = 259 winners and Nc = 237 losers in the sample of N = 496

lottery players.

We know the year individuals played the lottery, the number of

tickets they typically bought, age, sex, education, and their so-

cial security earnings for the six years preceeding their winning.

(what else should we have asked for?)

We present averages and standard deviations for the full sam-

ple, t-statistics for the null hypothesis of equal means in the

two groups, and the normalized differences in the means.
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Normalized Difference in Covariates

Xc =
1

Nc

∑

i:Wi=0

Xi S2
c =

1

Nc − 1

∑

i:Wi=0

(
Xi − Xc

)2

Xt =
1

Nt

∑

i:Wi=1

Xi S2
t =

1

Nt − 1

∑

i:Wi=1

(
Xi − Xt

)2

Normalized difference:

nd =
Xt − Xc√

(S2
c + S2

t )/2

More relevant for assessing balance than the t-statistic

t =
Xt − Xc√

S2
c /Nc + S2

t /Nt
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Summary Statistics Lottery Sample

Variable All Losers Winners
N=496 Nt=259 Nc=237 Norm.

mean (s.d.) mean mean [t-stat] Dif.

Year Won 6.23 1.18 6.38 6.06 -3.0 -0.27
# Tickets 3.33 2.86 2.19 4.57 9.9 0.90
Age 50.2 13.7 53.2 47.0 -5.2 -0.47
Male 0.63 0.48 0.67 0.58 -2.1 -0.19
Education 13.73 2.20 14.43 12.97 -7.8 -0.70
Working Then 0.78 0.41 0.77 0.80 0.9 0.08
Earn Y -6 13.8 13.4 15.6 12.0 -3.1 -0.27
...
Earn Y -1 16.3 15.7 18.0 14.5 -2.5 -0.23
Pos Earn Y-6 0.69 0.46 0.69 0.70 0.3 0.03
...
Pos Earn Y-1 0.71 0.45 0.69 0.74 1.2 0.10

41



There are substantial differences between the two groups, in-

cluding in pre-winning earnings and the number of lottery tick-

ets bought. This suggests that simple regression methods will

not necessarily be adequate for removing the biases associated

with the differences in covariates.

Where do these differences come from?

• People buying more tickets are more likely to win.

• Nonresponse may differ by prize and individual characteris-

tics (including labor income)

Is unconfoundedness plausible?
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Application II: Lalonde Study

Lalonde (1986) analyzed data from a randomized experiment

designed to evaluate the effect of a labor market program, the

National Supported Work (NSW) program.

Women with poor labor market histories.

Randomized evaluation shows average effect on earnings

≈ $2,000. (Substantial for participants).

Lalonde: could we have estimated this without random-

ized experiment?
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Lalonde Evaluation of the Effectiveness of Observational

Methods to Recover Causal Effects:

Put aside experimental control group.

Constructs comparison sample from public use data set: Cur-

rent Population Survey (CPS), and Panel Study of Income

Dynamics (PSID).

Estimate average effect using CPS (or PSID) and trainees, as

observational study.

Is estimated effect close to experimental estimate?

Lalonde concludes that nonexperimental evaluations are

not credible. Influential conclusion in policy circles.
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Non-experimental Evaluation: Summary Statistics

CPS
All Controls Trainees

Nc = 15,992 Nt = 185 Norm.
mean (s.d.) mean mean t-stat Diff.

Black 0.08 0.27 0.07 0.84 28.6 2.4
Hisp 0.07 0.26 0.07 0.06 -0.7 -0.1
Age 33.1 11.0 33.2 25.8 -13.9 -0.8
Married 0.71 0.46 0.71 0.19 -18.0 -1.2
Nodegree 0.30 0.46 0.30 0.71 12.2 0.9
Education 12.0 2.9 12.0 10.4 -11.2 -0.7
E’74 13.9 9.6 14.0 2.1 -32.5 -1.6
U’74 0.13 0.33 0.12 0.71 17.5 1.5
E’75 13.5 9.3 13.7 1.5 -48.9 -1.7
U’75 0.11 0.32 0.11 0.60 13.6 1.2
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3.2 Assumptions

I. Unconfoundedness

Yi(0), Yi(1) ⊥ Wi | Xi.

This form due to Rosenbaum and Rubin (1983). Sometimes

referred to as “selection on observables”, or “exogeneity” but

those terms are not well defined.

Suppose

Yi(0) = α + β′Xi + εi, and Yi(1) = Yi(0) + τ,

then

Yi = α + τ · Wi + β′Xi + εi,

and unconfoundedness ⇐⇒ εi ⊥ Wi|Xi (exogeneity)
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Motivation for Unconfoundedness

I. Descriptive statistics. After simple difference in mean out-

comes by treatment status, compare average outcomes ad-

justed for covariates.

II. Unconfoundedness follows from some economic models: Sup-

pose individuals choose treatment w to max expected utility,

equal to outcome minus cost ci, Yi(w) − ci · w, given a set of

covariates X:

Wi = argmaxw E[Yi(w)|Xi]− ci · w.

Suppose that costs vary between individuals, indep. of poten-

tial outcomes. Then (i) choices will vary between individuals
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with the same covariates, (ii) conditional on the covariates X

the choice is independent of the potential outcomes.

III. Alternative: bounds (e.g., Manski, 1990)

IV Unconfoundedness is not testable



II. Overlap

0 < pr(Wi = 1|Xi) < 1.

For all X there are treated and control units.

This assumption is in principle testable: one can estimate the

propensity score

e(x) = pr(Wi = 1|Xi = x)

and assess whether it gets close to zero.

I and II combined: Strong Ignorability (Rosenbaum and Rubin,

1983)

This is what we will work with for these two applications.
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Identification Given Unconfoundedness and Overlap

By definition,

τ(X) = E[Yi(1) − Yi(0)|Xi = x]

= E[Yi(1)|Xi = x] − E[Yi(0)|Xi = x]

By unconfoundedness this is equal to

E[Yi(1)|Wi = 1, Xi = x] − E[Yi(0)|Wi = 0,Xi = x]

= E[Yi|Wi = 1,Xi = x] − E[Yi|Wi = 0, Xi = x].

By the overlap assumption we can estimate both terms on the

righthand side.
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Then

τ = E[τ(Xi)].



3.3. Concern with regression estimators in cases with lim-

ited overlap in covariate distributions (distinct from plausi-

bility of unconfoundedness assumption)

Regression estimators are the most widely used methods for

estimating treatment effects

Sometimes simple linear regression:

Y obs
i = β0 + τ · Wi + β1 · Xi + ε

Sometimes allowing for interactions:

Y obs
i = β0 + τ · Wi + β1 · Xi + β2 · (Xi − X) · Wi + ε

What is the problem with these methods?
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Suppose the regression model is:

Yi(w) = βw0 + βw1 · Xi + εwi

Suppose we are interested in τP
t :

τP
t = E[Yi(1)− Yi(0)|Wi = 1]

= E[Yi|Wi = 1] − E[E[Yi|Wi = 0, Xi]|Wi = 1]

This is estimated as

Y t − Y c − β̂c1 ·
(
Xt − Xc

)

The problem is that if the difference Xt−Xc is substantial, we

do a lot of extrapolation using this estimator. Regression is

OK with experimental data, but not if Xt − Xc is substantial.
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This is why looking at normalized differences in covariates is

useful as indication of potential problems.



Sensitivity of Regression Estimates for the Lalonde Data

Four regression estimates, all using single covariate, earnings in

1975 (Xi), in thousands of dollars (normalized difference -1.3)

• τ̂ = −8.5 (0.7) Yi(w) = β0w + εiw

• τ̂ = −0.1 (0.5) Yi(w) = β0w + β1w · Xi + εiw

• τ̂ = 1.2 (0.6) Yi(w) = β0w + β1w · log(Xi + 1) + εiw

• τ̂ = 0.1 (0.5) Yi(w) = β0w + β1w · Xi + β2w · Xi · Xi + εiw

Estimates vary widely by specification
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3.4. Design: Assessing and Ensuring Overlap

Lack of overlap in covariate distributions makes many

conventional estimators (e.g., regression) sensitive to mi-

nor changes in specification and leads to imprecise esti-

mates

Overlap of the covariate distributions is most easily assessed

using the propensity score.

Note: it is not sufficient that there is overlap in the marginal

distributions for each of the covariates separately.

Calculate means for the log odds ratios for the propensity score

for the two groups. If more than a standard deviation apart,

regression can be very misleading as it relies a lot on extrapo-

lation.
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Summary statistics for Lalonde Data: Experimental and

Observational Data

Experimental Non-exp
Means norm. Means norm.

contr treat diff. contr treat diff.

pscore 0.39 0.46 (0.54) 0.01 0.41 (1.94)

log odds ratio -0.49 -0.18 (0.53) -10.29 -0.76 (2.51)

For nonexperimental sample 92% of controls has p-score ≤
0.01, only 6% of treated.
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Big differences in propensity score for treated and controls in

nonexperimental sample.



Two Alternatives in Case with Limited Overlap:

Under unconfoundedness, if overlap in covariates between treated

and controls is limited, the population average treatment effect

is difficult to estimate.

• Create matched sample to estimate average effect on treated.

• Create subsample with overlap.
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3.4.A Alternative I for Creating Balanced Sample: Matched

Sample

Focus on average effect for treated. (e.g., Lalonde data):

E[Yi(1)− Yi(0)|Wi = 1]

Note: the focus is not on estimation of treatment effects yet.

We first create a sample with more balance.

match on propensity score (better here than matching on

all covariates) and order treated observations by decreasing

propensity score

First match the treated observation with the highest value of

the propensity score to the closest control. Go down the list
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of treated units till all are matched to a unique control (no

replacement) Now analyse the sample ignoring the matching

step. (do regression, do matching, do propensity score analy-

sis)



Matching to Improve Balance

We first estimate the propensity score, using the 185 trainees

and 15,992 CPS controls.

Then we order the 185 trainees by the estimated propensity

score, the largest first.

Then, going down the list of trainees, we match each to the

nearest CPS control, in terms of the estimated propensity

score, without replacement.

Now we have a new data set with 185 treated and 185 matched

CPS controls.

Balance is much improved.
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The Lalonde Data: Balanced After Matching

All Matched Sample ratio of
nor-dif nor-dif nor-dif

Black 2.43 0.00 0.00
Hispanic -0.05 0.00 -0.00
Age -0.80 -0.15 0.19
Married -1.23 -0.28 0.22
Nodegree 0.90 0.25 0.28
Education -0.68 -0.18 0.26
E’74 -1.57 -0.03 0.02
U’74 1.49 0.02 0.02
E’75 -1.75 -0.07 0.04
U’75 1.19 0.02 0.02
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• Matching leads to greatly improved balance.

• matching on propensity score generally works better here

than matching on individual covariates.
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Aside: How did we estimate the propensity score?

• often researchers simply include all covariates linearly and no

second order terms.

• More attractive to select some of the covariates to be in-

cluded, and select some second order terms.
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Specification Search

Given K covariates, we first choose a subset of the K covariates

for linear inclusion in the propensity score, and in a second

step we selection subset of all second order terms involving the

covariates that are selected in the first step.

Limitation: we only include linear, quadratic and interaction

terms, no third order terms (rarely substantitively important).

Sequential selection of covariates based on likelihood ratio test

and repeated estimation of logistic regression model. (see IR

book for details)

Other algorithms possible, e.g., lasso.
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3.4.B Design Option II: Trimming the Sample

Traditional Estimand

τP = E[Yi(1)− Yi(0)] = E[τ(Xi)] (Population Average Treat-

ment Effect)

Problem:

τP can be difficult to estimate when there are values x ∈ X

such that e(x) close to zero or one.

• estimates are imprecise (high variance)

• estimates are sensitive to small changes in specification
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Previous Solutions:

I Dehejia & Wahba (1999): Drop control units i with e(Xi) <

minj:Wj=1 e(Xj). Generalization (Lechner): discard all con-

trol units with e(Xi) smaller than kth smallest propensity score

among treated.

II Heckman, Ichimura, Todd (1998): Estimate f0(x) = f(X|W =

0), f1(x) = f(X|W = 1). Drop unit i if f̂0(Xi) ≤ q0 or

f̂1(Xi) ≤ q1, where q0 and q1 are quantiles of the distribution

of f̂0(X) and f̂1(X) respectively.

Both are ad hoc, and potentially sensitive to choice of threshold

(k for DW, q0 and q1 in HIT).
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Systematic Solution

Focus on new estimand. For a subset A of the covariate space,

focus on

τC(A) = (1/#A)
∑

i:Xi∈A

τ(Xi)

(Subpopulation Average Treatment Effect)

Drop units with Xi /∈ A
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Question

How do we choose A?

We formalize this as:

Which A minimizes the variance of τC(A)?
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Illustration: Binary X Case

X ∈ {f, m}

Nx is sample size for the subsample with X = x

p = Nm/N be the population share of X = 1 units.

τx is average treatment effect conditional on the covariate

τ = p · τm + (1 − p) · τf . Nxw is number of observations with

covariate Xi = x and treatment indicator Wi = w.

ex = Nxt/Nx is propensity score for x = f, m.

Y cx =
∑

i:Wi=0,Xi=x Yi/Nxc, Y tx =
∑

i:Wi=1,Xi=x Yi/Nxt

Assume that the variance of Yi(w) given Xi = x is σ2 for all x.
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τ̂x = Y tx − Y cx

with variances

V (τ̂f) =
σ2

N · (1 − p)
· 1

ef · (1 − ef)
,

V (τ̂m) =
σ2

N · p
· 1

em · (1 − em)
,

The estimator for the population average treatment effect is

τ̂ = p · τ̂m + (1 − p) · τ̂f .

with variance

V (τ̂) =
σ2

N
· E

[
1

eX · (1 − eX)

]
.
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Define V = min(V (τ̂), V (τ̂f), V (τ̂m). Then

V =





V (τ̂f) if em(1−em)
ef(1−ef)

≤ 1−p
2−p,

V (τ̂) if 1−p
2−p ≤ em(1−em)

ef(1−ef)
≤ 1+p

p ,

V (τ̂m) if 1+p
p ≤ em(1−em)

ef(1−ef)
.

If ef is close to zero or one, we may be better of focusing on

τm, and the other way around. If both are far from zero and

one, we can focus on τ .

“Better off” here means that we can estimate the correspond-

ing estimand more accurately.
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General Case

Optimal set:

A = {x ∈ X |α < e(x) < 1 − α} ,

where α depends on the distribution of the propensity score

in the sample. (See Crump, Hotz, Imbens, Mitnik, Biometrika

2009)

Approximate solution:

A∗ = {x ∈ X |0.1 < e(x) < 0.9}

Practical recommendation: drop units with a propensity

score below 0.1 or above 0.9.
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propensity score estimates lottery data est s.e.
intercept 30.24 0.13
Tickets Bought 0.56 0.38
Education 0.87 0.62
Working Then 1.71 0.55
Earnings Year -1 -0.37 0.09
Age -0.27 0.08
Year Won -6.93 1.41
Pos Earnings Year -5 0.83 0.36
Male -4.01 1.71
Year Won× Year Won 0.50 0.11
Earnings Year -1× Male 0.06 0.02
Tickets Bought× Tickets Bought -0.05 0.02
Tickets Bought× Working Then -0.33 0.13
Years of Schooling× Years of Schooling -0.07 0.02
Years of Schooling× Earnings Year -1 0.01 0.00
Tickets Bought× Years of Schooling 0.05 0.02
Earnings Year -1× Age 0.002 0.001
Age × Age 0.002 0.001
Year Won× Male 0.44 0.2570



The Optimal Subsample for the Lottery Data

Based on the estimated propensity score we calculate the op-

timal value for the threshold α to be 0.0891.

Out of the 259 losers 82 have an estimated propensity score

less than 0.0891, and 5 have an estimated propensity score

greater than 1− α = 0.9109. This leaves us with 172 losers in

the selected sample.

Of the 237 winners, 4 have an estimated propensity score less

than α = 0.0891, and 82 have an estimated propensity score

greater than 0.9109, leaving us with 151 treated observations.

This leaves us with 323 individuals in the selected (trimmed)

sample.
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Sample Sizes for Selected Subsamples with the Propensity

Score between α and 1 − α (Estimated α =0.0891)

low middle high All
e(x) < α α ≤ e(X) ≤ 1 − α 1 − α < e(X)

Losers 82 172 5 259
Winners 4 151 82 237
All 86 323 87 496
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Estimates of Propensity Score in Selected Sample
Covariate

intercept 21.77 0.13
linear terms
Tickets Bought -0.08 0.46
Years of Schooling -0.45 0.08
Working Then 3.32 1.95
Earnings Year -1 -0.02 0.01
Age -0.05 0.01
Pos Earnings Year -5 1.27 0.42
Year Won -4.84 1.53
Earnings Year -5 -0.04 0.02
quadratic terms
Year Won × Year Won 0.37 0.12
Tickets Bought × Year Won 0.14 0.06
Tickets Bought × Tickets Bought -0.04 0.02
Working Then × Year Won -0.49 0.30
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3.5 Estimation of Average Treatment Effects

Focus on two specific methods:

• matching combined with regression within matched pairs.

• subclassification on the propensity score combined with re-

gression within the subclasses.
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3.5.A Estimation: Matching

For each treated unit i with Xi, find untreated unit j(i) with

‖Xj(i) − Xi‖ = min
{l:Wl=0}

‖Xl − Xi‖,

and the same for all untreated observations. Define:

Ŷi(1) =

{
Yi if Wi = 1,
Yj(i) if Wi = 0,

Ŷi(0) =

{
Yi if Wi = 0,
Yj(i) if Wi = 1.

Then the simple matching estimator is:

τ̂sm =
1

N

N∑

i=1

(
Ŷi(1)− Ŷi(0)

)
.
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Since we match all units it is crucial that matching is done

with replacement. Let KM(i) be the number of times that

unit i is used as a match.



More generally, let JM(i) = {j1(i), ..., jM(i)} be the set of in-

dices for the first M matches for unit i.

Define:

Ŷi(1) =

{
Yi if Wi = 1,∑

j∈JM(i) Yj/M if Wi = 0,

Ŷi(0) =

{
Yi if Wi = 0,∑

j∈JM(i) Yj/M if Wi = 1.

Then the simple matching estimator is:

τ̂sm
M =

1

N

N∑

i=1

(
Ŷi(1)− Ŷi(0)

)
.
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Bias corrected matching

The bias of τ̂sm
M comes from terms: µw(Xj(i))−µw(Xi). Modify

the estimated potential outcomes by estimating µw(x) non-

parametrically and removing estimated bias term

Ỹi(1) =

{
Yi if Wi = 1,
Yj(i) + µ̂1(Xi) − µ̂1(Xj(i)) if Wi = 0

Ỹi(0) =

{
Yi if Wi = 0,
Yj(i) + µ̂0(Xi) − µ̂0(Xj(i)) if Wi = 1

Then the bias corrected matching estimator is:

τ̂ bcm =
1

N

N∑

i=1

(
Ỹi(1) − Ỹi(0)

)

Same variance as simple matching estimator, but bias removed

from asymptotic distribution given sufficient smoothness in

µw(x).
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Variance of Matching Estimators

The variance of τ̂sm
M conditional on W and X, normalized by

the sample size N , is

1

N

N∑

i=1

(
1 +

KM(i)

M

)2

· σ2
Wi

(Xi).
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Estimating the Variance: Note: Bootstrap is not valid

Need estimate for σ2
W (Xi)

Idea: use matching estimate

Let h(i) be the closest match for i, with same treatment. Then

σ̂2
Wi

(Xi) =
1

2

(
Yi − Yh(i)

)2

and the variance can be estimated as:

V̂ (τ̂) =
1

N2

N∑

i=1

(
1 +

KM(i)

M

)2

σ̂2
Wi

(Xi).

Estimation error in σ̂2
w(x) averages out.
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Experimental and Non-experimental Estimates for the Lalonde Data

M = 1 M = 4 M = 16 M = 2490
est (s.e.) est (s.e.) est (s.e.) est (s.e.)

Panel A: Experimental Data
simple 1.22 (0.84) 1.99 (0.74) 1.75 (0.74) 1.80 (0.67)
bias-adj 1.16 (0.84) 1.84 (0.74) 1.54 (0.75) 1.72 (0.68)
Linear Regression Estimates
diff 1.79 (0.67)
linear 1.72 (0.65)
quadr 2.27 (0.73)

Panel B: Non-experimental Data
simple 2.07 (1.13) 1.62 (0.91) 0.47 (0.85) -15.20 (0.61)
bias-adj 2.42 (1.13) 2.51 (0.90) 2.48 (0.83) 0.84 (0.63)
Linear Regression Estimates
diff -15.20 (0.66)
linear 0.84 (0.86)
quadr 3.26 (0.98)
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Matching: Comments

• With experimental data all estimators give more or less the

same results.

• With nonexperimental data, the regression estimates per-

form terribly. Matching estimates perform much better.

• With no regression adjustment within matched pairs, match-

ing works ok with very few matches.

• Regression adjustment within matched pairs performs well

even with 4 or 16 matches.
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Simulation Results (10,000 replications)

M Estimator mean rmse s.d. mean cov rate
bias s.e. 95% 90%

1 simple matching -0.49 0.87 0.73 0.88 0.94 0.90
linear bias-adjusted 0.05 0.73 0.73 0.89 0.96 0.94

4 simple matching -0.83 1.03 0.59 0.63 0.75 0.62
linear bias-adjusted 0.05 0.61 0.60 0.64 0.95 0.91

16 simple matching -1.81 1.88 0.57 0.53 0.08 0.04
linear bias-adjusted 0.19 0.63 0.60 0.53 0.90 0.84

64 simple matching -3.17 3.33 0.61 0.52 0.00 0.00
linear bias-adjusted 0.17 0.67 0.65 0.52 0.87 0.80

mean difference -19.06 19.06 0.61 1.63 0.00 0.00
linear regression -2.04 2.26 1.00 0.98 0.44 0.33

quadratic regression 2.72 3.01 1.35 1.24 0.40 0.2782



Matching works fairly well

Bias addresses imbalance in covariates directly.

Regression within matched pairs is effective at removing

remaining bias and is recommended.

Implemented in stata, matlab.
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3.5.B Estimation: Subclassification

The propensity score is the probability of assignment to treat-

ment given the covariates:

e(x) ≡ pr(Wi = 1|Xi = x) = E[Wi|Xi = x]

Unconfoundedness

Wi ⊥ Yi(0), Yi(1) | Xi.

This implies (Rosenbaum & Rubin, 1983)

Wi ⊥ Yi(0), Yi(1) | e(Xi)

Only need to adjust for differences in (scalar) propensity score.
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Implementation Using the Propensity Score

• Regression (compare to regression estimator with all covari-

ates)

Not recommended: not efficient (Hahn, 1998), functional

form is difficult to justify.

• Weighting on the Propensity Score

Exploit idea that

E

[
Wi · Yi

e(Xi)

]
= E[Yi(1)] E

[
(1 − Wi) · Yi

1 − e(Xi)

]
= E[Yi(0)]

Not recommended: sensitive to parametric form of propensity

score.
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Blocking or Subclassification

Pick c0 < c1 < . . . < cJ , with c0 = 0, cJ = 1.

Define block indicator Bij = 1 if cj−1 < e(Xi) ≤ cj.

τ̂j =
1

Njt

∑

i:Bij=1

Wi · Yi −
1

Njc

∑

i:Bij=1

(1 − Wi) · Yi.

τ̂ =
J∑

j=1

Njc + Njt

N
· τ̂j.

Cochran recommend 5 blocks as it eliminates 90% of bias in

normal case.
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Lottery Data: Normalized Diffs in Covariates after Subclassification
Full Selected 2 Subclasses 5 Subclasses

Year Won -0.27 -0.06 0.03 -0.07
Tickets Bought 0.90 0.51 -0.18 -0.07
Age -0.47 -0.08 0.02 -0.04
Male -0.19 -0.11 0.10 0.14
Years of Schooling -0.70 -0.47 0.19 0.10
Working Then 0.08 0.03 -0.03 -0.02
Earnings Year -6 -0.27 -0.19 0.10 0.03
...
Earnings Year -1 -0.23 -0.19 0.02 -0.00
Pos Earnings Year -6 0.03 -0.00 0.08 0.08
...
Pos Earnings Year -1 0.10 -0.01 0.04 0.07
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Optimal Subclassification

Subclass Min P-score Max P-score # Controls # Treated

1 0.03 0.24 67 13
2 0.24 0.32 32 8
3 0.32 0.44 24 17
4 0.44 0.69 34 46
5 0.69 0.99 15 66
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Average Treatment Effects Lottery Data With and Without Subclassification

(Within Blocks Regression Adjustment with No, Few, or All Cov)

Full Sample Selected Selected Selected
Cov 1 Block 1 Block 2 Blocks 5 Blocks

No -6.16 1.34 -6.64 1.66 -6.05 1.87 -5.66 1.99
Few -2.85 0.99 -3.99 1.16 -5.57 1.30 -5.07 1.46
All -5.08 0.93 -5.34 1.10 -6.35 1.29 -5.74 1.40
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Subclassification: Summary

• This works well even if there is little overlap in covariate

distributions. recommended

• The regression within the subclasses does not rely much

on extrapolation.

• Because of regression, there is less stress on getting the

functional form for the propensity score exactly right.

90



3.6 Assessing Unconfoundedness

Main question:

• what can we say about the plausibility of unconfounded-

ness?

• Recall, unconfoundedness is not testable.
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Assessing Unconfoundedness: Two Approaches

Both approaches estimate zero effects:

• Estimate effect of treatment on pseudo outcome

• Estimate effectof pseudo treatment on outcome
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3.6.A Assessing Unconfoundedness by Estimating Effect
on Pseudo Outcome

We consider the unconfoundedness assumption,

Yi(0), Yi(1) ⊥⊥ Wi | Xi. (4)

We partition the vector of covariates Xi into two parts, a
(scalar) pseudo outcome, denoted by Xp

i , and the remainder,

denoted by Xr
i , so that Xi = (Xp

i , Xr′
i )′.

Now we assess whether the following conditional independence
relation holds:

Xp
i ⊥⊥ Wi | Xr

i .

The two issues are (i) the interpretation of this and the relation
to the unconfoundedness assumption that is of primary interest,
and (ii) the implementation of the test.
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The first issue concerns the link between the conditional inde-

pendence relation and unconfoundedness . This link is indirect,

as unconfoundedness cannot be tested directly.

First consider a related condition:

Yi(0), Yi(1) ⊥⊥ Wi | Xr
i .

If this modified unconfoundedness condition were to hold, one

could use the adjustment methods using only the subset of

covariates Xr
i . In practice this is a stronger condition than the

original unconfoundedness condition.

The modified unconfoundedness condition is not testable. We

use the pseudo outcome Xp
i as a proxy variable Yi(0), and test

Xp
i ⊥⊥ Wi | Xr

i .

94



A leading example is that where Xi contains multiple lagged

measures of the outcome. In the lottery example we have

observations on earnings for six, years prior to winning. Denote

these lagged outcomes by Yi,−1, . . . , Yi,−6, where Yi,−1 is the

most recent and Yi,−6 is the most distant pre-winning earnings

measure.

One could implement the above ideas using earnings for the

most recent pre-winning year Yi,−1 as the pseudo outcome

Xp
i , so that the vector of remaining pretreatment variables Xr

i

would still include the five prior years of pre-winning earnings

Yi,−2, . . . , Yi,−6 (ignoring additional pre-treatment variables).
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Now we turn to the second issue, the implementation. One

approach to testing the conditional independence assumption

is to estimate the average difference in Xp
i by treatment status,

after adjusting for differences in Xr
i .

This is exactly the same problem as estimating the average

effect of the treatment, using Xp
i as the pseudo outcome and

Xr
i as the vector of pretreatment variables. We can do this

using any of the methods discussed so far.
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The main limitation of this approach of testing whether an

adjusted average difference is equal to zero, is that it does not

test all aspects of the conditional independence restriction. It

effectively tests only whether

E[E
[
Xp

i

∣∣∣Wi = t, Xr
i

]
− E

[
Xp

i

∣∣∣Wi = c, Xr
i

]
] = 0.

The conditional independence assumption implies two addi-

tional sets of restrictions. First, of all, it implies that

E[E
[
g(Xp

i )
∣∣∣Wi = t, Xr

i

]
− E

[
g(Xp

i )
∣∣∣Wi = c, Xr

i

]
] = 0,

for any function g(·), not just the identity function. We can

implement this by comparing average outcomes for different

transformations of the pseudo outcome, and testing jointly

whether any of the averages effects are zero.
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Second, the conditional independence restriction implies that

not only on average, but in fact for all xr,

E

[
Xp

i

∣∣∣Wi = t, Xr
i = xr

]
− E

[
Xp

i

∣∣∣Wi = c, Xr
i = xr

]
= 0.

One can therefore also consider tests of the form

E

[
E

[
Xp

i

∣∣∣Wi = t, Xr
i

]
− E

[
Xp

i

∣∣∣Wi = c, Xr
i

]∣∣∣Xr
i ∈ X

r
j

]
= 0,

for some partitioning {Xr
j}J

j=1 of the support Xr of Xr
i . That

is, rather than testing whether the overall average effect of the

treatment on the pseudo outcome differs from zero, one might

wish to test whether the average effect in any subpopulation

differs from zero.
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3.6.B Estimating Effects of Pseudo Treatments

Suppose we have multiple control groups. Let Gi be an in-

dicator variable denoting the membership of the group. This

indicator variable takes on three values, Gi ∈ {t, c1, c2}. For

units with Gi = c1, c2, the treatment indicator Wi is equal to c:

Wi =

{
0 if Gi = c1, c2,
1 if Gi = t.

Unconfoundedness only requires that

Yi(0), Yi(1) ⊥⊥ Wi | Xi, (5)

Consider

Yi(0), Yi(1) ⊥⊥ Gi | Xi, (6)
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This has the testable implication

Yi(0) ⊥⊥ Gi | Xi, Gi ∈ {c1, c2}

which is equivalent to

Y obs
i ⊥⊥ Gi | Xi, Gi ∈ {c1, c2},

because Gi ∈ {c1, c2} implies that Y obs
i = Yi(0).
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The implementation of the test follows the same pattern as

before. We test whether there is a difference in average val-

ues of Yi between the two control groups, after adjusting for

differences in Xi. That is, we effectively test whether

E[E
[
Y obs

i

∣∣∣Gi = c1, Xi

]
− E

[
Y obs

i

∣∣∣Gi = c2, Xi

]
] = 0.

We can then extend the test by simultaneously testing whether

the average value of transformations of the form g(Yi) differs

by group, that is, whether

E[E
[
g(Y obs

i )
∣∣∣Gi = c1, Xi

]
− E

[
g(Y obs

i )
∣∣∣Gi = c2, Xi

]
] = 0.

In addition we can extend the tests by testing whether, given

a partition {Xj}J
j=1 of the support X of Xi,

E[E
[
Y obs

i

∣∣∣Wi = t,Xi

]
− E

[
Y obs

i

∣∣∣Wi = c, Xi

]∣∣∣Xi ∈ Xj] = 0,
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for all j = 1, . . . , J.



3.6.C Assessing Unconfoundedness Using the Lottery Data

Pseudo Outc Covariates Selected Cov est (s.e.)

Y−1 X, Y−6:−2, Y−6:−2 > 0 X2, X5, X6, Y−2 -0.53 (0.78)

Y−1+Y−2
2 X, Y−6:−3, Y−6:−3 > 0 X2, X5, X6, Y−3 -1.16 (0.83)

Y−1+Y−2+Y−3
3 X, Y−6:−4, Y−6:−4 > 0 X2, X5, X6, Y−4 -0.39 (0.95)

Y−1+...+Y−4
4 X, Y−6:−5, Y−6:−5 > 0 X2, X5, X6, Y−5 -0.56 (0.97)

Y−1+...+Y−5
5 X, Y−6, Y−6 > 0 X2, X5, X6, Y−6 -0.41 (0.92)

Y−1+...+Y−6
6 X X2, X5, X6 -2.56 (2.17)

Actual Outc

Y obs X, Y−1:−6, Y−6:−1 > 0 X2, X5, X6, Y−1 -5.74 (1.40)
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Estimates of Average Treatment Effect

on Transformations of Pseudo Outcome for Subpopulations

Pseudo Subpopulation est (s.e.)
Outcome

1{Y−1 = 0} Y−2 = 0 -0.07 (0.78)
1{Y−1 = 0} Y−2 > 0 0.02 (0.02)
Y−1 Y−2 = 0 -0.31 (0.30)
Y−1 Y−2 > 0 0.05 (0.06)

statistic p-value
Combined Statistic
(chi-squared, dof 4) 2.20 0.135
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3.6.D: The Lalonde Data

Lalonde Data: Normalized Diffs in Covariates after Subclassification
Full Matched 2 Subclasses 5 Subclasses

Black 2.43 0.00 0.00 0.00
Hispanic -0.05 0.00 0.00 0.00
Age -0.80 -0.15 0.13 0.09
Married -1.23 -0.28 0.18 0.02
Nodegree 0.90 0.25 -0.21 -0.06
Education -0.68 -0.18 0.16 0.05
E’74 -1.57 -0.03 -0.04 -0.05
U’74 1.49 0.02 0.09 0.07
E’75 -1.75 -0.07 -0.03 -0.02
U’75 1.19 0.02 0.13 0.07
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Next let us look at the estimates for effect on 1978 earnings.

We use the matched sample and use subclassification to re-

move additional bias.

Full Sample Matched Matched Matched
Cov 1 Block 1 Block 2 Blocks 4 Blocks

No -8.50 0.58 1.72 0.74 1.81 0.75 1.86 0.76
Few 0.69 0.59 1.81 0.73 1.80 0.73 1.99 0.75
All 1.07 0.55 1.97 0.66 1.90 0.67 2.06 0.66
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Covariate still make some difference, but reasonably robust.

With all covariates included the estimate is close to experimen-

tal one, but would we have known that?

With only the trainee and CPS comparison data would we have

concluded that the evaluation was succesful?
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Analyse trainee/CPS-control data with earnings ’75 as out-

come, and remaining eight covariates as pre-treatment vari-

ables.

We take the original full sample, create a matched sample base-

don the eight remaining covariates, and estimate the “effect”

of the training on 1975 earnings.

Also: test effect on earnings ’75, earnings ’75>0, separately

for those with positive and zero earnings in 1974. Leads to 4

estimated effects, and we test that all four are jointly zero.
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The Lalonde Data: Estimates for E’75

p-value

earnings 1975: -0.90 (0.33) 0.006

chi-squared test 53.8 (dof=4) < 0.001

0.95 quantile of a chi-squared distribution with degrees of free-

dom equal to four is 9.49, much smaller than 53.8.

These estimates differ from zero, so estimates for 1978 are not

necessarily credible.
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In the Lalonde case, had we done this analysis first, we would

not necessarily have even estimated the effect for 1978 earn-

ings: the initial analysis suggests that the estimates would not

necessarily be credible.
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3.6.E Assessing Unconfoundedness: Summary

Whenever possible, assess the plausibility of unconfoundedness.

Having good covariates available is important here.

Analysis may suggest that results are not credible. They dont

point in direction of alternative analysis, only suggest that pro-

ceeding under the assumption of unconfoundedness is not rea-

sonable.
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• for the lottery data we obtain credible and precise estimates,

robust to small changes in the specification and with uncon-

foundedness plausible.

• for the lalonde data the results are more mixed. the estimates

are robust to changes in the specification, but the assessments

of unconfoundedness raises doubts.
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4. Regression Discontinuity Designs

1. Introduction

2. Basics

3. Graphical Analyses

4. Local Linear Regression

5. Choosing the Bandwidth
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What to Do and Not Do

1. Graphical Analyses: Non-smooth estimates of regression

functions of outcome on forcing variable.

2. Local linear/quadratic regression, not high order polyno-

mial regression.

3. Estimates of density of forcing variable to assess validity

4. Estimates of regression function of outcome on forcing vari-

able by treatment to assess external validity.
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4.1 Introduction

A Regression Discontinuity (RD) Design is a powerful and

widely applicable identification strategy.

Often access to, or incentives for participation in, a service

or program is assigned based on transparent rules with crite-
ria based on clear cutoff values, rather than on discretion of
administrators.

Comparisons of individuals that are similar but on different sides
of the cutoff point can be credible estimates of causal effects

for a specific subpopulation.

Good for internal validity, but external validity is concern.

Long history in Psychology literature (Thistlewaite and Camp-
bell, 1960), early work by Goldberger (1972), recent resurgence
in economics.
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4.2 Basics

Two potential outcomes Yi(0) and Yi(1),

causal effect Yi(1) − Yi(0), binary treatment indicator Wi, co-

variate Xi, and the observed outcome equal to:

Y obs
i = Yi (Wi) =

{
Yi(0) if Wi = 0,
Yi(1) if Wi = 1.

(7)

At Xi = c incentives to participate change.

Two cases, Sharp Regression Discontinuity:

Wi = 1Xi≥c (8)

and Fuzzy Regression Discontinuity Design:

lim
x↓c

Pr(Wi = 1|Xi = x) 6= lim
x↑c

Pr(Wi = 1|Xi = x) (9)
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Sharp Regression Discontinuity

Example I (Lee, 2007)

What is effect of incumbency on election outcomes? (More

specifically, what is the probability of a Democrat winning the

next election given that the last election was won by a Demo-

crat?)

Compare election outcomes in cases where previous election

was very close.
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SRD

Key assumption:

E[Yi(0)|Xi = x] and E[Yi(1)|Xi = x] are continuous in x.

Under this assumption,

τSRD = E[Yi(1) − Yi(0)|Xi = c]

= lim
x↓c

E[Y obs
i |Xi = x] − lim

x↑c
E[Y obs

i |Xi = x]

The estimand is the difference of two regression functions at

a point.

• Extrapolation is unavoidable, but minimal in large samples.
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Fuzzy Regression Discontinuity

Example II (VanderKlaauw, 2002)

What is effect of financial aid offer on acceptance of college

admission.

College admissions office puts applicants in a few categories

based on numerical score.

Financial aid offer is highly correlated with category.

Compare individuals close to cutoff score.
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Example III, IV, Matsudaira (2008), Jacob and Lefgren (2004)

What is causal effect of participating in summer program on

test scores.

Summer program is mandatory for students who score below

a threshold on end-of-year tests. Not all students comply with

requirement.

Compare students close to threshold.
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FRD

What do we look at in the FRD case: ratio of discontinuities

in regression function of outcome and treatment:

τFRD =
limx↓c E[Y obs

i |Xi = x] − limx↑c E[Y obs
i |Xi = x]

limx↓c E[Wi|Xi = x] − limx↑c E[Wi|Xi = x]
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Interpretation of FRD through link to instrumental vari-

ables / local average treatment effects (Hahn, Todd,

VanderKlaauw)

Let Wi(x) be potential treatment status given cutoff point x,
for x in some small neigborhood around c (which requires that

the cutoff point is at least in principle manipulable)

Wi(x) is non-increasing in x at x = c.

A complier is a unit such that

lim
x↓Xi

Wi(x) = 0, and lim
x↑Xi

Wi(x) = 1.

Then :
limx↓c E[Yi|Xi = x] − limx↑c E[Yi|Xi = x]

limx↓c E[Wi|Xi = x] − limx↑c E[Wi|Xi = x]

= E[Yi(1)− Yi(0)|unit i is a complier and Xi = c].
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4.3. Graphical Analyses

A. Plot regression function E[Y obs
i |Xi = x] for assessing effect

of treatment and validity

B. Plot regression function E[Wi|Xi = x] (for fuzzy rd’s) for

assessing strength of design

C. Plot regression functions E[Zi|Xi = x] for covariates Zi that

do not enter in the assignment rule for assessing validity

D. Plot density fX(x) for assessing validity.

In all cases use estimators that do not smooth everywhere.

For example, use bins and average outcomes within bins.
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4.4. Estimation: Local Linear Regression

We are interested in the value of a regression function at the

boundary of the support.

Do not use standard kernel regression

̂µl(c) =
N∑

i|c−h<Xi<c

Yi

/ N∑

i|c−h<Xi<c

1

This does not work well for that case (slower convergence

rates) because we estimate regression functions at the bound-

ary of the support.
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Better rates are obtained by using local linear regression. First

min
αl,βl

N∑

i|c−h<Xi<c

(Yi − αl − βl · (Xi − c))2 ,

The value of lefthand limit µl(c) is then estimated as

̂µl(c) = α̂l + β̂l · (c − c) = α̂l.
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Alternatively one can estimate the average effect directly in a

single regression,

Yi = α + β · (Xi − c) + τ · Wi + γ · (Xi − c) · Wi + εi

thus solving

min
α,β,τ,γ

N∑

i=1

1c−h≤Xi≤c+h

× (Yi − α − β · (Xi − c) − τ · Wi − γ · (Xi − c) · Wi)
2 ,

which will numerically yield the same estimate of τSRD.

This interpretation extends easily to the inclusion of covariates.
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Estimation for the FRD Case

Do local linear regression for both the outcome and the treat-

ment indicator, on both sides,

(
α̂yl, β̂yl

)
= arg min

αyl,βyl

∑

i:c−h≤Xi<c

(
Yi − αyl − βyl · (Xi − c)

)2
,

(
α̂wl, β̂wl

)
= arg min

αwl,βwl

∑

i:c−h≤Xi<c

(Wi − αwl − βwl · (Xi − c))2 ,

and similarly (α̂yr, β̂yr) and (α̂wr, β̂wr). Then the FRD estimator

is

τ̂FRD =
τ̂y

τ̂w
=

α̂yr − α̂yl

α̂wr − α̂wl
.
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Alternatively, define the vector of covariates

Vi =




1
1Xi<c · (Xi − c)

1Xi≥c · (Xi − c)


 , and δ =




αyl
βyl
βyr


 .

Then we can write

Yi = δ′Vi + τ · Wi + εi. (10)

Then estimating τ based on the regression function (TSLS) by
Two-Stage-Least-Squares methods, using

Wi as the endogenous regressor,

the indicator 1Xi≥c as the excluded instrument

Vi as the set of exogenous variables

This is is numerically identical to τ̂FRD before (because of uni-
form kernel)
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Do not use global high order polynomial regressions

• implict weights are not attractive

All estimators have form

τ̂ =
1

N+

∑

i:Xi≥c

ωi · Y obs
i − 1

N−

∑

i:Xi<c

ωi · Y obs
i

for

ωi = ω(X1, . . . , XN)

Weights for global high order polynomial regressions are not

attractive.

128



• global high order polynomial estimates are sensitive to order

of polynomial.

Matsudaira Data - Estimates of Effect of Summer Program

order of polynomial estimates se

global 1 0.167 (0.008)
global 2 -0.079 (0.010)
global 3 -0.112 (0.011)
global 4 -0.077 (0.013)
global 5 -0.069 (0.016)
global 6 -0.104 (0.018)

local 1 -0.080 (0.012)
local 2 -0.063 (0.017)
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• Inference is misleading for high order polynomials.

Consider a data set containing information on yearly earnings

in 1974, 1975, and 1978 for 15,992 individuals for whom there

is information from the Current Population Survey. These data

were previously used for different purposes in work by Lalonde

(1986) and Dehejia and Wahba (1999).

We look at the conditional expectation of earnings in 1978

(the outcome Yi) given the average of earnings in 1974 and

1975 (the predictor Xi). The conditional expectation is fairly

smooth.

5,000 times we randomly pick a single point from the empir-

ical distribution of Xi that will serve as a pseudo threshold.
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We pretend this randomly drawn value is the threshold in a re-

gression discontinuity analysis. We then estimate the average

effect of the pseudo treatment, its standard error, and check

whether the implied 95% confidence interval excludes zero.



Estimates of Pseudo Causal Effect (known to be zero)

order of polynomial rejection rate median standard error

global 1 0.48 0.29
global 2 0.33 0.45
global 3 0.19 0.61
global 4 0.13 0.77
global 5 0.10 0.93
global 6 0.10 1.09

local 1 0.06 0.46
local 2 0.06 0.67
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4.5. Choosing the Bandwidth (Imbens-Kalyanaraman)

We wish to take into account that (i) we are interested in the

regression function at the boundary of the support, and (ii)

that we are interested in the regression function at x = c.

IK focus on minimizing

E

[
(µ̂l(c) − µl(c))

2 + (µ̂r(c) − µr(c))
2
]

Both µ̂l(c) and µ̂r(c) are based on local linear estimators, with

the same bandwidth h.
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Optimal Bandwidth

hopt =

(
C2

C1

)1/5

·




σ2
r (c)

p·fr(c)
+

σ2
l (c)

(1−p)·fl(c)(
∂2mr
∂x2 (c)

)2
+

(
∂2ml
∂x2 (c)

)2




1/5

· N−1/5

p is share of observations above threshold.

C1 =
1

4
·
(

ν2
2 − ν1ν3

ν2ν0 − ν2
1

)2

C2 =

∫∞
0 (ν2 − uν1))

2 K2(u)du
(
ν2ν0 − ν2

1

)2

νj =
∫ ∞

0
ujK(u)du

If K(u) = 1|u|<0.5, then (C2/C1) = 5.40
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Bandwidth for FRD Design

1. Calculate optimal bandwidth separately for both regression

functions and choose smallest.

2. Calculate optimal bandwidth only for outcome and use that

for both regression functions.

Typically the regression function for the treatment indicator

is flatter than the regression function for the outcome away

from the discontinuity point (completely flat in the SRD case).

So using same criterion would lead to larger bandwidth for

estimation of regression function for treatment indicator. In

practice it is easier to use the same bandwidth, and so to
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avoid bias, use the bandwidth from criterion for SRD design or

smallest.

Cattaneo et al (2014) suggest using similar bandwidth with a

local quadratic to improve coverage properties.



4.6. Variance Estimation

σ2
Y l = lim

x↑c
Var(Yi|Xi = x), CY Wl = lim

x↑c
Cov(Yi, Wi|Xi = x),

Vτy =
4

fX(c)
·
(
σ2

Y r + σ2
Y l

)
, Vτw =

4

fX(c)
·
(
σ2

Wr + σ2
Wl

)

Cτy,τw = Nhcovar (τ̂y, τ̂w) =
4

fX(c)
· (CY Wr + CY Wl) .

Finally, the asymptotic distribution has the form

√
Nh · (τ̂ − τ)

d−→ N


0,

1

τ2
w
· Vτy +

τ2
y

τ4
w
· Vτw − 2 · τy

τ3
w
· Cτy,τw


 .

Special case of that in HTV, using the rectangular kernel, and
with h = N−δ, for 1/5 < δ < 2/5 (so asymptotic bias can be

ignored).
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TSLS Variance for FRD Design

The second estimator for the asymptotic variance of τ̂ exploits

the interpretation of the τ̂ as a TSLS estimator.

The variance estimator is equal to the robust variance for TSLS

based on the subsample of observations with c − h ≤ Xi ≤
c+h, using the indicator 1Xi≥c as the excluded instrument, the

treatment Wi as the endogenous regressor and the Vi as the

exogenous covariates.
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4.7. External Validity

The estimand has little external validity. It is at best valid for

a population defined by the cutoff value c, and by the complier

subpopulation that is affected at that value.
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FRD versus Unconfoundedness

Yi(0), Yi(1) ⊥⊥ Wi | Xi. (11)

Under this assumption:

E[Yi(1)− Yi(0)|Xi = c] = E[Yi|Wi = 1,Xi = c]− E[Yi|Wi = 0,Xi = c].

This approach assumes that differences between treated and
control units with Xi = c have a causal interpretation, without
exploiting the discontinuity. Unconfoundedness is based on
units being comparable if their covariates are similar. This is
not an attractive assumption in the current setting where the
probability of receiving the treatment is discontinuous in the
covariate.

Even if unconfoundedness holds, under continuity of potential
outcome regression functions FRD approach will be consistent
for the average effect for compliers at Xi = c.
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External Validity in Fuzzy Regression Discontinuity De-

signs

Inspect

E[Y obs
i |Xi = x, Wi = w]

for w = 0,1, as a function of x.

Smoothness at x = c indicates that

E[Yi(0)|Xi = x, complier] = E[Yi(0)|Xi = x, nevertaker]

and

E[Yi(1)|Xi = x, complier] = E[Yi(1)|Xi = x, alwaystaker]

which makes extrapolation more plausible.
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4.8. Concerns about Validity

Two main conceptual concerns in the application of RD de-

signs, sharp or fuzzy.

Other Changes

Possibility of other changes at the same cutoff value of the

covariate. Such changes may affect the outcome, and these

effects may be attributed erroneously to the treatment of

interest.

Manipulation of Forcing Variable

The second concern is that of manipulation of the covariate

value.
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Specification Checks

A. Discontinuities in Average Covariates

B. A Discontinuity in the Distribution of the Forcing Variable

C. Discontinuities in Average Outcomes at Other Values

D. Sensitivity to Bandwidth Choice
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4.8.A Discontinuities in Average Covariates

Test the null hypothesis of a zero average effect on pseudo

outcomes known not to be affected by the treatment.

Such variables includes covariates that are by definition not

affected by the treatment. Such tests are familiar from settings

with identification based on unconfoundedness assumptions.

Although not required for the validity of the design, in most

cases, the reason for the discontinuity in the probability of the

treatment does not suggest a discontinuity in the average value

of covariates. If we find such a discontinuity, it typically casts

doubt on the assumptions underlying the RD design.
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4.8.B A Discontinuity in the Distribution of the Forcing

Variable

McCrary (2007) suggests testing the null hypothesis of conti-

nuity of the density of the covariate that underlies the assign-

ment at the discontinuity point, against the alternative of a

jump in the density function at that point.

Again, in principle, the design does not require continuity of the

density of X at c, but a discontinuity is suggestive of violations

of the no-manipulation assumption.

If in fact individuals partly manage to manipulate the value of

X in order to be on one side of the boundary rather than the

other, one might expect to see a discontinuity in this density

at the discontinuity point.
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4.8.C Discontinuities in Average Outcomes at Other Val-

ues

Taking the subsample with Xi < c we can test for a jump in the

conditional mean of the outcome at the median of the forcing

variable.

To implement the test, use the same method for selecting the

binwidth as before. Also estimate the standard errors of the

jump and use this to test the hypothesis of a zero jump.

Repeat this using the subsample to the right of the cutoff point

with Xi ≥ c. Now estimate the jump in the regression function

and at qX,1/2,r, and test whether it is equal to zero.
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4.8.D Sensitivity to Bandwidth Choice

One should investigate the sensitivity of the inferences to this

choice, for example, by including results for bandwidths twice

(or four times) and half (or a quarter of) the size of the origi-

nally chosen bandwidth.

Obviously, such bandwidth choices affect both estimates and

standard errors, but if the results are critically dependent on a

particular bandwidth choice, they are clearly less credible than

if they are robust to such variation in bandwidths.
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5. Abadie-Diamond-Hainmuller (JASA 2010) Synthetic

Control Group Approach

• Has features of difference-in-difference analyses and uncon-

foundedness.

Example I: Caifornia Smoking Program

California enacts anti-smoking legislation in year t0. Observe

outcomes Y0t for California in years t = 1, . . . , T , with 1 < t0 ≤
T . Also observe time-varying covariates for California X0t for

the same period.

Observe the same variables for other states, Yit, Xit.

Standard DID: use all other states, or pick some to serve as

controls.
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For California we observe Y0t(1) for periods t = t0, . . . , T . We

wish to estimate Y0t(0) for these periods using the data on

other states.

ADH suggest using a weighted average of outcomes for other

states:

Ŷ0t(0) =
N∑

j=1

λi · Yjt

Let Zi be the vector of covariates Xit and Yit for pre-t0 periods.

DAH restrict the weights λj to be non-negative, and solve

λ = argmin
λ≥0

∣∣∣∣∣∣
Z0 −

N∑

i=1

λi · Zi

∣∣∣∣∣∣

147



Cigarette Consumption: CA and the Rest of the U.S.
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Cigarette Consumption: CA and synthetic CA
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Example II: German Reunification

Question: What would the West-German economy have looked

liked had reunification not taken place.

Compare West-Germany to a synthetic West-German, consist-

ing of a weighted average of OECD countries, matched on gdp,

schooling, investment, openness of economy, inflation rate, in-

dustry share.

Synthetic West-Germany consists of weighted average of only

Austria, Japan, Netherlands, Switserland, US.
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Covariate Averages before 1990

West Synthetic OECD
Germany West Germany Sample

GDP per-capita 15808.9 15800.9 8021.1
Trade openness 56.8 56.9 31.9
Inflation rate 2.6 3.5 7.4
Industry share 34.5 34.4 34.2
Schooling 55.5 55.2 44.1
Investment rate 27.0 27.0 25.9



Country Weights in the Synthetic West Germany

Country Weight Country Weight
Australia 0 Netherlands 0.10
Austria 0.42 New Zealand 0
Belgium 0 Norway 0
Denmark 0 Portugal 0
France 0 Spain 0
Greece 0 Switzerland 0.11
Italy 0 United Kingdom 0
Japan 0.16 United States 0.22



Three Key Figures

1. What does Germany look like compared to OECD over the

period?

2. What does Germany look like compared to synthetic West-

Germany?

3. What would the method have shown if the reunification

date is moved to 1975? (placebo test)
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West Germany and the OECD sample
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West Germany and synthetic West Germany
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Placebo Reunification: 1975
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